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Executive summary
The emerging class of enterprise applications that combine systems of record and systems of engagement
has geometrically growing performance requirements. They have to support capturing more data per
business transaction from ever-larger online user populations. These applications have many capabilities
similar to consumer online services such as Facebook or LinkedIn, but they need to leverage the decades
of enterprise investment in SQL-based technologies. At the same time as these new customer
requirements have emerged, SQL database management system (DBMS) technology is going through the
biggest change in decades. For the first time, there is enough inexpensive memory capacity on
mainstream servers for SQL DBMSs to be optimized around the speed of in-memory data rather than the
perf0rmance constraints of disk-based data. This new emphasis enables a new DBMS architecture.
This research report addresses two audiences.
•

The first is the IT business decision-maker who has a moderate familiarity with SQL DBMSs. For
them, this explains how in-memory technology can leverage SQL database investments to deliver
dramatic performance gains.

•

The second is the IT architect who understands the performance breakthroughs possible with inmemory technology. For them, this report explains the trade-offs that determine the different
sweet spots of the various vendor approaches.

There are three key takeaways.
•

First, there is an emerging need for a data platform that supports a variety of workloads, such as
online transaction processing (OLTP) and analytics at different performance and capacity points,
so that traditional enterprises don’t need an internal software development department to build,
test, and operate a multi-vendor solution.

•

Second, within their data platform, Microsoft’s SQL Server 2014 In-Memory OLTP not only
leverages an in-memory technology but also takes advantage of the ability to scale out to 64 virtual
CPU processor cores to deliver a 10- to 30-times gain in throughput without requiring the
challenge of partitioning data across a cluster of servers.

•

Third, Oracle and IBM can scale to very high OLTP performance and capacity points, but they
require a second, complementary DBMS to deliver in-memory technology. SAP’s HANA is
attempting to deliver a single DBMS that supports a full range of analytic and OLTP workloads
with the industry closely watching how well they optimize performance. NewSQL vendors VoltDB
and MemSQL are ideal for greenfield online applications that demand elastic scalability and
automatic partitioning of data.
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Introduction
A confluence of two major changes in computer hardware is disrupting a three-decade relative
equilibrium in the design of SQL DBMSs. First, memory is no longer as precious compared to disk, and
despite the growth in hard-disk capacity, the speed of disk access has fallen even further behind. Today
the time required to get data from memory versus disk is like the difference between going to your
backyard versus flying cross-country.
Second, CPUs can now scale out through the use of more processor cores within a single server much
farther without requiring a cluster of servers and partitioned data. Clustering had become the default way
to solve database scalability, but it requires partitioning data across servers or migrating applications to
specialty databases. The traditional challenge with partitioning data has always been the difficulty of
designing the database to minimize moving data across servers linked by a network. The network can be a
severe bottleneck.
Now that it’s possible to design a memory-optimized OLTP database that exploits as many as all 64
virtual processor cores on a commodity X64 server without bottlenecking or locking up, the database
industry has reached a tipping point. Existing OLTP applications can scale by 10- to 30-times or manage
new applications of that much greater scale without resorting to server clustering, often on expensive
engineered appliances.
Existing disk-based technologies simply cannot be adapted to take advantage of these improvements.
Traditional databases have assumptions baked into their architecture from the ground up to squeeze
maximum performance efficiency from disk-based storage, and removing that overhead means building
an entirely new memory-oriented system. The different approaches to how that memory-optimized
system is built and their respective trade-offs and application sweet spots are the subjects of this report.
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Primary approaches to in-memory databases
Primary approaches to in-memory databases
Today there are three main approaches to delivering in-memory transaction processing databases, each
with its own sweet spot.
1. Traditional DBMS vendors with a separate, complementary in-memory OLTP
DBMS: IBM and Oracle have distinct in-memory OLTP databases that complement their flagship
DB2 and 11g/12c databases. While these complementary in-memory databases can act as a cache
and scale out to a cluster of servers, both require planning around the performance challenge of
querying or transacting across servers. Their sweet spot is applications that have to extend DB2 or
Oracle 11g/12c capacity or performance to previously unobtainable levels.
2. Emerging in-memory NewSQL databases: NewSQL databases are likely the most logical
choice for greenfield applications, such as those requiring the massive scale of emerging consumer
online services. These applications demand elastic capacity, high ingest rates, and near real-time
analytics. The products typically also demand a high degree of technical expertise from their
customers. The only way for customers to manage a range of workloads requires integrating and
operating a data management platform from multiple vendors. NewSQL vendors VoltDB and
MemSQL can grow from one server to a large cluster of servers while simultaneously providing
automatic partitioning of the data. They also, however, experience the same potential
performance challenges of working with partitioned data as the first group.
3. A ground-up rethinking of a SQL database: SAP HANA is a ground-up rewrite that is
attempting to leapfrog the current proliferation of database engines that each support a different
workload. This approach supports scaling up and out while performing OLTP, OLAP, analytics,
and other functions on the same data set with the same engine. There is one notable challenge.
Mainstream customers are waiting to evaluate the success of early adopters regarding the
potential performance overhead of storing data for many workloads in a uniform way rather than
optimized for each workload. HANA’s sweet spot includes SAP enterprise resource planning
(ERP) customers that can rely on SAP to minimize migration challenges as well as greenfield
applications that can benefit from real-time integration of multiple workloads.
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The Microsoft strategy
Microsoft’s in-memory OLTP extends its existing DBMS with a new engine. It does more than just store
in memory the data that used to be stored on disk (see figure 1). It is both memory-optimized and free of
the traditional bottlenecks from locks and latches that databases have traditionally used to manage
concurrent activity (see figure 2). Without those bottlenecks, it can scale out across 64 virtual processor
cores in a mainstream x64 server (see figure 3).
Microsoft’s approach has two sweet spots. The first is an enterprise already invested in the Microsoft Data
Platform. They can now accommodate a 10- to 30-times increase in OLTP throughput without having to
evaluate other vendors. The second sweet spot is an enterprise that previously could only consider
running Oracle 12c or IBM DB2 on high-cost, clustered, engineered appliances because of performance
requirements. While SQL Server can’t challenge an Oracle Exadata cluster running 12c at the highest
absolute performance levels, it can now comfortably extend to 10- to 30-times higher performance levels
than before on a single server at its traditional price points.
Beyond performance levels, Microsoft’s in-memory OLTP implementation is integrated with SQL Server
2014 so customers can extend existing applications with modest modifications. It also allows the product
to inherit much of the mission-critical maturity built up over 25 years. In Microsoft’s case, that means, in
one example, fewer patches by virtue of having the fewest security vulnerabilities during the last five
years. There is also value in making it part of a familiar technology, which avoids introducing a new
product to exploit in-memory technology.
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Figure 1: A disk-based database formats and operates on its data in a disk-optimized format in order to wring
maximum performance from the much slower disk. Traditional disk-based DBMSs also often bottleneck while
performing concurrent data operations and while managing those operations using data structures such as the
buffer pool. As a result, they can’t exploit much parallelism in the CPU.
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Figure 2: Developing an in-memory database is very different from just keeping disk-based data in memory. If it
can’t do a better job with transaction concurrency in the form of data locks and the data structures that support
transactions, including the buffer pool and lock table, then it still won’t be able to fully leverage parallelism in the
CPU.
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Figure 3: An in-memory database operates on data optimized for memory access as opposed to disk access. In
addition, it needs new machinery to mediate access between transactions and all the new processor cores in order to
handle more tasks simultaneously. This requires versioning instead of locks on data and elimination of latches in the
data structures in the engine that support transactions. Emerging column-oriented, massively parallel data
warehouse databases do an excellent job of leveraging parallelism in the CPU, but it’s far more difficult for roworiented OLTP DBMSs to do the same.
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Historical context and trends
Hardware changes driving the move to in-memory DBMS technology
The “in-memory technology” label is sprinkled like fairy dust on many database products. Even Oracle
has been calling their flagship DBMS running on Exadata a "database in-memory machine" since late
2012. To be fair, Oracle does ship a separate in-memory database cluster that can cache 11g, 12c, or
Exadata data. And Oracle has announced for summer delivery a column-oriented in-memory option for
12c that will greatly accelerate analytic queries.
The rush toward inclusion in the in-memory race reflects a growing need. Radically new hardware
realities are driving the DBMS industry to make greater use of in-memory architectures. In the last 25
years, spindle-based disk capacity has increased more than 300 times faster than seek times, creating a
performance bottleneck. The amount of time needed to pull all the data off a traditional hard disk drive
using standard 1KB random reads has increased from less than one hour to two months as a result (see
RAMCloud research project slide 6).

Figure 4: Accessing data from RAM is 300,000 times faster than from traditional disk drives. Even emerging solidstate disks (SSD) don’t come close to closing the gap.
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In layman’s terms, if reading data from memory is equivalent to a trip to the backyard, retrieving from
disk is a cross-country flight (Making Sense of NoSQL).

Figure 5: CPUs aren’t getting faster. Instead databases and other software have to use more of them at the same
time.

An essential (and under-considered) component of in-memory database performance is parallel
processing. Since 2005, CPU speeds have largely stopped growing, with CPU manufacturers instead
adding a greater number of processor cores. Mainstream Intel servers today ship with 64 virtual cores (2
sockets X 16 cores X 2 threads). Now that the database is operating at memory speed instead of disk
speed, it has to take advantage of all of those cores or it will bottleneck on the CPU and lock up. As a
result, delivering a higher-performance DBMS means developing an ever-more parallel engine.
Maximizing performance and scalability in the future will require harnessing all the processor cores in
parallel as well as managing data in memory.
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An in-memory DBMS is much more than a
DBMS in memory
While comparisons between in-memory approaches are critical — and this paper will address those in
detail — enterprises often question the very necessity of the new technology by asking a far more
fundamental question about whether they can simply place the data in a traditional database in memory.
The potential benefits of such an approach are obvious – increasing performance without disrupting
existing, proven architectures.
Unfortunately, OLTP applications running on databases designed for disk-based architectures, such as
DB2 and Oracle 12c, will continue to face the same limitations. (Their first built-in in-memory extensions
are both optimized more for analytic queries than OLTP). Even if all the data is located or cached in
memory in these databases, a new, ground-up architecture is necessary to exploit the advantages of inmemory functionality. While this may seem obvious to database vendors, it is not to many of their
customers. Vendors must be ready and willing to answer that question. Today the primary competition
for in-memory databases is a lack of awareness of just how much of a performance advantage they
provide compared to traditional, disk-based databases, rather than the specifics of any feature-for-feature
competitive comparison among peers.
The technical appendix to this paper will explain how all the pieces of an in-memory database reinforce
each other to make the sum of the parts much more than simply taking all the data from a disk-based
database and caching it in memory.
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Summary of design principles for Microsoft’s inmemory OLTP
This paper will examine Microsoft's approach to in-memory by comparing it to the approaches of its
competitors and the sweet spots the trade-offs inherent in those approaches have created. Understanding
how different vendors develop in-memory OLTP technology is important because it takes years of R&D
with few opportunities for shortcuts. It’s not easy to change directions to catch up with a rival in a
vendor’s chosen market.
Microsoft’s overriding objective was to minimize the disruption in migrating their installed base of
database customers to the new technology. By extending the current product, Microsoft Data Platform
customers can remain more easily within a product they know. By contrast, so far IBM and Oracle are
extending their mainstream databases with complementary in-memory products for OLTP workloads.
The results of those divergent strategies are tangible. While customers today have the ability to build
scale-out server clusters for in-memory applications with the IBM or Oracle approach, they are also
introducing a new product into the infrastructure.
In this paper, we will discuss the four design principles guiding Microsoft’s approach and compare them
to other SQL DBMS vendors’ approaches. Those principles are:
•

Memory-optimized but durable

•

Fully integrated into the existing base product

•

Architected for mainstream multi-core X64 CPUs

•

Works across all workloads
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Competitive approaches
In the executive summary, we outlined three primary approaches for introducing in-memory OLTP
followed by Microsoft’s key competitors:
1. Traditional DBMS vendors with complementary in-memory OLTP DBMSs
2. Emerging in-memory NewSQL databases
3. A ground-up rethinking of a SQL database
This section is focused on analyzing the sweet spots of the traditional and emerging vendors that have
made in-memory OLTP part of their strategy. That means we are not including products that have diskbased OLTP and only handle in-memory analytics, such as DB2 with the BLU column store. Rather, when
we look at traditional vendors, we are looking at DB2 and Oracle 11g or 12c that have complementary inmemory OLTP products in solidDB and TimesTen, respectively.

Figure 6: The chart shows how a variety of workloads fit along the capacity vs. performance spectrum.
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A vendor’s ability to handle a spectrum of workloads along the axes of capacity and performance, as
shown in figure 6 above, heavily influences their sweet spot. Later we’ll use the same figure to show where
different vendors fit.
1. Traditional DBMS vendors with complementary in-memory OLTP DBMSs
solidDB is IBM’s memory-optimized OLTP database, and it can run standalone or as a cache that
lives at the application tier next to the application logic. As a cache, applications can issue SQL
statements directly to data replicated to the solidDB database without going across the network or
even across a process in the same server. solidDB's sweet spot is to offload lots of reads from a DB2
database. IBM points out that DB2 can support 98 percent of Oracle's PL/SQL so that not only
IBM's customers but Oracle's as well have a migration path to the new platform. By bringing the
read-intensive data to the application, DB2 has more capacity for transactions as well as short
operational queries. In this setup, a DBA or developer has to take extra care designing how data is
distributed across solidDB servers so that an application calls on the data co-located on the same
server. Durability via logging and replication ensures availability and recoverability. For durability,
TimesTen periodically takes a batch of log records and updates a point-in-time snapshot of the
whole database on disk because recovering mostly from a checkpoint and partially from a log is
much faster. Microsoft’s approach to durability is actually quite similar, but we will cover its design
center and sweet spot in the next section.
Oracle's TimesTen has a sweet spot that extends in several additional directions. It has a very strong
OLTP foundation for integration with Oracle's mainstream 11g or 12c database. When used in a
similar application tier configuration to solidDB, it can offload a heavy write-load as well as a heavy
read-load. It optionally does the work of automatically partitioning the data to match the
application's access patterns. An example application could be a travel reservation website. A
central Oracle 11g or 12c database might contain the high-volume transactional flight data while
each TimesTen node might cache traveler profile data and accept reservations just for those
passengers. Confirmation of the reservations would require a distributed transaction back to the
central Oracle database. TimesTen can run as a standalone clustered DBMS without 11g or 12c. In
that case, however, it would be closer to MemSQL and VoltDB, which are covered in the next
category.
What's common to both products is that they extend the vendor's core DBMS with a highly scalable
solution. However, the complementary technology is delivered as a new product with distinct
product boundaries rather than as a new engine in the core product to handle the new workload.
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Even though these complementary products come from the same vendor, they do introduce
additional complexity, for example, when considering communications between the different
products. That's not to say the vendors won’t eventually integrate more deeply. IBM did just that
with its BLU column store for DB2. It takes data from the row-oriented, OLTP-optimized store and
under the covers moves it to the column-oriented, OLAP-optimized store. Neither vendor has yet
done the same for in-memory OLTP.
2. Emerging in-memory NewSQL databases
From a high level, the first distinction between VoltDB, MemSQL, and vendors in the previous
category is that the NewSQL DBMSs automatically partition data across an elastic cluster of servers,
lifting the burden of managing scalability from DBAs and developers. The trade-off, like with
TimesTen and solidDB, is that the performance of queries or transactions that span partitions can
suffer.
The ideal usage scenario for both NewSQL products involves a high rate of data ingestion. From
there, the sweet spots diverge. VoltDB handles multi-statement transactions, so it is a natural fit for
an application that has to update multiple data items and make a fast decision, such as a telco
billing application that must adjust service levels in real-time. For example, a prepaid customer who
has used up all her minutes may not be able to initiate a new call without topping up her account.
Like VoltDB, MemSQL is tuned to ingest data at an extremely high rate. It has also announced an
add-on analytic column store engine for the next release of the product that will make that part of
MemSQL’s offering look much more like the massively parallel processing (MPP) data warehouse
products from vendors such as Greenplum, Vertica, and Teradata. However, unlike the MPP
products, it will have a very high sustainable ingest rate with low latency because it can handle a
high rate of transactions rather than the periodic bulk data-loads more typical of batch-processing
extract, transform, and load products (ETL) associated with MPP data warehouses. MemSQL
doesn’t have the sophisticated multi-step transactions that VoltDB has, but with its upcoming
column store, it will probably be more oriented toward higher latency but more sophisticated
analytics than the VoltDB example of a real-time billing application.
Microsoft's alternative to these two products comes in two flavors. The first alternative is on a single
SQL Server. It can run three workloads: the traditional disk-based row store for maximum data
store capacity when running transactions, in-memory OLTP for most scalable transaction

throughput, and clustered column store indexes for in-memory performance OLAP. The
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second alternative is Microsoft’s parallel data warehouse, which is an MPP version of SQL
Server that has both the in-memory column store, the traditional disk-based row store, and
the ability to query data in the Hadoop file system using SQL.
3. A ground-up rethinking of a SQL database
The third category rethinks the boundaries of a traditional database to include a single storage
engine that handles workloads that would otherwise require multiple databases. SAP's HANA
belongs in this category. HANA integrates OLTP, OLAP, predictive analytics, text analytics, graph
processing, an embedded development platform that brings all the processing to the data for
maximum performance, and extremely high scalability either on a single node or across nodes.
Probably more than any other database, HANA has intrigued the market as a groundbreaking
approach to databases.
The main criticism that competitors level at HANA is that it can't support all those workloads with
any kind of competitive performance since its column-oriented storage engine is optimized for
analytics and isn't optimized for most of the other workloads. This may well be true, but the
database industry lived for decades using OLTP-oriented row stores to support OLAP-based data
warehouse workloads before column stores caught on in the past few years. If there is a
performance compromise for OLTP workloads, some customers may be fine with the cost of extra
hardware if it eliminates the latency between OLTP and analysis. We don’t know yet just what that
extra hardware cost is to deliver the required OLTP performance
The other trade-off with all major new database implementations is that customers typically avoid
entrusting them with mission-critical OLTP for several releases. All enterprise software products,
not just databases, mature over time. Maturity means better stability, performance, and security,
among other resolved issues. Maturity has always come from the process of hardening a product
with widespread commercial use. As we mentioned in the executive summary, SQL Server’s
achievement of the fewest security vulnerabilities for five years running is one sign of its 25-year
maturity. SAP just shipped its flagship Business Suite, its most demanding OLTP application, on
HANA last year. Early adopters of prior releases appear to favor running the Business Warehouse
on it. Mainstream customers are watching to see just how much of a performance compromise they
have to make in order to have all workloads work on a single copy of the same data set.
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SQL Server 2014 in-memory design principles
and business benefits
Memory-optimized but durable
An in-memory database is much more than a database that simply runs in-memory. As its name implies,
an in-memory database is optimized around managing data that lives in memory first, with a secondary,
durable copy maintained on disk. Even if all the data in a traditional database fits in memory with
another durable copy on disk, all the assumptions about how the database operates would still boil down
to squeezing the last ounce of performance out of disks as the storage medium.
Memory-optimized tables are not simply memory-resident copies of disk-based tables. For example, data
from disk-based tables contain a buffer pool that caches frequently accessed data in a format that maps to
how it is stored on disk. The buffer pool is designed to make it easy to shuttle data to and from disks,
which were the original performance bottlenecks in a memory-constrained system. For example, the
database might operate on chunks of data 8K at a time, which would correspond to how the disk manages
those same blocks. An 8K block might contain dozens or hundreds of records, so the system minimized
how many times it had to go to disk. The cost was that the CPU had to spend much more time scanning
through the data blocks to first find the block with the right index entry, then find the right block with the
record, and then scan this last block to find the right record after that.
Once the entire database is in memory, the trade-offs can be rethought. Rather than dealing with big disk
blocks, the new indexes all live in memory in smaller chunks that are designed to make it fast to find the
right in-memory index entry that itself points directly to the memory location of the right record. In other
words, rather than economizing on disk access, the system economizes on CPU for maximum
performance on data in native memory format.
In the background, however, the database still logs transactions. Logging traditionally has also been a
performance bottleneck because no transaction can be completed until all its steps are committed to the
log in order to enable failure recovery. Even the logging is optimized for working with memory-optimized
data. It doesn’t need to log all the individual steps in a transaction since they now happen so fast in
memory that they all succeed or fail together. Just as importantly, index updates aren’t even logged
because the database rebuilds them in memory when rebuilding the data tables. There’s plenty of CPU
horsepower left over when building these data tables from disk so the extra cycles get used on rebuilding
the disk at recovery time rather than slow down transactions while applications are running. As a result,
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in-memory data is just as durable as its disk-based counterparts. In-memory data still has the safety of a
disk but the speed of a memory-optimized table.

Business benefits
Memory-optimized tables give customers a major boost in throughput with little expense in hardware and
little effort in tuning or modifying existing applications since the technology is fully integrated with SQL
Server itself.

Fully integrated with existing products
In contrast to the approaches followed by IBM and Oracle, SQL Server 2014 In-Memory OLTP is actually
just a component of Microsoft’s flagship SQL Server 2014 product. Microsoft has chosen this
implementation to ensure that it works with existing applications and that it builds on mature missioncritical capabilities that have been built up over 25 years.
Works with existing applications
As a component of the full DBMS, it is easy to take tables from existing applications and migrate only the
most performance-sensitive ones to work in memory. Next, in order to prevent interpreted SQL queries
from becoming the new bottleneck on in-memory tables, SQL Server provides an option to compile stored
procedures (SPs) down to machine code. This uses the mature query optimizer to generate plans in native
machine code that work exclusively on in-memory tables. In other words, the least performance-sensitive
tables and SPs can continue to work with the mature core engine side-by-side with the faster memoryoptimized elements.
Builds on mature mission-critical capabilities that have been built up over 25 years
By integrating the in-memory functionality with the core SQL Server, the DBMS can leverage mature
mission-critical capabilities, such as the query optimizer, that would otherwise take many major releases
to mature. This level of integration also makes it possible to execute a query across data in all three
storage engines, including in-memory OLTP, clustered column-store indexes for analytics, and the core
disk-based SQL Server engine for maximum capacity.

Business benefits
Customers already invested in or considering the Microsoft Data Platform are the most obvious targets
for the design approach that fully integrates in-memory OLTP with the full SQL Server 2014. Secondly,
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customers who want a data platform with workload choices along with the capacity and performance
spectrum that is built, tested, delivered, and supported as a unit are clear targets as well.
Enterprise database customers have a deep investment in the people, processes, and technology around
their current applications and infrastructure. By design, the in-memory OLTP technology preserves that
for SQL Server customers. The deep integration of the in-memory OLTP technology with SQL Server
2014 made it much easier to solve scalability and performance issues, to enable major expansion in
application functionality with minimal database design changes, and, in general, to treat the major new
DBMS functionality as a transparent extension of the existing SQL Server product.

Architected for mainstream multi-core CPUs
CPU clock speeds aren't getting any faster, so besides leveraging memory more effectively, a DBMS can
only achieve quantum performance gains if it can do more concurrently on more processor cores. SQL
Server 2014 In-Memory OLTP achieves this by dispensing with locks and latches, which we’ll describe
below.
A casual reader may wonder how a DBMS juggling many tasks at once is anything new. After all, DBMSs
were designed to do just that. They were built on very sophisticated locking mechanisms that made it
appear to transactions that the database was mediating access to data in serial order. But the reality is
that the locking mechanisms that traditionally support this type of access create a lot of contention and
begin to bog down with more simultaneous activity. With more activity going on at once, more time is
spent trying to schedule work, leaving less time left over for actually useful work.
Big websites and mega-scale consumer online services such as Google and Facebook rather than
traditional enterprises drove the evolution of how to approach extreme scalability over the last decade.
Best practices for scaling evolved from manually partitioning data across mySQL clusters. This was
followed by caching data in memory in front of those servers with Memcached. Then NoSQL databases,
such as BigTable, Couchbase, MongoDB, and Cassandra, filled the need for highly elastic, scale-out
databases for capturing ever-growing volumes of multi-structured data. And with the accumulation of all
that data from operations, the Hadoop ecosystem is becoming the center of gravity for large-scale
analytics at these online services.
But as traditional enterprises go online with their own services, they need to leverage their existing
database technology, administrative and development skills, and management processes. Enterprises
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can't discard 30 years of investment in those intangible assets. They need their traditional DBMS vendors
to help them bring SQL access to data, OLTP with full ACID transactions when required, and familiar
administrative tools. In other words, they need their traditional SQL DBMSs to get more from
mainstream hardware that is becoming ever more powerful in the form of more processor cores, not
speed. As we’ve seen, traditional SQL databases have achieved scalability first by working with everbigger servers and then with complementary products to create a cluster. The NewSQL databases achieve
scalability completely with clustering. In both cases, the database administrator or the developer has to
bear some of the burden in achieving scalability by figuring out how to partition the data without hurting
performance.
Only by rethinking the deepest programming foundations to be more parallel can an in-memory DBMS
achieve maximum performance on a single mainstream server without resorting to clusters. These
foundations used to be predicated on locks on data and latches on the database artifacts that managed
that data.
The engine’s lock- and latch-free design removes so many old bottlenecks. The most basic implication is
that this approach avoids the need to latch an entire page of rows in the buffer pool. As a result, there can
now be more concurrent operations on row data. Since it is rows and not page-size containers of rows
that are the focus of concurrent operations, it’s possible to make a more optimistic assumption for OLTP
workloads that there will be fewer conflicts. And with fewer likely conflicts, the database can avoid the
pessimistic assumption that it needs to lock the data. Instead, it uses the memory-optimized format of the
data to keep track of versions of the data being worked on. When it’s time to validate a transaction, the
database can very quickly check the memory-optimized versions of the data for conflicts. If there are any,
the losing client retries at memory-speed.
When responding to queries or transactions, SQL Server 2014 In-Memory OLTP supports more
concurrent work by eliminating locks on data. Instead of locking data, it assumes there will be few
conflicts because it doesn’t work with records in 8K chunks or pages, so it simply makes new versions of
all the updated records. As a result, there’s no upfront overhead of acquiring locks. Since all the data is in
a memory-optimized format, checking for a conflict after processing each full request happens very
quickly. If there is a conflict, the new versions of records belonging to the first transaction get promoted
to be the current versions and other transactions get told to retry.
In addition to better managing concurrent access to data, the database has to do the same thing for all the
less-visible supporting activities. These artifacts include things like indexes, and they used to use latches
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to make sure they processed only one request at a time. When data used to be locked for an update, the
corresponding index pages were similarly latched. That meant any other tasks that needed to operate on
any of the same index pages had to wait for an indeterminate amount of time. Without latches, the
database could update the index without blocking other activity. While this might take many CPU
instructions behind the scenes, it actually takes only one CPU instruction to swap out the pointer to the
memory address of the old page and put in the pointer to the new page when it’s ready. Since this
operation takes only one CPU instruction, any other queries or transactions accessing that index page
need only budget one CPU instruction for checking whether the individual page they just read is still
valid. If it isn’t, they only back up and retry for that one page. If they had encountered a latch, they might
have to wait for hundreds of milliseconds.
In fact, some of the approaches dispense entirely with many of the older artifacts in this foundational
machinery in favor of new methods. Without locks, there’s no need for a lock table. Without a buffer pool,
there’s no need to latch pages there. Fixing scalability in its many forms takes more than putting the data
in memory. That was necessary but not sufficient. By doing a better job at managing concurrent access to
data and exploiting multi-core processors, it’s possible to achieve 10- to 100-times faster throughput.

Business benefits
At a high-level glance, SQL Server 2014 In-Memory OLTP’s ceiling of 256GB of user data is a misleading
indicator of its capacity. The 10- to 30-times total throughput gains made possible by putting the
performance-sensitive tables in memory are the measure of its impact.

Works across all workloads
For 30 years, one database did double duty. In one configuration, it handled OLTP for enterprise
applications like ERP. In its other configuration, it handled business intelligence workloads as a data
warehouse. Both configurations stored row-formatted tables, but the rise of consumer online services and
their far more varied data-management needs ended the notion that a one-size database fits all needs.
These new apps, delivered as a service, have data-management needs along a long spectrum of capacity
and performance points. And since individual data-management products at their core are optimized to
work at particular points on this spectrum, we've seen a huge amount of innovation. These online services
have largely grown up with do-it-yourself and open source technology.
Microsoft's approach is to create a single integrated data platform suitable for the enterprise with no
assembly required, but hardening and commercializing leading-edge technology similar to what the
online services have created takes time. There will likely be a lag of several years between what Google
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builds, for example, and what Microsoft delivers in its Data Platform. Microsoft's SQL Server 2014 InMemory OLTP is just one technology in this broader data platform. At the extreme end of the
performance spectrum is StreamInsight. At the extreme end of the capacity tier are Microsoft’s Hadoop
product, HDInsight, and Parallel Data Warehouse (PDW), the MPP data warehouse that can query
Hadoop-based data natively with SQL. The entire product line was designed so that Microsoft customers
can have a data-management platform as broad and sophisticated as the consumer online services but
without the do-it-yourself assembly requirement.

Business benefits
By delivering these technologies as part of a broader data platform, Microsoft can democratize the skills
required for enterprises to build large-scale online services. The major consumer online services have
subsumed the role of the research community in pushing the boundaries of data management, but
Microsoft is continuing its traditional practice of taking leading-edge technology and, over a period of
several years, hardening it and commercializing it in order to bring it to the mainstream.
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Key takeaways
•

For IBM and Oracle customers (and for SAP customers, once its new HANA-powered Business
Suite proves itself), there is certainly an attraction to sourcing in-memory databases from their
current RDBMS vendor. This is even truer of Microsoft customers, due to the deep integration
between SQL Server 2014 In-Memory OLTP and the rest of the Microsoft Data Platform. Still,
each of the primary database vendors – including Microsoft – has targeted different use cases for
their in-memory products, resulting in a variety of distinct capabilities.

•

SQL Server 2014 is not the answer to every need. It is not designed to handle the volume, velocity,
and variety of data required by the largest online services, such as Facebook or Google. The
NewSQL vendors are growing in the direction of being a component in an up-and-coming
generation of similar but perhaps smaller systems as well as supporting the demands of the
Internet of Things. Oracle 12c and IBM DB2 are probably still the best choices for system-ofrecord applications already built on them and that want to extend their capacity. An example
might be real-time billing for an organization with tens of millions of customers, and SAP
customers taking the first steps toward running the Business Suite's transactional and analytic
applications on a single dataset are very likely to choose HANA.

•

Microsoft has chosen distinct targets. The first is to provide the easiest migration path for existing
customers or prospects. Another broader target is a customer who wants to build larger-scale
systems-of-record than were possible with Microsoft technology while preserving their
development and database administrator skills, their administrative processes, and their systems
management technology. Finally, there are those who are building emerging systems-ofengagement or applications for the Internet of Things. These are the customers who want one
vendor to build, test, deliver, optionally operate, and support a complete data platform using
hardened technology that is familiar to the enterprise. These customers do not want an open
source do-it-yourself assembly kit.
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Appendix A: Why an in-memory database is
much more than a database in memory

This research report is meant to explain how an in-memory database is really much more than a database
that just resides in memory. The rest of the report is organized around a set of design principles. The
objective of this section is to explain how the database works from the perspective of the technology stack.
We talked about how key parts of the database have to be changed all the way down to the metal. We'll
explain that here, layer by layer. For the sake of brevity, we will assume somewhat greater knowledge of
database technology.
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Summarizing the hardware drivers
We've covered the increasingly attractive price and performance of memory relative to spindle-based
disks. We've also described the rapidly growing processor core count now that clock speeds have stalled.
Both drivers also reinforce each other in another way. The combination of an increasing processor core
count is happening simultaneously with the migration of more memory onto the caches of the CPUs. That
further opens up the speed of accessing data in memory relative to data on disk. All that hardware needs
redesigned software to exploit all the concurrency and speed.
Relational engine
Colloquially this is often called the query engine. Relative to the storage engine, there's less to explain in
terms of technical differences. It's the first layer to be mentioned because it's the first thing a stored
procedure (SP) encounters when it arrives at the database. And even if there aren't a voluminous amount
of changes to describe, the native SP compilation that happens at this layer is responsible for roughly
three times the throughput performance improvement. The more voluminously described changes in the
storage engine collectively account for another 10 times, divided roughly equally between more efficient
data access (memory-formatted tables and indexes) and elimination of contention that came from locks
and latches.
In the relational engine, SQL Server 2014 In-Memory OLTP reuses the components down the query
optimizer. The optimizer was changed in order to understand memory-optimized indexes instead of diskbased ones. The relational engine is also responsible for compiling all operations and query operators into
native code, though in the first release it doesn’t quite cover the entire surface area of T-SQL, SQL
Server’s native SQL dialect.
The output of the optimization process is the execution plan. What is new about this step is that the
relational engine takes the execution plan for each SP and compiles it into a DLL that is linked into the
SQLServer.EXE itself. So each time the SP is invoked, none of the interpretative parts of the relational
engine get called. The core database engine runs the pre-compiled code.
Storage manager
The storage manager is responsible for executing the instructions of the relational engine and returning
the results. The new storage manager runs at roughly 10 times greater throughput than the old one. Half
the gain is from the use of memory-optimized data structures instead of a buffer pool, and the other is
from the redesigned concurrency model that eliminates locks and latches.
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Buffer manager/buffer pool
The old way: The very existence of the buffer manager and the cache or pool of memory it manages is to
compensate for the slowness of disk-based storage and the relatively small amount of available inmemory storage. Data tables and the indexes that speed access to them were formatted into 8K pages in
memory so that they exactly mirrored how they were stored on disk.
It would be too time-consuming — to the tune of many milliseconds — to move the drive head back and
forth around the platter for every few dozen bytes in a record or an index entry. Moving 8K at a time back
and forth to and from disk into memory was a good compromise.
8K pages could hold anywhere from dozens to hundreds of records or index entries, but a transaction that
needed to use a scalpel to operate on a record could only use a hammer in retrieving a whole bunch of
records physically co-located on disk. If the transaction needed other records that weren't co-located,
their pages had to be read into memory as well, and then everything had to be sent back to disk when all
the activity was done. Buffer pools have been optimized over time to keep volatile data in memory with
good efficiency. The bigger problem comes from having to prevent others from accessing any records in
the entire page while one transaction might be operating on just one different record.
Substituting solid-state storage doesn't solve the problem of the buffer pool either. Solid-state drives or
Flash on PCI Express (PCIe) still mean the database has to deal with the overhead of talking to blockformatted storage, just like disks. It saves some of the time in moving the drive head, but there is still this
long round-trip through the operating system's I/O path, the I/O controller, and converting the blockformatted data into the memory objects that the database needs. All that could still add up to a dozen
milliseconds.
The new way: All the data lives in memory, and there is no overhead in terms of a caching mechanism
to move things back and forth to and from another storage medium. And without having to worry about
disk-based storage formats, the database avoids all the overhead described above related to translating
block-oriented data from disk.
The first three-times performance improvement in the storage engine is in the memory-optimized format
of indexes and the tables they point to. Indexes and tables are no longer organized in fixed 8K pages.
Because the database doesn’t have to worry about granting access in large 8K pages of records or index
data in the buffer pool, there’s much less likelihood that any one transaction will conflict with another.
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And the old BTree indexes, which are for finding a range of records, no longer have to fit exactly into 8K
pages either. The old, onerous overhead of splitting or merging index pages when entries were added or
removed is lifted. The memory-optimized BTrees, now called Bw-Trees, don’t have to fit exactly into 8K
pages so index maintenance is less demanding, and, of course, like data, they are latch-free.
A memory-optimized format also enables the storage engine to locate an individual data row via a
memory pointer directly from an entry in an index. It no longer has to navigate from a disk-formatted
index page to an entry in that page and from there to another disk-formatted data page and then find the
desired value within that page.
The first release of SQL Server 2014 In-Memory OLTP can support 256GB of user data, but since this
coexists with the less performance-sensitive disk-based tables, there is no effective capacity limit on the
whole database. For tables that manage non-persistent data, such as session state or tables that are part
of an ETL pipeline, there is an option for schema-only tables that have no capacity limit. So OLTP
applications that might manage 5TB of data and could have encountered severe contention can run up to
30 times faster despite the 256GB limit. It could have been just a few tables that experienced heavy latch
contention on the buffer pool pages holding a few data or index pages. Only those performance-sensitive
tables need to be memory-optimized.
Transaction concurrency control and the removal of locks
Once tables and their indexes are in memory-optimized format and operating roughly three times faster
and with more processor cores available to do work, the concurrency control mechanisms that manage
transactions have to be redesigned to avoid becoming a bottleneck. They control how data gets read and
written when there's lots of concurrent activity. But even if they're redesigned, they still have to provide
support for the most demanding ACID transactions. Changing the concurrency control mechanism to
remove locks on data and latches on the underlying components adds another three-times performance
improvement to the three-times improvement in memory-optimized data format mentioned above.
Lots of databases, particularly NoSQL ones, are saying they now support ACID transactions. Many now
do, but there is a spectrum of support. To be specific, the most demanding applications need support for
multi-statement transactions with serializable isolation. That means that no matter how complex the
steps in the transaction, the database can line up each transaction so they appear to happen in
consecutive order. In other words, one transaction can't withdraw $200 from a checking account with a
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$400 balance while another transaction withdraws $300 at the same time. The second transaction should
fail.
The old way: SQL Server 2005 introduced the first elements of a more optimistic type of concurrency
control called multi-version concurrency control (MVCC). This type of MVCC assumed that, for certain
types of transactions, each record involved in a transaction didn’t have to lock out potential access to
these records from other transactions. Rather it managed versions of records belonging to different
transactions and kept them in a special place on disk called tempdb. We won’t go into the arcane details
here because the support was partial and only for simpler types of transactions, but the key point is that
optimistic concurrency control assumes there will be less likelihood that one transaction will interfere
with another.
The new way: SQL Server 2014 In-Memory OLTP introduces something called optimistic multi-version
concurrency control (OMVCC). This allows still more concurrent activity than the old MVCC because now
the database assumes that no transactions will get in the way of each other. Rather than assuming just
that reader transactions will not block writers, it assumes that even writers themselves don't block other
writers. As a result, even more concurrent activity can take place.
All this rests on several new assumptions. First, this assumes that most work in the database really won't
involve simultaneous attempts to update the same data. In other words, the database expects OLTP-type
work that involves lots of short reads and writes. Part of this assumption comes from the fact that the
database can operate with the scalpel of individual records rather than the blunt instrument of 8K
collections of records in each buffer pool page. Second, the database assumes that everything can work at
memory speed. At memory speed, more work gets done for a given time interval. With fewer transactions
likely to conflict with each other, the database can wait to validate the lack of conflicts for each
transaction until after each does all its work. If there is a conflict, it takes little time to fail and start again.
This memory-optimized speed is possible because the database manages all the data, including updates
kept as new versions, in memory-optimized format, and still linked together by the indexes we described
above. The database no longer gets held back by the weak link of having temporary versions of records
stored on disk in a Tempdb-like system in SQL Server 2005.
OMVCC does away with the need for locking data during transactions. That doesn't mean it no longer
enforces serializable transactions. It just does it in a way that lets more work get done at the same time
while still taking care to validate that everything is correct at the end of the transaction.
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Concurrency at the physical layer and the removal of latches
Now that many more transactions can happen at the same time, the underlying, less visible machinery
that supports all that has to be rewritten to avoid being the next bottleneck. This is the "physical"
machinery, as opposed to the "logical" data, and it includes things like indexes, the transaction table,
garbage collection, and checkpointing as well as artifacts no longer needed by the in-memory engine,
such as the lock table and the buffer pool. The physical layer goes all the way down to the metal of the
CPU — literally. It actually works not just with memory locations but with a specific CPU instruction
called ICX (compare and exchange a value at a certain memory location). As we saw with transactions, a
lot of work went into making it possible for one transaction to use a single step to validate that its work
doesn’t conflict with another transaction. ICX makes it possible to do something similar at the physical
layer. One processor core can synchronize in one CPU step all the work that went into updating an index
entry with the pointer to the location of a new data row. Meanwhile, another processor core in its next
step can read that new index value. Lots more concurrent work gets done with far fewer conflicts.
The old way: Just as with operations on data, some of these lower-level operations can take many steps.
Worse, work on overlapping, multi-step tasks could mean tasks would have to wait for each other to
finish. These overlapping tasks are also problematic because tasks waiting in line don't know how long
they are going to be waiting. For example, updating an index with just one new entry can get complicated.
If the relevant index page in the buffer pool has too many values to fit in 8K, the database has to latch the
page (a lightweight-type lock that is used at the physical layer), split it into two pages, reconnect
everything, and then release the latch. Any other task waiting on the completion of that activity, such as a
query, is blocked by the latch. And what's worse, the query doesn't know how long that latch is going to be
in place. Even if a transaction wants to update just a single record, it has to take out a latch on an entire
8K of records on that page in the buffer pool, blocking activity of transactions that might want to work on
completely different records on that page.
The new way: As we’ve alluded to above, not only does the in-memory engine do away with locks at the
data layer but it also does away with latches. To do this, it has to be able to validate that one task can
finish and synchronize its work with the next task in line by using the single ICX CPU instruction we
introduced above. Let's take a look at an operation that inserts several records. The database would need
many CPU instructions to create the new records in memory and insert pointers from each one to the
next in a chain. This pointer chain is necessary when records with the same or similar values in one field
are grouped into a single bucket in a hash index. But this new set of records remains invisible to its index
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until it gets spliced in during one step. That means the index entry pointing to the first record in the chain
has to be updated or synchronized in one step so another separate task need only wait for that one CPU
step for the hand-off. In order to make this happen, the database would update the index entry with the
pointer to the first record in this new chain with that single ICX CPU instruction. The next query or
transaction in line wouldn’t miss a step and wouldn’t even need to check if it were reading a value whose
update was still in progress.
Logging and checkpointing
Logging is one of the toughest bottlenecks to break even if it involves a solid-state device instead of a
physical disk spindle. All the good work on breaking bottlenecks described above would be of little use if
there weren't a way to accelerate the creation of a durable copy of the memory-optimized database. To be
clear, however, the new way of doing logging is only relevant for the in-memory OLTP engine.
The old way: A complex transaction with multiple statements requires lots of activity in the log. The log
doesn't see it as just one action because it has to track every statement. If the system fails at any point, it
can either undo or redo things so the database gets back to a consistent state. For example, if several
statements in a transaction are completed but the full transaction isn't committed and the database fails,
some records affected by the transaction will be current and others won't. During recovery, the log gets
replayed in REDO mode to complete all the transactions. Since the very last transaction wasn't finished,
the log gets replayed in UNDO mode for all the statements that were completed within the partial
transaction. Also, the log isn't just recording the insert, update, and delete operations. Index updates are
logged as well, and this can add significant overhead. The common case of a half-dozen or more indexes
on a table means there could be six index update changes in the log for every update to that table's data.
The new way: There are many modifications that greatly accelerate the new log. First, no index updates
are logged. As we described in the body of the paper, since the database is disk-bound during recovery,
the CPU can spend extra cycles rebuilding the indexes in memory while the tables in the log on disk are
being read back into memory. In addition, the in-memory engine doesn't log each individual statement in
a transaction. As we discussed in the section on data concurrency, transactions only validate at the end
right before they commit, so all the statements succeed or fail together. The log only writes the complete
transaction when it is committed. Since each disk operation is so expensive, not having to write each
intermediate statement greatly accelerates the process.
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Checkpointing is a process that augments the logging process. Its purpose is to accelerate recovery.
Replaying the log statement by statement would be an extremely slow process to rebuild in-memory
tables, so periodically the checkpoint process truncates the log and takes the newly inserted statements
into a streaming, update-only data file. The streaming, update-only I/O pattern makes the checkpoint
process much faster than it used to be. Since these checkpoint data files are update-only, if a later
statement needs to update a row in the data file, it will add a delete and corresponding insert to a delta
file paired with that data file.

Bringing in-memory transaction processing to the masses: an analysis of Microsoft SQL Server 2014 In-Memory OLTP	
  

32

	
  

Appendix B: Case studies
Following is a partial list of businesses interviewed in the course of this research.

SBI Liquidity Market
SBI Liquidity Market is a Japanese technology company that facilitates foreign currency trading in Asia
and was one of Microsoft's design partners for the in-memory OLTP technology for SQL Server 2014.
Their challenge was that, in order to grow across Asia, they would need 30 to 40 times more transactions
with the same latency. Latency, or speed in completing a transaction, is critical because SBI is aggregating
trades from one set of customers and then matching them to trades in the interbank market, and even a
small delay can open gaps between customer quotes and the price SBI can get in the interbank market. In
database terms, this requires extremely fast inserts and updates. Before using the in-memory OLTP
technology, SBI's system would bog down locking records on key tables. Once using the new technology,
SBI was able to increase the number of orders per second processed from 5,000 to 200,000 with no
increase in latency.
In capital markets, neither lost trades nor downtime is acceptable, so SBI also required high availability.
Microsoft’s integration with existing log functionality made it easy to recover both memory-optimized
and disk-based tables through one mechanism.

Ferranti Computer Systems
Memory-optimized tables also make it possible for existing applications to handle the enormous increase
in data volume and velocity coming from machines, also known as the Internet of Things.
Ferranti Computer Systems works in this space, building applications for the utility. Now that utility
companies can read meters electronically, their applications must manage orders of magnitude greater
rates of data ingestion. Ferranti needed to ingest, store, analyze, and then delete readings from as many
as 200 million meters every 15 minutes. They used the in-memory tables to sustain an ingest rate of 200
million rows every 15 minutes, corresponding to the 200 million meters. The in-memory tables worked as
"shock absorbers" that stored, verified, and aggregated the meter data that was then moved to disk-based
tables. Ferranti uses the aggregated data for scheduling service calls, invoicing, and other customer-facing
activities.
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bwin.party
When bwin, an online gambling service, merged with Party Gaming to form bwin.party, the combined
company was supporting hundreds of thousands of users per day placing one million bets on 40 different
games. They were coming up against capacity constraints when trying to support the additional
customers and games. At the same time, installing ever-bigger servers to keep up with demands wasn't
possible.
The details of their situation help explain their choices. When bwin.party consolidated both companies'
games on a single website, users started to experience delays, and the site even went down at times. In
their case, the critical bottleneck was managing session state for the online users. The system was maxing
out at 15,000 requests per second, but they needed double that number to be able to serve their combined
two million customers.
Once it made the session state tables memory-optimized, bwin.party was able to boost capacity from
15,000 requests per second to 250,000. In addition, the latency, or response time per user, dropped from
50 milliseconds to two to three milliseconds. Responsiveness is critical for providing the best user
experience. Memory-optimized tables were able to solve the problem because of two features. At the data
level, it used an optimistic concurrency control mechanism that greatly diminishes the need for one user's
transaction to wait for another's. Readers and writers don't block each other. Much deeper under the
covers, the database engine implemented new rules for accessing shared items. That made it possible for
the system to take on far more simultaneous tasks without bogging down. In other words, the system
spent more time getting useful work done and less time thrashing when the number of tasks became
overwhelming.
Citing the capital expenditure savings in leveraging the in-memory OLTP technology would trivialize its
value. bwin.party was able to dramatically extend its capacity with minimal tuning effort on the part of
either their database administrators or developers. They saw throughput, the total number of concurrent
users with a given response time, increase by seven times on the same hardware. Similarly, their
maximum data ingest rate increased from 7,450 rows per second to 126,665 rows per second. bwin
achieved a 17-times improvement in throughput with requests per second increasing from 15,000 to
250,000. These performance numbers reflect much better use of multi-core CPUs.
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Edgenet
Memory-optimized tables turbo-charge e-commerce applications. E-commerce applications require the
freshest possible data fed in a variety of highly structured formats, something that is especially
challenging when it has to flow in a traditional ETL pipeline of files from manufacturer to retailer and
then to a traditional e-commerce application or to a search engine.
Edgenet, a product data management application provider, was a design partner for the in-memory
technology focused on this usage scenario. Edgenet has to make it possible for its customers to manage a
product information supply chain that supports the physical product supply chain. Manufacturers need to
provide retailers with information about their products in a highly structured, near real-time feed. The
structure allows retailers to present the information in the proper way for each of their channels, whether
advertisements, catalogs, websites, or search engines. Each channel needs the information in a different
format. Web product comparison engines, for example, might want the feed from each retailer structured
so that it can display apples-to-apples product information comparisons. They may need pictures of a
certain resolution and real-time product availability information.
The need for real-time was just as critical as format flexibility. One auto parts retailer with 4,000
locations was continually getting updated data from suppliers as well as maintaining its own real-time
inventory information. But maintaining the central database while 4,000 stores were simultaneously
accessing it created a major contention problem. Staging and preparing the updated data off to the side
and then doing a batch load to the production database was problematic. This batch process took place
daily, so the data was stale. With the memory-optimized tables, the speed and more sophisticated
concurrency control made it possible for the retailer to update the data in place in real-time while the
4,000 stores were accessing it simultaneously.
Edgenet also had a business problem that went beyond just scalability. The core value-add they delivered
to their customers was the ability to get up-to-date product information, including pricing and
availability, from a supplier to retail outlets, websites, mobile devices, shopping comparison engines, and
search engines. This was very much a problem of having a continual stream of new information coming in
while enabling all the consuming channels to still get access to it.
They used to get files of product information from various channels and they went through an extract,
transformation, load process that could introduce as much as a day of delay between when the data was
up-to-date and when it was in the Edgenet system. Even then, Edgenet often had to put one set of data in
a cache for incoming queries while newer data was being loaded into the database. That was necessary in
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order to prevent the incoming, fresh data from corrupting the data being accessed by the external
applications.
SQL Server 2014's ability to scale across multiple processor cores with much faster concurrency and inmemory data made it possible for up-to-date incoming data to get simultaneously pushed out to all the
channels. The critical difference is that the new concurrency design, the technology that mediates access
to the data across many simultaneous requests, no longer has writers blocking readers. In other words,
incoming updates don't lock out those requests for product information that were already in progress.
The new concurrency model builds on both the multi-core processor design and the use of in-memory
data. The old concurrency model would have readers lock the data they were accessing in order to prevent
incoming data from corrupting it. Now readers work on a version of the data that is valid when they ask
for it. In the background, a new version gets created by writers updating the data. Managing this new
concurrency takes both more memory and the processor cores to do more work simultaneously. This new
overlapping of activity in the database turned what was a batch process with as much as one day of
latency into a real-time service.

TPP
TPP is a software company that serves the UK’s National Health Service (NHS). Their software integrates
and unifies a patient's electronic medical records, regardless of where they've been seen. They've grown to
manage 30 million patient records. Accessing the system are 200,000 users with a peak load of 70,000
simultaneous users, but they have to serve up any individual's record within 250 milliseconds. That strict
performance target exists for emergency care cases, among other things. Altogether the applications
managed 700TB and 8TB in the main application. Peak performance was 640 million transactions per
day or 35,000 per second, all within that 250-millisecond response time.
Rather than migrating to a new DBMS or bigger iron, TPP identified some performance-sensitive tables
and related SPs and then converted these disk-based tables into memory-optimized tables and compiled
SPs. While this migration was necessary to breaking the performance bottleneck, it wasn't sufficient.
Putting the most performance-sensitive tables in memory wasn't the ultimate magic bullet. Better
concurrency control was.
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In order to expand globally, TPP needed capacity to handle tens of thousands additional concurrent users
as well as hundreds of thousands more total users. Given that it was already such a mission-critical
application, disrupting the NHS as the principal customer by switching databases in order to add speed
or capacity wasn’t considered as an option. The current application was extremely stable and migration to
a new DBMS or application architecture would have jeopardized that.
But when they tried to scale up the existing architecture on SQL Server 2008 R2, the performance
bottlenecks were not disk throughput to a set of critical tables. They had tried to solve that problem by
adding storage area network (SAN) devices built on SSD drives (which use very fast flash memory instead
of much slower mechanical disk drives). The SSD SAN drives didn't fix the problem. It wasn't until they
tested SQL Server 2014 In-Memory OLTP that they figured out how to use the re-architected concurrency
control that eliminated locks on data and latches within the database engine that they were able to
remove many of the scalability constraints.
The new optimistic multi-version concurrency control (OMVCC) partially solved the contention at the
data. Before SQL Server 2014 In-Memory OLTP, clients reading or writing the database needed locks.
That meant readers could block writers, which wasn't always necessary when readers could deal with new
data coming in after they started their reads. The OMVCC alone didn't solve the concurrency scalability
problem.
The latch-free machinery under the covers of the database engine solved the rest of the contention issues.
TPP was very circumspect here because they didn't want to give away their trade secrets, but one example
of database machinery that used to have latches was the lock-table. Before SQL Server 2014 In-Memory,
any part of the database that needed to work with a page containing a row or index entries had to latch
the lock table in order to take out a lock on the relevant element of data. If there are tens of thousands of
concurrent clients working with data, the lock table itself could quickly become a critical section that
bogged down performance of the entire database. In the new version, in-memory OLTP has no lock table
because it uses OMVCC. That's just one example of how parallel programming techniques extend below
the data layer all the way through the database engine down to the hardware metal itself.
The 256GB limit on in-memory user data was not a constraint, even in the main database that held 8TB
of data. Already the peak capacity is seven times faster than the peak on the old system. TPP believes it
could be as much as 40 to 100 times faster than the current average utilization.
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