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Increase application performance 
and scale by moving data out of the 
data stores into a middle-tier, 
distributed cache that fuses in-
memory caches on a cluster of 
nodes to provide a single “Unified 
Cache View”.  
 

 
 
 
Cache Usage 
Use Project “Velocity” to cache 
application data and configure it to 
support variety of usage scenarios. 
Reference data usage is 
characterized by mostly read but 
concurrent data access (e.g. 
Product Catalog information);  
Activity data is generated as part of 
a business transaction or session 
and characterized by read/writes 
(e.g. Shopping Cart); and Resource 
data is shared by a large number of 
transactions for shared, concurrent 
read/write access (e.g. Inventory).  

Project “Velocity” supports the 
different styles of caches for 
different cache usage scenarios.  
 

Performance and Scalability 

 
Partitioned Cache 
Use a Partitioned Cache to partition 
and distribute application data 
across all available nodes on the 
cluster. The combined memory of all 
nodes across the cluster can then 
be used by your application to 
cache data.   
 
A Partitioned Cache is ideal for 
caching Activity data. 
 
Replicated Cache 
Use a Replicated Cache to increase 
scalability and ensure that the same 
data is available on many nodes.  
 

A Replicated Cache is ideal for 
caching Reference Data. 

 
Local Cache 
Define a local cache to store the 
most frequently accessed objects 
within the application process space, 
reducing access to the distributed 
cache and increasing performance. 
Add a Local Cache frontend to your 
partitioned cache to further help 

Project codename “Velocity” is a distributed in-memory 
caching platform that provides .NETTM applications with high-
speed access, scale, and high-availability to their application 
data 

KEY FEATURES 

 High-performance cache for all 

your application data 

 Support for common  cache 

configurations 

 Compatibility with ASP.NET and 

IIS 

 Dynamic scaling by adding nodes 

 Automatic load balancing   

 High Availability by keeping copies 

of data on multiple nodes 

 Support for multiple client 

languages 
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increase the application 
performance. 
 
Scaling and Load Balancing 

Achieve desired throughput and 

performance scaling by adding more 

nodes with a Partitioned Cache. 

When nodes are added to the 

cluster, Project “Velocity” balances 

the cluster load automatically and 

migrates some partitions to the new 

nodes. This distributes access 

requests across the entire cluster, 

increasing throughput. Also, the 

additional nodes increase the size of 

the memory pool available to Project 

“Velocity”, increasing the total cache 

size and enabling application 

scalability. 

 
High Availability 
 
Help enable applications to have 
near- continuous access to data 

despite any hardware or software 

failures, by allowing cached data to 
be copied on to multiple nodes. 
These copies are kept mutually 
consistent, either synchronously or 
asynchronously. 

When a node fails, one of the nodes 

with a copy of the data provides 

continued access to the data that 

was stored on the failed node. 

Multiple copies can also be used for 

reads, during normal operation, for 

improved read scalability.  

 
Project “Velocity” Deployment 
 
Simple cache APIs allow you to 
easily add or retrieve data. Add tags 
to data to enable searching. Use 
collection oriented APIs to access 
group of related items and to 
enumerate them. 

Managed (e.g. C#) or unmanaged 
(e.g. C++, PHP) applications can 
invoke cache APIs for developing 
scalable and available applications. 
 

 
ASP.Net and IIS Compatibility 
 
Store your session data in a 
partitioned cache using Project 
“Velocity” SessionStoreProvider 
class which plugs into the ASP.Net 
Session Store provider model. 
 
Make your session data accessible 
across the entire cluster, enable 
non-sticky routing and allow for 
simple dynamic scaling by adding 
new nodes.   
 
Use Project “Velocity” with IIS or 
ASP.Net to scale web and 
enterprise application performance 
and to make them highly available. 
 

Additional Information 

For more information about Project 
“Velocity”, visit 
http://msdn.microsoft.com/data

 


