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Executive Summary 

Microsoft® System Center Data Protection Manager (DPM) 2007 provides continuous data 

protection and disaster recovery capabilities for a wide variety of native Microsoft workloads, 

offering byte-level replication and full support for disk-to-disk, disk-to-tape, and disk-to-disk-to-

tape backup. With Service Pack 1, DPM 2007 integrates with the Iron Mountain 

CloudRecovery service, offering the addition of cloud-based data protection and recovery for 

organizations of all sizes, expanding your ability to use DPM as a core component of your 

data recovery scenarios. 
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Introduction  

Disaster recovery and data protection are key tasks for IT professionals in 

organizations of all sizes. In times of economic challenges, the need to ensure 

constant operational efficiency and manage costs while ensuring effective protection 

for key organizational data becomes even more critical. Many organizations have 

already taken advantage of the benefits of continuous data protection, native 

protection for Windows workloads, and integrated supported for the Windows Virtual 

Shadow Copy Service by deploying Microsoft® System Center Data Protection 

Manager (DPM) 2007. DPM provides effortless protection and recovery for disk-to-

disk (D2D), disk-to-tape (D2T), and disk-to-disk-to-tape (D2D2T) scenarios. 

Until now, there has been one missing piece for DPM deployments ï cloud-based 

storage. Although DPM has helped organizations shift from their reliance on 

traditional tape-based backup methodologies and incorporate the benefits of D2D 

and D2D2T, data storage in the cloud can bring a whole new level of advantage. 

Microsoft and Iron Mountain have created a strategic alliance to integrate Cloud 

Backup and Recovery with DPM 2007 SP1. 

DPM Cloud Backup and Recovery, powered by the Iron Mountain CloudRecoveryÊ 

solution, helps IT professionals manage the risks and resources involved in 

integrating cloud-based storage into their data protection strategy: 

¶ DPM and CloudRecovery are directly integrated, automating archival of data from 

protected sources to the DPM server and on to the offsite storage at Iron Mountain. 

¶ Data is archived from the DPM server to secure offsite Iron Mountain storage 

facilities. The data has is securely encrypted before transmission, ensuring it cannot 

be read or tampered with. 

¶ The offsite storage is managed and replicated by the Iron Mountain CloudRecovery 

service. There is no need to perform disk maintenance or other overhead tasks 

associated with traditional secondary storage.  

¶ The CloudRecovery service requires very little attention. IT professionals receive 

proactive e-mail notifications regarding the status of their backup and recovery 

operations. 

This paper will introduce the CloudRecovery offering from Iron Mountain and explain 

how it integrates with DPM 2007 SP1 to enhance the continuous data protection 

offered by DPM with cloud-based secondary protection and recovery options. 
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Integrating Cloud -Based Protection  

A cloud-based protection strategy has become an attractive solution to a number of 

challenges facing businesses today. At one time, it was enough to simply capture a 

secondary copy of critical business data to tape. As various applications became 

more mission-critical, the limitations of tape solutions drove the inclusion of disk-

based protection as the primary layer of protection, with tape becoming a secondary 

storage mechanism. However, the drivers of retention, archival, and regulatory 

compliance have complicated the creation and oversight of backup processes. The 

final challenge has been the increasing need for disaster recovery and archival 

capability. Traditional disaster recovery relies on the creation and maintenance of 

expensive, high-overhead alternate recovery sites.  

Cloud -Based Protection  

By using cloud-based storage as either a replacement for or a supplement to existing 

storage layers, an organization can derive significant benefits for their overall backup 

and disaster recovery strategies. In order to realize those benefits effectively, 

however, it is important to understand the core scenarios that are ideal for cloud-

based protection as offered by the Iron Mountain CloudRecovery. 

Single Site Disaster Recovery 

In a typical single site deployment, the organization uses multiple workloads, such as 

Exchange Server messaging, SQL Server databases, or SharePoint sites. This site 

may have one or more DPM servers to provide the primary tier of data protection for 

these workloads. 

While the existing replicas are sufficient for recovery operations, if something 

happens to the entire site, everything past the most recent offsite tape archives will 

be lost. Even if this deployment uses both disk and tape protection, there is no 

obvious disaster recovery without rebuilding the DPM server and all of the protected 

servers. In this scenario, shown in Figure 1, a secondary tier of cloud-based 

protection provides the organization a layer of disaster recovery for core workloads 

(or for all workloads, if the amount of data is small enough) without requiring a great 

deal of expense being put into hardware or software. 
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Figure 1: Single-site disaster recovery with DPM and CloudRecovery 

In order to perform disaster recovery, this organization will rebuild key servers, 

including the DPM server; these activities could take place at the main site or a 

secondary site. Once these servers are rebuilt, they can then recover the core 

workloads from CloudRecovery over the wire; the cloud provides flexibility to initiate 

data recovery to any location. Finally, they can finish rebuilding and restoring less-

critical replicas for second-tier servers and services from offsite tape backups. If they 

have virtualized some of their servers, these virtual machines can be protected and 

restored with DPM and CloudRecovery, streamlining the effort required for further 

recovery operations. 

Multiple Site Disaster Recovery 

In larger organizations with multiple sites, it is common to either have a dedicated 

disaster recovery site or to provision key sites with the additional capacity necessary 

to perform disaster recovery for another site. Typically these central sites play host to 

DPM servers that provide primary protection to protected servers within that site or 

nearby sites, though they may also host DPM server in a chained configuration, 

protecting DPM replicas gathered from outlying sites. With this type of configuration, 

the ability to restore backups over the wire to multiple candidate sites becomes an 

important piece of the disaster recovery strategy. 

While a dedicated DR site can ensure the ability to recovery from a site disaster, it 

can carry a significant amount of overhead and expense for additional hardware and 

software. Additionally, many dedicated DR sites are scaled to only provide a fraction 

of the total production load ï just those services and applications deemed necessary 

for bare-bones operations. If no regular day-to-day business operations take place in 

this site, it can be prohibitively expensive. Using DPM to provide a first tier of 

recovery, especially when combined with virtualization, can be a key factor in 

reducing this overhead. 

In this scenario, localized outages, such as smaller site failures, can be taken care of 

using the native recovery capabilities in DPM. However, CloudRecovery integration 

can provide an additional level of protection for critical replicas and workloads.  

Adding cloud recovery to DPM can remove the need to have a separate DR site. 

Instead, recovery operations can commence at the second site if the first is offline. In 
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these cases, the customer must first recover their DPM server using alternative 

methods and then recover the DPM replica data to the second site from the cloud. 

In these scenarios, the disaster recovery sites take care of providing redundant 

infrastructure services such as DNS and Active Directory. When recovering critical 

data from the cloud, the DPM server is first recovered and rebuilt in the data recovery 

site; at that point, critical workloads and replicas can be recovered over the wire from 

CloudRecovery and restored to spare servers in the disaster recovery site. At that 

point, additional services are then recovered through traditional offsite archives. 

Offsite Data Protection 

The final scenario is not a specific physical configuration; it can occur in any 

organization that has a defined need for offsite vaulting of data. Traditionally, offsite 

vaulting involves moving tapes or disks to a secure handling facility, but offsite 

vaulting easily extends to cloud-based storage mechanisms as long as sufficient 

bandwidth exists. This need may be driven by any number of factors, such as: 

¶ The organization is located in an area that is prone to natural disasters. In this 

scenario, simply having another site within the same region may not provide enough 

protection if the natural disaster takes out critical infrastructure on a local or even 

regional basis. While many organizations have the capability to perform disaster 

recovery and sustain limited operations for a short period of time, they may still be 

vulnerable to service outages that last for days or even weeks. 

¶ The organization has specific regulatory requirements that require remote 

archiving. Some sort of offsite data archival has become common best practice and 

is required under many regulatory regimes. While many regulations do not directly 

prescribe offsite data vaulting, their requirements for archival time and access control 

may indirectly require the organization to implement vaulting. 

¶ The organization has data storage needs that exceed their on-site budget or 

resources. Data vaulting typically provides much higher levels of security and 

availability than many organizations can provide through on-site protection 

mechanisms. Additionally, on-site personnel may not have the time or skills to ensure 

that the archived data is still available and secure while maintaining the production 

environment, leading to a higher risk of failure during recovery operations. 

¶ The organization wants to minimize their use of physical resources and energy. 

Traditional off-site tape archival can require a significant investment in tapes, fuel (for 

transport), and manpower, especially when data must be preserved for a number of 

years. On the other hand, data vaulting solutions can benefit from economies of scale 

to ensure that valuable CPU, disk, and power resources are used as efficiently as 

possible and shared among multiple clients. 

In these scenarios, there may be little need for disaster recovery, or the use of a 

cloud vaulting solution may fill multiple needs. While disaster recovery operations 

would take place as described in previous scenarios, data can be securely retrieved 

from archival to the DPM server and copied to the requesting parties. 

The CloudRecovery Offering  

The CloudRecovery solution, powered by Iron Mountain, a top storage-as-a-service 

(SaaS) vendor and Microsoft partner, is a cloud-based storage offering that 



5 Integrating Data Protection Manager 2007 with SP1 with Iron Mountain's CloudRecovery Service 5 

 

integrates offsite vaulting of DPM replica data to an offsite archive of customersô DPM 

data to Iron Mountainôs data centers. DPM provides CloudRecovery integration 

through the DPM 2007 SP1, allowing administrators to establish automated, reliable 

backup and archival of one or more protected DPM servers and data sources to the 

cloud. 

While DPM provides a sophisticated, VSS-based architecture and block-based 

replication technology specifically designed to reduce long-term storage 

requirements, managing the collected point-in-time replicas for large numbers of data 

sources on multiple protected servers can require a significant investment in storage 

architecture. Managing this storage in turn means maintaining staff with the requisite 

skills, associated power and cooling, and space. As a skilled storage-as-a-service 

provider, Iron Mountain manages the expense and risk of long-term archival for the 

customer, offering additional features such as multi-site redundancy and state-of-the-

art AES-256 encryption, ensuring that your data will continue to be available ï and 

secure ï for up to seven years. 

CloudRecovery is designed to work with and enhance the protection options of an 

existing DPM deployment, not replace it; CloudRecovery relies on the DPM servers 

and agents in the environment to protect production servers and gather the replicas; 

use of the CloudRecovery does not replace the existing short-term and long-term 

protection policies, nor does it require them to be modified. Because it is an optional 

service, CloudRecovery is purchased and managed through Iron Mountain; it is not 

provided by existing DPM licenses. DPM administrators can click on the online 

storage option in the DPM Administration Console to open the Iron Mountain website 

and begin the process of establishing their account with the CloudRecovery service. 

Once Iron Mountain receives their contact information, Iron Mountain representatives 

will begin the planning process with the DPM administrators. This process is a critical 

aspect to ensure that the organizationôs needs will be anticipated, met, and handled 

appropriately: 

¶ How much data does DPM currently capture and what is the expected growth 

rate? This affects both the bandwidth required for nightly backup operations. 

Additionally, it will help drive your recovery options; can you perform over-the-wire 

restores or do you need to plan to use the device-based recovery option? 

¶ How much of data is critical to protect in the cloud and for immediate recovery 

needs? Iron Mountain specialists will help you understand the specific performance 

and cost considerations you should be aware of when deciding to protect your DPM 

data with CloudRecovery. . 

¶ What type of bandwidth will be required for the daily backup operations? Will 

the organization need to upgrade existing lines or add new capacity in order to have 

complete protection? What type of bandwidth and recovery SLAs will need to be in 

place for disaster recovery operations? 

At the end of the planning and provisioning process, the DPM administrator receives 

their credentials to logon to the web-based CloudRecovery management Web site 
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and begin CloudRecovery tasks such as adding DPM servers and configuring backup 

and recovery jobs. 

For more information on the integration between Microsoft System Center Data 

Protection Manager 2007 SP1 and the Iron Mountain CloudRecovery service, go to: 

http://www.microsoft.com/DPM/cloud 

DPM and CloudRecovery  

Before examining the process of configuring the CloudRecovery backup of DPM 

replicas, it is important to understand how DPM and CloudRecovery operate 

together. Because CloudRecovery is not a native DPM offering, there are some 

important differences in how it interacts with DPM. 

Overview of the CloudRecovery Service 

One of the major differences between DPM and other backup applications is that 

DPM is designed to use only a single agent, no matter which workload the protected 

server hosts. As a result, there is a single unified management interface for defining 

protection groups, regardless of whether they span only a single workload or multiple 

workloads. 

In order to use the CloudRecovery service, the Iron Mountain CloudRecovery agent 

must be installed on each DPM server. This agent is responsible for initiating the 

connection back to the CloudRecovery provisioning server, identifying the data that 

needs to be transferred, encrypting the data, and uploading it to the cloud storage. 

The agent is also responsible for downloading the data during recovery operations, 

decrypting it, and putting back into the requested location. Figure 2 shows the 

architecture. 

 

Figure 2: The DPM/CloudRecovery architecture 

  

http://www.microsoft.com/DPM/cloud
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DPM servers using CloudRecovery can be configured to protect any type of native 

data source replica that DPM 2007 SP1 can protect: 

¶ Windows file data 

¶ Exchange Server storage groups 

¶ SQL Server databases 

¶ Windows SharePoint Services and Microsoft Office SharePoint Server farms 

¶ Virtual Server 2005 R2 SP1 and Windows Server 2008 Hyper-V virtual machines 

It is important to note that CloudRecovery protects the replica data on the DPM 

server exactly as it appears to the DPM server, using a similar block-based 

replication system as the DPM protection agent uses to ensure that only changed 

data will be transmitted over the wire. However, CloudRecovery backups happen 

once per day during the pre-configured backup window, creating a daily recovery 

point. During recovery, you can select from these recovery points to select the 

version of data to restore. 

CloudRecovery is configured through a Web management portal; it requires a 

browser with JavaScript support. The portal is shown in Figure 3. 

 

Figure 3: The CloudRecovery management Web portal 

Through this portal DPM administrators perform all of the tasks for managing their 

CloudRecovery account: 

¶ Add DPM servers in their organization to the service by downloading the 

CloudRecovery Agent for DPM 

¶ Remove DPM servers from CloudRecovery protection 

¶ Configure new backup jobs and manage existing backup jobs of DPM data source 

replicas across all CloudRecovery-protected DPM servers 
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¶ Configure over-the-wire recovery operations or request a recovery device to be sent 

(if included in the account) 

The portal enables DPM administrators to universally manage the CloudRecovery 

functionality for all of their DPM servers from any Internet-accessible computer, 

without requiring specific software. This flexibility helps reduce the worry and stress 

that can be present during disaster recovery operations and helps simplify the 

recovery steps that must be taken. 
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Establishing DPM P rotection with CloudRecovery  

Once the CloudRecovery account has been provisioned and administration 

credentials received, configuring CloudRecovery protection for DPM servers is a two-

step process, much like establishing DPM protection on a production server: install 

the CloudRecovery Agent on the DPM servers and configure the CloudRecovery 

protection jobs on one or more DPM data source replicas. 

Note: it is assumed that DPM is already installed and configured and that one or 

more protection groups have been successfully configured. Replication should be 

established between the protected servers and the DPM server and the replicas 

should be in a consistent state. 

Installing the CloudRecovery Agent for DPM  

The first step is to logon to the CloudRecovery web portal, register a DPM server with 

the CloudRecovery service, and install the CloudRecovery Agent on the DPM server. 

To perform these tasks, follow these steps: 

STARTLIST 

1. Log into the CloudRecovery Web portal using the credentials provided during the 

sign-up process. 

2. At the Welcome screen, click the Downloads option in the top menu bar. 

3. Select the appropriate option for the operating system of the DPM server as shown in 

Figure 4 and click Download. 

 

Figure 4: The CloudRecovery Agent download options 

4. Save the installer to a known location. 

5. Once the installer has downloaded, copy it to the DPM server and run the installer. 

6. Accept the EULA and click Next. 

7. Accept the default installation location and click Next. 
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8. Click Install. 

9. When the installer is complete, click Finish to launch the configuration wizard. 

10. Do not enter credentials at this time. 

11. If you need to access the service through a web proxy, click Configuration, check 

the Enable Proxy checkbox, configure the appropriate proxy options, and click OK. 

12. Enter your username and password. These are the same credentials used to access 

the management portal. Click Next. 

13. Select the New server being added to the backup service option and click Next. 

14. Once the encryption key has been generated, enter and validate a password to 

protect the encryption key. 

Note: protect this password! If it is lost, the archived data generated with the matching 

encryption key will become unrecoverable. You can choose to escrow the password 

with Iron Mountain to prevent this. 

15. Click Finish. When prompted, restart the server. 

At this point, the CloudRecovery Agent has been installed on the DPM server and it 

should now show up in the Web management portal. 

Configuring CloudRecovery Protection  

Once one or more DPM servers have been configured, the next step is to configure 

CloudRecovery protection for one or more protected data sources. To perform this 

task, follow these steps: 

1. Log into the CloudRecovery Web portal using the credentials provided during the 

sign-up process. 

2. At the Welcome screen, in the left-hand bar, click the DPM server you wish to backup 

to the CloudRecovery service. 

3. Click the Backup tab. 

4. Select the appropriate retention plan for the data you will be protecting: 30 day, 1 

year, or 7 years.  

5. Click Add a new DPM policy. There will be a slight delay as the CloudRecovery 

service communicates with the DPM server to detect the available data sources. 

6. Once the DPM data source data is displayed, use the check boxes to select the data 

sources to be archived offsite as shown in Figure 5. 
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Figure 5: Selecting the DPM data sources 

7. Click Save. 

8. When the DPM server property screen is displayed, click View all policy 

configurations to examine the selection summary. 

The backup job will start automatically according to the configured schedule. You can 

use the Backup tab to see the status of your backup jobs. 
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Recovering DPM Replicas from CloudRecovery  

When recovering DPM data from the CloudRecovery service, most restore 

operations follow a two-step recovery process: 

¶ First, perform the basic recovery process to retrieve data from CloudRecovery to the 

DPM server. 

¶ Next, perform additional application-specific recovery operations to restore the data to 

the production application server. 

Recovery Options  

Restore operations can be performed using either media restores or Internet restores 

(over-the-wire restores). The Internet restore option is the choice that you will 

typically select, especially if you are restoring one data source (or a small number of 

data sources) and time is of the essence. Planning your bandwidth to permit 

adequate backup and restore performance is a key part of the process of signing up 

for the service. 

The media restore option, available as an optional part of the service plan, allows you 

to request that Iron Mountain send an encrypted copy of your data to you on a 

physical storage device via overnight shipping. This option is suitable for re-building 

the DPM server after a site failure or if the amount of data to recover will take longer 

to stream over your bandwidth than the shipping delay. 

With most recovery scenarios, restore operations will perform an application/file 

folder restore. This process recovers data from CloudRecovery, temporarily stores 

the data on the DPM server, and moves it to the final administrator-selected location 

on a DPM-protected server. During this process, the data encrypted and is only 

decrypted by the CloudRecovery Agent on the DPM server. 

CloudRecovery has been designed and optimized for a disaster recovery scenario, 

where additional recovery tasks may need to happen before the data can be brought 

online. Because of this design, there are a few caveats to keep in mind: 

¶ The data recovered from CloudRecovery is the exact set of data that DPM stores as a 

replica, presented as files. This allows CloudRecovery to treat all protected workloads 

equally without requiring special application-specific logic. 

¶ The granularity of restore operations is equal to the granularity of the data source 

protected by DPM. For example, you can recover an entire Exchange storage group 

or SharePoint farm from CloudRecovery but not a specific mailbox database or site 

collection). Replicas protected from one DPM server cannot be restored to another 

DPM server. 

¶ For the typical application workloads such as Exchange Server, SQL Server, 

SharePoint, or virtualization host, there are then additional application-specific steps 

required to take the recovered data and import it back into production. File workloads 

do not typically require additional recovery steps and can be restored back into their 

original locations. 
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Administrators also have the choice to use the DPM recovery option, which copies 

the selected data source back to the DPM server. This option is typically chosen in 

the event of some error or corruption event on the DPM server, or to rebuild a DPM 

server during disaster recovery operations. In this event, the DPM server, its 

configuration SQL databases, and any infrastructure services it depends on (such as 

Active Directory) must be protected and recovered through other means so that the 

DPM server can be rebuilt.  

The Basic Recovery Process  

To perform the basic recovery process for any protected data source, follow these 

steps: 

1. Log into the CloudRecovery Web portal using the credentials provided during the 

sign-up process. 

2. At the Welcome screen, in the left-hand bar, click the DPM server that the data was 

originally from. 

3. Click the Restore tab. 

4. Click New Restore. 

5. Choose the restore option, Restore data over the Internet or Have Media Restore 

Device shipped to you, as shown in Figure 6. For this example, Restore data over 

the Internet was selected. 

 

Figure 6: Select the restore option 

6. Choose the restore type, Application/File folder restore or DPM recovery, as 

shown in Figure 7. For this example, Application/File folder restore was selected. 

 

Figure 7: Select the type of restore operation 

7. Enter a name for this restore request, then navigate through the server, data source, 

and data tree views to expose the data source replicas available for recovery. 
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8. As shown in Figure 8, select a data source replica to restore the most recent version. 

Optionally, you can select the version corresponding to a specific point in time by 

clicking the Versions list and selecting the appropriate date and time. 

 

Figure 8: Select the data source replica 

9. On the Options page, select the Protected server on which the final copy of the 

restored data should be placed as shown in Figure 9. 

 

Figure 9: Configure additional recovery options 

  

10. Enter the final location of the restored data copy on the protected server in the 

Protected server location field. This path should be relative to the protected server. 

11. In the DPM staging location field, enter a pathname on the DPM server that has 

suitable free space for the restored data. 

12. Specify additional options for handling overwrites and file permissions. Optionally, use 

the checkboxes to generate log files of restored filenames or to schedule the restore 

job to begin at a specific time. 

13. Click Next. 

14. Review the restore summary, then click Done to finish the restore request and queue 

it up. 
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Once a restore request has been queued up (or the start time for a previously 

queued request has been reached), CloudRecovery will begin streaming the 

recovered data back to the DPM server. Once the recovered data has been copied to 

the DPM server, the DPM administrator will receive email notification from the 

CloudRecovery service. At this point, check the DPM server and protected server to 

ensure the final staging process has been completed. 
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Summary  

Microsoft Data Protection Manager 2007 SP1 provides a comprehensive on-

premises solution for data protection to disk or tape. By combining DPM with the Iron 

Mountain CloudRecovery offering, DPM administrators can gain the flexibility and 

benefits of an integrated offsite data protection and archiving solution. This cloud-

based approach takes advantages of Iron Mountainôs state-of-the-art redundant data 

centers, allowing even small and medium organizations to reap the rewards of a 

high-end storage infrastructure.  

¶ Cloud-based protection and recovery helps reduce the costs and risks of downtime 

and disaster recovery. 

¶ Offsite archival helps organization meet their compliance goals by automating the 

protection and long-term retention of data. 

¶ Automated processes integrated with the native DPM solutions allows busy IT 

professionals to provide a best-of-breed solution and support key business initiatives 

without requiring dedicated high-end storage professionals.  

For more information on the integration between Microsoft System Center Data 

Protection Manager 2007 SP1 and the Iron Mountain CloudRecovery service, go to: 

http://www.microsoft.com/DPM/cloud 
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