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Overview 
This article introduces the key factors to take into account when you design a high availability MySQL 

solution running in an Azure Virtual Machine environment.  It also provides certain best practices and 

techniques for performance tuning when using MySQL cluster in Azure.  

MySQL High Availability Solutions 
There is no single approach to delivering high availability.  The choice of the right high availability 

solution largely depends on the level of availability, performance, and scalability required for the specific 

workload.  In this section we briefly cover some popular MySQL high availability technologies available 
on the market and explain why we choose to focus this article on Percona XtraDB Cluster (PXC).  

MySQL provides two main architectures to achieve high availability – replication and clustering.  MySQL 

built-in replication is asynchronous, so there is a lag between the nodes that applications may have to 

deal with.  Clustering, on the other hand, typically appears to an application as a single database server 

but internally balances load among multiple nodes.  While replication is often lower in cost and 

complexity, it also offers lower levels of uptime when compared to a well -designed clustering solution 

due to the lack of capabilities such as synchronous replication and automatic failover.  

MySQL provides multiple clustering technologies, including the following: 

 Master-Slave Clusters 

o MySQL with DRBD (Distributed Replicated Block Device) with Corosync and Pacemaker 

o MySQL with Windows Failover Clustering 

 Multi-Master Clusters 

o MySQL NDB Cluster 

o MySQL Galera Cluster 
o Percona XtraDB Cluster (PXC) 

Compared to Master-Slave clusters, Multi-Master clusters have the advantage of fast failover achieved 

through the removal of central management.  You can lose any node at any time, and the cluster will 

continue to function (as long as there are enough healthy nodes left to form a quorum).  

MySQL Galera Cluster and PXC are very similar in nature.  PXC also uses Galera as its clustering layer.  

The only difference is that PXC uses Percona server and XtraDB storage engine, which are drop-in 

replacements for MySQL server and InnoDB storage engine respectively with enhanced capabilities.  

Additionally, both Galera and Percona clusters are drop-in replacements for stand-alone MySQL.  In 

other words, each node in the cluster is a regular MySQL database that contains a full copy of the data.  

This is the key difference from an NDB cluster, where data is sharded among cluster nodes.  This is also 

why NDB clusters offer superior performance for writes and primary key based lookups, but existing 

applications often need to be modified in order to work in an NDB cluster or take advantage of its 
benefits.   

For completeness of the discussion, there’s also a ClearDB offering in the Azure Market Place.  ClearDB is 

a MySQL Software as a Service offering where the service provider takes care of the database 

replication, high availability and scalability.  You benefit from ease of use in exchange for the flexibility 
of control and limits on the maximum database size. 
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We will focus our discussion on PXC in this article due to the fact that it’s a Multi-Master cluster that 

provides drop-in replacement for MySQL, and is a highly popular open source MySQL cluster solution on 

the market.  

Optimizing Percona XtraDB Cluster (PXC) performance in Azure  
The following diagram depicts the high level architecture of a Percona cluster in Azure.  This section 

discusses the techniques and considerations used in the design and their impact on the performance of 

the cluster.   

In this article, we use Sysbench OLTP to evaluate the performance of this cluster.  Sysbench tests are 

performed in a 3-A3 node cluster running CentOS 6.5 and PXC 5.6.  The tests are prepared and executed 

with the following commands: 

 

Unless otherwise noted, the cluster is configured with the following optimizations which are generally 

recommended for MySQL clusters with multi-master synchronous replication: 
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Figure 1 PXC architecture in Azure 

sysbench --test=/usr/share/doc/sysbench/tests/db/oltp.lua --mysql-

host=hostname --mysql-table-engine=InnoDB --oltp-table-size=5000000 --max-

requests=0 --mysql-engine-trx=yes --oltp-auto-inc=off --mysql-user=testdb --

mysql-password=testpw prepare 

 

for i in 1 2 4 8 16 32 64 128 256 512; do sysbench --

test=/usr/share/doc/sysbench/tests/db/oltp.lua --mysql-host=hostname --mysql-

table-engine=InnoDB --oltp-table-size=5000000 --max-requests=0 --num-

threads=$i --max-time=60 --mysql-engine-trx=yes --oltp-auto-inc=off --mysql-
user=testdb --mysql-password=testpw  run; done 
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(Note that binary logs are enabled in certain tests and disabled in others.  However, wherever a 

comparison chart is presented, the tests have the same configurations other than the variable  being 

compared.)  Please note that these test results provide general performance trends with different 

optimization approaches, but results may vary under different environments and can also be affected by 
many changing variables in a multi-tenancy environment.  

Virtual machine sizes and storage account considerations 

We recommend that you choose virtual machine sizes to suit the needs of your workload.  Also take into 

consideration that not all VM sizes allow you to add data disks or network interfaces.  Here is a complete 

list of VM SKUs offered by Microsoft Azure.  The following are some general guidelines –  

1. A3 standard is a good starting point for general workloads.  It provides 4 cores, 7GB memory, 

and allows for 8 additional data disks with 500 IOPS each and multiple NICs.  Memory plays an 

important role in MySQL performance.  The more memory that can be allocated to 

innodb_buffer_pool_size to hold as much of the database, the better the performance.  Many 

performance articles suggest that you may allocate up to 80% of the machine’s memory to 

MySQL.  Below is a comparison of Sysbench tests performed with innodb_buffer_pool_size set 

to the default 128MB vs. 2GB.  

2. VMs can’t be easily moved to Azure VNet or other subnets after they are created.  So before 

provisioning the VMs, create an Azure VNet and subnets.  Place the VMs in a subnet.  You can 

later add an Azure Internal Load Balancer to balance the traffic from the application tier to the 

nodes in the cluster.  

3. Additional virtual Network Interface Cards (NIC) must be created during VM creation time (at 

the time of writing).  So if your workload is network bound and can benefit from higher 

bandwidth by, for example, separating the data plane for internal cluster communication from 

the data plane between application and the databases, you should create additional NICs when 

creating the VMs. 

4. The VMs should also be placed in a Cloud Service so that they can belong to an availability set to 

reduce the possibility of, for example, simultaneous power or network outages.  
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5. The VMs should be created with static IPs because their IPs will be referenced in the 
configuration file to build the cluster. 

Disks and performance considerations 

Azure Storage introduces most of the differences between on-premises and Azure deployments, 

therefore proper configuration of Azure disks is one of the most important areas to focus on when 

optimizing the performance of MySQL workloads.   

Disk configurations 

Since operating system disk and data disks are backed by Azure storage, we recommend that you create 

your Azure storage account in the same data center as your MySQL virtual machines to reduce network 
latency.  

When using disk striping, disable geo-redundancy for your storage account as consistent write order 

across multiple disks is not guaranteed.  

For performance sensitive applications, we recommend that you use data disks instead of operating 

system disks.  Attach one or more data disks to your virtual machine with disk caching policy set to 

none.  Caching can help reduce the number of transactions against Azure Storage by storing frequently 

accessed data on the local hard disks of the host machine.  However, power loss could result in data 

inconsistency if the cached data is not yet written to the storage.  You could use read-write caching 

without data loss if your application ensures critical writes are write-through.  Be aware that caching in 

standard storage is limited to 4 disks max, and caching isn’t available on D series machines. 

MySQL leverages temporary files to perform certain operations such as sorting.  If your workload heavily 

leverages temporary files (tmpdir), you can place tmpdir on the SSD based temporary disk of D series 

machines and up.  If you choose to do so, you need to make sure the folder for tmpdir on the temporary 

disk is created and configured with the right permission each time after VM restarts and before MySQL 
starts.     

Multiple data disks 

Each disk in Azure provides 500 IOPS.  If your workload exceeds this performance number, you can add 

multiple disks and stripe them in volumes to provide more throughput and bandwidth than what a 

single disk can provide.  Since Azure provides three copies of each disk, striping schemes for redundancy 

are not important.  So Raid0 is recommended for striping disks.  The following Sysbench test is 

performed on a single data disk vs. 2 data disks striped into Raid0.  You can find details about Azure 

storage scalability and performance targets here.  

http://msdn.microsoft.com/library/azure/dn249410.aspx
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Figure 2 RAID configuration for Sysbench 

You can find a step-by-step guide to configure RAID in Azure here.  One thing to note when striping disks 

is to ensure proper disk alignment.  Since this is not specific to Azure we will simply provide an example 
here rather than explaining in details.  

 InnoDB page size: 16KB 

 Disk stripe size: 64KB (you can choose multiples of InnoDB page size) 

 Disk sector size: 512B 

 =>   #sectors-in-a-raid-stripe = 64K/512 = 128 

 Make sure the start sector of the file system partition created from RAID can be completely 

divided by #sectors in a RAID stripe.  In the following example, the Start sector of 256 can be 

completely divided by 128.  If not, choose the next closest sector that meets this requirement to 
be the first sector for the partition: 

 

You can also place binary logs (log-bin) and data files (datadir) on different data disks to improve IO 
throughput.   

Premium Storage 

With the recent introduction of Azure Premium Storage for Disks, you can attach SSD based data disks to 
a DS series virtual machine and achieve 50,000 max IOPS per VM vs. 16,000 from standard storage.   

Disk warm-up effect 

With Azure disks, we have observed a “warm-up effect” that can result in a reduced rate of throughput 

and bandwidth for a short period of time. In situations where a data disk is not accessed for a period of 

time (approximately 20 minutes), adaptive partitioning and load balancing mechanisms kick in. If the 

disk is accessed while these algorithms are active, you may notice some degradation in throughput and 

bandwidth for a short period of time (approximately 10 minutes), after which they return to their 

normal levels. This warm-up effect dynamically adjusts to workload changes in a multi -tenant storage 

environment.  The effect is unlikely to be noticed for systems that are in continuous use , but we 
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recommend you consider it during performance testing or when accessing systems that have been 
inactive for a while.   

Network performance considerations 

Network latency in Azure can be higher than that of a traditional on-premises environment due to such 

factors as virtualization, security, load balancers, and proximity between communication components.  

When possible, we recommend that you consolidate multiple application layers on the same virtual 

machine to reduce the number of tiers and the amount of communications that your application needs 
resulting in better performance.  

We recommend that you host virtual machines for the MySQL cluster in the same Azure Virtual Network 

to enable direct communication between virtual machines via internal IP addresses.   

Load Balancing 
Certain database drivers for MySQL have built-in load balancing capabilities.  For example, JDBC drivers 

can do automatic load balancing by accepting a connection string with multiple hosts.  This eliminates 

the need for an external load balancer. However, whenever the nodes in the cluster change (for 

example, hostname or IP changes, addition or removal of nodes), the configuration for the app using the 

cluster must be updated.  If this type of configuration change doesn’t meet your requirements, or if you 

are using a database driver that doesn’t have built-in load balancing support, then you can use the Azure 

Internal Load Balancer.   

It is important for the load balancer to send traffic only to “Joined” nodes, not to any “Joining” or 

“Donor” nodes in PXC.  The Azure Internal Load Balancer supports an HTTP based custom probe.  So you 

should enable mysqlchk, included in the PXC package, to create a custom probe against 

http://nodeip:9200.  This probe will return HTTP 200 status code only when the node is in a “Joined” 
state.  

The following Sysbench tests are performed with the Sysbench built-in load balancer vs. Azure Internal 

Load Balancer.  It show no significant overhead generated by the Azure Internal Load Balancer in this 

case.  

 

Multiple Network Interface Cards 

Another option to improve network bandwidth is to attach multiple virtual Network Interface Cards.  

You can use one NIC for PXC Snapshot State Transfer (SST) and Incremental State Transfer (IST) between 

nodes, and another NIC for applications to access MySQL (see architecture in figure 1 above).  The 
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following Sysbench tests show the difference between running PXC with one NIC vs. two, separating the 

inter-cluster data communication from application to cluster communication.  Note that even though a 

performance improvement was clearly observed in this test, in other tests, only marginal improvements 

were observed.  Test results can be affected by changing network traffic patterns in the cloud as well as 
the workload. 

 

Replication & Disaster Recovery 
While PXC provides an excellent solution for regional high availability, it is often not the right solution 

for cross-regional high availability and disaster recovery.  This is because PXC is as fast as the slowest 

node in the cluster.  If you place a node in another region, the latency of that node could slow down the 

entire cluster.  If this latency is a showstopper for your application, we recommend the approach of 

native MySQL asynchronous master-slave replication across regions.  Depending on your needs, you can 

either set up a standalone database or a full cluster in the remote region, as depicted in the following 

diagrams respectively.   

 

Figure 3 Cross-regional replication to a standalone MySQL database 
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Figure 4 Cross-regional replication to a cluster 

Replication relies on binary logs being enabled for a MySQL database, as the slaves will replay the logs 

from the master to keep itself up to date.  Enabling the binary log does have a performance impact.  

However, even if you don’t need cross-regional high availability and disaster recovery, you probably still 

should enable the binary log because PXC is not a solution for point-in-time restore.  If someone made a 

mistake and modified the database resulting in data corruption, a backup is still needed to recover the 

database to its previous good state.  

You can create a backup of a MySQL database the same way you create it with your on-premises 

instances.  The resulting backup file can be stored in Azure blob storage which comes with high 
durability with multiple copies.   

Sysbench Comparison with 3rd Party 
The Sysbench tests quoted so far in this article are performed mainly for the purpose of comparing the 

impact of performance from different configurations inside Azure.  In order to gain insights into how 

Azure compares with PXC running in other environment, we performed our own tests to compare with 

the following two published tests:  

 FromDual: http://www.fromdual.com/galera-cluster-vs-pxc-vs-mariadb-galera-cluster-

benchmarking (published on Aug 7 2014)  

 Openlife.cc: http://openlife.cc/blogs/2011/august/running-sysbench-tests-against-galera-cluster 
(published on Aug 10 2011) 

There are many factors affecting the performance of a cluster. Although we try to make the 

environment as similar as possible given the information in the above articles, there are still a lot of 

unknown factors in both published tests, especially the Openlife test.  Prices of virtual machines quoted 
in these tests are current at the time of writing.    
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FromDual 
The following table shows the respective environments for the tests:  

 FromDual Azure 
Cluster Nodes (no disk striping, no multiple NICs) 

CPU Intel(R) Xeon(R) E5-2680 v2  
@ 2.80GHz 
(# of cores 8, # of threads 16, HT enabled) 

AMD Opteron(tm) Processor 4171 HE  
@ 2.09GHz 
(# of cores 8) 

Memory 16GB 14GB 

Storage HDD 120GB/ 5400RPM 605GB 
Price AWS c3.2xlarge ($0.42/hour) Azure A4 ($0.48/hour) 

#of nodes 3 3 

Load Generator 
CPU  Intel(R) Xeon(R) CPU E5-2680 v2  

@ 2.80GHz  
(# of cores 16, # of threads 32, HT enabled) 

Intel(R) Xeon(R) CPU E5-2660 0  
@ 2.20GHz 
(# of cores 8) 

Memory 32GB 56GB 

Storage HDD 10GB/ 5400RPM 400GB 

Price AWS c3.4xlarge ($0.84/hour) Azure D13 ($0.857/hour) 
Load Balancer 

CPU Intel(R) Xeon(R) CPU E5-2651 v2  
@ 1.80GHz  
(# of cores 4, # of threads 8, HT enabled) 

Azure Internal Load Balancer 

Memory 16GB N/A 

Storage HDD 10GB/ 5400RPM N/A 
Price AWS m3.xlarge ($0.28/hour) N/A 

Software 
OS  RHEL 6.5 CentOS 6.5 

Sysbench 0.5.3 0.5.3 

PXC 5.6.19 5.6.20 
Test set up (show create table sbtest.sbtest\G) 

 ENGINE=InnoDB  
AUTO_INCREMENT=8574 DEFAULT 
CHARSET=latin1 

ENGINE=InnoDB 
AUTO_INCREMENT=30000 DEFAULT 
CHARSET=latin1  
MAX_ROWS=1000000 

Test run (run 10 times, and calculate average of TPS) 
--num-threads=64 --max-requests=1000 --db-driver=mysql  
--mysql-table-engine=InnoDB --mysql-host=load_balancer_ip 
--test=/usr/share/doc/sysbench/tests/db/oltp.lua  

My.cnf  
key_buffer_size = 16M 
max_allowed_packet = 16M 
thread_stack = 192K 
thread_cache_size  = 8 
innodb_buffer_pool_size = 8G 
expire_logs_days=10 
max_binlog_size=100M 
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auto_increment_increment=3 
auto_increment_offset=1 
log_slave_updates 

 log-bin=mysql-bin log-bin=/var/lib/mysql/binlog 

 

Only the results for the tests performed on PXC 5.6 with innodb_flush_log_at_trx_commit=0 and 
sync_binlog=0 are compared: 

 

Openlife.cc 
Details of the environments used in this Openlife test are not published in the article.  What is published 

is also quite different from Azure environment.  The following table shows the respective environments 

known for the tests.  We performed this test on both standard A4 and D4 machines in Azure. 

 Openlife.cc Azure 

Cluster Nodes 

#cores 8  8 
RAM 32G 14G (A4) /28G (D4) 

Storage EMC devices with 2.5GB write cache 
(disk striping not known) 

2 Azure data disks stripped as Raid0 (no 
caching) 

Network Probably app and cluster have 
separate network 

Dual NIC separating app and cluster network 

#nodes 3 3 
Load Generator 

 Unknown spec Same as FromDual test 
Load Balancer 

 Sysbench direct IPs Sysbench direct IPs 
Software 

OS  N/A CentOS 6.5 

Sysbench 0.5 0.5.3 
Cluster Galera MySQL 5.1 PXC 5.6.20 

Test set up  
 --test=/usr/share/doc/sysbench/tests/db/oltp.lua --mysql-table-engine=InnoDB 
 --mysql-engine-trx=yes --oltp-table-size=2000000 --max-time=300 --max-requests=0 
 --num-threads=1 --oltp-tables-count=10 --oltp-auto-inc=off prepare 

Test run 
for i in 1 2 4 8 16 32 64 128 256 512 1023;  
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 --test=/usr/share/doc/sysbench/tests/db/oltp.lua  --mysql-table-engine=InnoDB 
 --mysql-engine-trx=yes --oltp-table-size=2000000 --max-time=60 --max-requests=0 
 --num-threads=$i --oltp-tables-count=10 --oltp-auto-inc=off 

My.cnf 
innodb_log_file_size=1500M 
innodb_log_files_in_group=2 
innodb_locks_unsafe_for_binlog=1 
wsrep_slave_threads=32 
 
innodb_flush_log_at_trx_commit=0 
innodb_doublewrite=0 
sync_binlog=0 

 innodb_buffer_pool_size=15G 
(above are the settings the author 
called out, it’s unclear what other 
settings are used in the test) 

innodb_buffer_pool_size=10G(A4)/15G(D4) 
wsrep_sst_method=xtrabackup-v2 
innodb_support_xa=0 
innodb_log_buffer_size=128M 

 

Only the tests on the 3 node cluster (the dark red line in the Openlife charts) are performed: 

 

 

Summary 
Running Percona XtraDB Cluster in Azure VMs is in many ways similar to running it in on-premises 

infrastructure.  However, a sound design does depend on careful consideration of the characteristics of 

network, storage and virtual machines available in Azure.  Here’s a quick list of what you can follow: 

 Use minimum Standard Tier A3 for MySQL VMs. 
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 Keep the storage account and MySQL VM in the same region. 

 Disable Azure geo-replication on the storage account. 

 Avoid using operating system or temporary disks for database storage and logging.  

 Avoid using Azure data disk caching options (caching policy = None).  

 Stripe multiple Azure data disks to get increased IO throughput. 

 Use Azure internal load balancers to load balance PXC nodes and properly configure probes to 

check node health. 

 Place PXC nodes in a virtual network with static IPs. 

 Place PXC nodes in an availability set to improve availability.  

 Increase network throughput by separating application traffic from cluster state transfer traffic 

with multiple network interface cards. 

 Apply optimizations for PXC configuration where appropriate (for example, sync_binlog=0 and 

innodb_flush_log_at_trx_commit=0)   

 Consider using Azure Premium Storage (DS series VMs currently in preview) to achieve higher IO 
throughput. 

 Appendix 1 – Automatically provision a MySQL PXC in Azure 
There are two options to automatically provision a MySQL PXC in Azure: 

1. Using PowerShell script: 

We published a PowerShell script and a Linux VM custom script that work together to 

automatically provision a PXC 5.6 cluster with CentOS 6.5 VMs on GitHub: 

https://github.com/liupeirong/Azure/tree/master/DeployPXC.  In addition to provisioning VMs, 

the scripts also take care of disk striping, multiple NIC configuration, and load balancing.  You 

also have the flexibility to completely customize MySQL settings in your own configuration file.   

If you are using a different Linux version or flavor, chances are you can still use the published 
example as a reference and tailor it to your own environment. 

2. Using Azure Automation:  

If you don’t want to run a PowerShell script, we also published an Azure Automation runbook to 

the Automation Gallery.  You can access it from the Azure Portal when you select Azure 

Automation, and then create from gallery: 

https://github.com/liupeirong/Azure/tree/master/DeployPXC
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