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Introduction  
This document provides an overview of the Configuration Service implemented in the .NET StockTrader 
2.0 sample application as posted on MSDN (http://msdn.microsoft.com/stocktrader). The Configuration 
Service is an independent service, and can be implemented in any application or service via the shared 
libraries and the base class implementation that have been published at this site.  The tutorial entitled 
Guide to Implementing the Configuration Service 2.0 for .NET Applications and Services is provided with 
the download, for a step-by-step walkthrough of a first implementation with custom applications and 
services for any business solution built with the .NET Framework. 

Core Benefits 

The following are the core benefits/features of the Configuration Service: 

¶ Centralized storage and management of configuration data for .NET-based applications and 

service hosts.  

¶ Live updates to service configurations without redeploying configuration files or service 

host/application restarts. 

¶ Dynamic clustering of service nodes, without any manual operations required to initially set up 

and maintain a running cluster of service nodes. 

¶ Automatic synchronization of configuration updates across all clustered service nodes. 

¶ Load-balancing of service operations (remote service requests) across multiple servers for 

horizontal scaling of middle-tier services. 

¶ Application-level failover of service nodes running a service, across clustered nodes. 

¶ A Distributed Cache service that can optionally be utilized to keep local .NET caches in sync 

across running nodes. 

¶ A central, common Web-based management application (ConfigWeb) for service-oriented 

applications. 

¶ Basic health monitoring of service nodes in a cluster. 

¶ The ability to add/view/reconfigure Connection Points between service clients and service hosts, 

with dynamic management of endpoints between clients and services. 

¶ The ability to support multiple types of bindings, including transport protocols, security/network 

settings and message-encoding standards, between service clients and service hosts, 

simultaneously. 

¶ The ability to view and reconfigure connected services n-levels deep within a service-oriented 

composite application, even for services connected via physically separated subnets (for 

example, connected services might be deployed in different data centers or application hosting 

environments). 

¶ The ability to connect to both .NET and Java-based services (or any service based on industry 

standards), and view/manage such heterogeneous deployments. 

Configuration Service 2.0 Test Harness Solutions  

Two test harness samples are provided: 
 

http://msdn.microsoft.com/stocktrader


Configuration Service 2.0 Technical Guide Page 5 

 

¶ SimpleTestHarness.  This consists of two solutions, TestHost.sln and TestClient.sln, that contain 
applications that implement the Configuration Service.  The TestHost is a simple host that 
exposes a simple service, and illustrates a very basic implementation.  The TestClient is a Web 
application that is a client to the TestHost simple service; and also implements the Configuration 
Service. 

¶ MoreInterestingTestHarness.  This consists of a single solution, MoreInterestingTestHarness.sln, 
that contains all the projects for two services and a client Web application 
(/CompositeWebApplication); and illustrates a more sophisticated host that includes two virtual 
service hosts, including both a WCF ServiceHost and a WCF WorkflowServiceHost.  This sample 
illustrates: 

o Hosting multiple service hosts within a host process. 
o Hosting a WorkflowServiceHost with a simple workflow for illustration. 
o Hosting a service host that implements multiple contracts. 
o A setup that includes both a root SOA client (the CompositeWebApplication); a set of 

middle tier services (both workflow and non-workflow based); and a second tier of 
services the middle tier service host is a client to (so it is both a service host; and a 
service client, ala the StockTrader Business Services). 

o An implementation of a Distributed Cache (DC) service, for keeping caches in sync across 
distributed nodes hosting the middle tier services. 

 
These solutions are located in the [stocktrader install directory]\configuration\simpletestharness and 
the [stocktrader install directory]\configuration\moreinterestingtestharness folders. 

What is Configuration Data?  
Configuration data can be any information/metadata that defines how a service will operate.  For 

example, in the .NET StockTrader Web application, a configuration setting determines how many orders 

to display on the Account Summary page.  Another configuration setting determines whether to run the 

Business Service layer remotely, or in-process on the same computer as the Web application.  Yet other 

configuration settings define which transport protocol (http/text-XML, tcp/binary encoding, etc.) to use 

to connect to the business service layer; or which services to expose on specific endpoints when 

constructing the .NET runtime.  The .NET StockTrader business service layer also has many of its own 

configuration settings, including what database to connect to (including whether SQL Server 2005 or 

Oracle 10/11g), and the location of the StockTrader production database.  Configuration settings also 

determine how to manage transactions, transaction timeouts, etc.  Any custom application-specific 

configuration information that might otherwise be embedded in the <appSettings> section of a .NET 

configuration file, or hard-coded, can be setup and managed via the Configuration Management Service 

simply by defining new configuration keys to store the information.  Configuration keys are 

automatically loaded into the service host at startup, and changes can be made dynamically after 

startup via the Configuration Management user interface, ConfigWeb.  Such changes can be made 

without deploying new configuration files, which would also require application restarts on running 

nodes. 

Any type of setting a developer wants to define can be managed by the system.  It is up to the developer 

of the system to actually utilize the settings in their application as part of their business logic.  However, 
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several common settings are also defined and managed automatically by all services/application hosts 

implementing the Configuration Service.  These are application-server specific settings the Configuration 

Service automatically provides (and can be extended). What additional application-specific settings 

might you want to store?  Anything you want to be configurable dynamically after deployment, without 

recompiling and re-deploying code or configuration files, and restarting host processes!  For example, 

even the default sizes for textboxes in your Web or Windows application might be defined as a 

configurable setting, which an administrator/operator could change at a later time via ConfigWeb.  Also, 

keep in mind these updates are applied live across all running clustered nodes; and any new node added 

later will initialize with the same setting value since it is stored in the repository. 

What the Configuration Service Provides  
 The Configuration Service is meant to make it easier to dynamically manage the configurations and 

ongoing operations of distributed, service-oriented applications.  The Configuration Service also 

provides the ability to automatically cluster services on multiple servers (service nodes), and load-

balance across these nodes from service clients with application-level failover.  If a service node goes 

down, clients will automatically detect such failures (whether a network, physical server or 

application/service host software failure), and redirect requests to other online nodes.  In this fashion, a 

service host is virtualized across servers without the need for external hardware or software-based load 

balancers, although the Configuration Service can also integrate with such external load-balancers.   

Once a service is virtualized in such a fashion, the Configuration Service Management Web (ConfigWeb) 

allows administrators to make configuration updates to a service as well as any connected services, and 

automatically update all running service nodes without the need for application re-starts or manual 

configuration synchronizations.  Hence, the Configuration Service is meant to make service-oriented 

applications more robust, reliable, and easier to manage.  All of this is accomplished via the use of SQL 

Server-based service configuration repositories.  The Configuration Service itself is implemented using 

.NET 3.5 and Windows Communication Foundation (WCF), and is itself based on industry Web Service 

standards.  

Implementing the Configuration Service  

The Configuration Service is contained in pre-compiled .NET assemblies, and while implemented by the 

.NET StockTrader application as an illustration, is completely independent of the .NET StockTrader 

application itself.  Hence, the Configuration Service is designed to be easily implemented by customers 

in any custom application or business service.  New with the 2.0 version, a base-class implementation is 

provided, and the amount of work required to implement the Configuration Service for any ASP.NET 

Web application, .NET executable (Windows or Console application) or .NET Windows NT Service is 

dramatically reducedτvery little code is now required for a basic implementation.  In addition, any base 

class method can be overridden, and custom functionality provided for extensibility purposes.  The 

ConfigurationActions class can also be extended to capture changes to specific configuration settings 

and execute custom logic on every clustered node. Once implemented, the management user interface, 

ConfigWeb, can attach to a custom application or service host via the login page, and ConfigWeb can be 
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fully utilized to manage custom applications, services and complete composite/distributed applications.  

The 2.0 version also includes a tool that makes it easy to create an initial service configuration repository 

for a custom service (as illustrated in the tutorial). 

Windows Communication Foundation Core Concepts  
²ƛƴŘƻǿǎ /ƻƳƳǳƴƛŎŀǘƛƻƴ CƻǳƴŘŀǘƛƻƴ ƛǎ aƛŎǊƻǎƻŦǘΩǎ ǎǘǊŀǘŜƎƛŎΤ ǇƭŀǘŦƻǊƳ-level service oriented 

programming model and runtime for .NET. For those new to Windows Communication Foundation 

(WCF), this section introduces some core WCF concepts and terminology that are necessary to 

understand before reading further.  Readers should also visit the WCF site on MSDN for both conceptual 

overview information about WCF, and detailed technical documentation. 

What is a WCF Service? 

A WCF service is a black-boxed set of functionality, implemented in the .NET Framework, which provides 

functionality to clients that can remotely invoke the service operations over industry standard protocols 

and encoding standards.  WCF is based on Web-service standards such as HTTP, SOAP, WS-* standards 

and XML, but also supports other de facto standards including REST/POX, MTOM, Tcp, .NET binary 

encoding, MSMQ message queuing, .NET distributed transactions, and many other standards.  Java-

based and .NET-based clients can easily connect to WCF services, and WCF clients can easily connect to 

both .NET and Java-based services, as illustrated in the .NET StockTrader application.  If you are new to 

WCF, it is highly recommended you visit MSDN and take one or more of the online tutorials or 

install/examine some of the basic code samples available.  WCF is a .NET 3.0/3.5 component, so you will 

want to make sure you have the .NET 3.5 runtime and the latest Microsoft Window SDK installed first 

(both are free downloads on MSDN). 

Core Components of a WCF Service 

A WCF service consists of (at least) the following core components, typically isolated within different 

Visual Studio projects/assemblies for clean partitioning: 

1.  The Service Contract.  This is typically an interface that simply defines the methods (service 

operations) that the service will support/implement.  The service contract is attributed with 

WCF attributes, much like ASMX-based Web Services were attributed with the [Web Method] 

attribute. 

2. The Service Data Contract.  The data contract simply defines any custom classes/types that will 

be passed between clients and services, either as parameters or return values.  These will 

automatically be serialized by WCF for over-the-network transport, typically (but not limited to) 

text-XML/SOAP encoding or .NET binary encoding. 

3. The Service Implementation.  The service implementation is the class that actually implements 

the service functionality, and inherits from the service contract, providing the implementation 

logic for all the service operations (methods) defined in the service contract.  Service operations 

might be self-contained (for example, communicating with a database); or may invoke other 

remote services or any .NET component/logic.  So a service might also be a client to other 

http://msdn.microsoft.com/en-us/library/ms731082.aspx
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services with service-to-service interactions across the intranet, an extranet, or the public 

Internet. 

4. Service Bindings.  Bindings are the network transports and encoding standards used by a 

service. A WCF service can simultaneously support multiple bindingsτlistening on both HTTP 

and TCP endpoints, for example, potentially using different security and message-encoding 

standards on different endpoints.  Clients can choose which binding to use to connect to a WCF 

service, based on the endpoint they are connecting to.  With WCF, binding information can be 

stored in application configuration files or constructed programmatically.  Typically, once tuned, 

binding information does not need to change.  The Configuration Service uses WCF Binding 

Configurations, with the configuration name(s) stored in the repository, pointing to specific 

binding information defined and loaded from the application-specific configuration files 

(web.config or .exe.config).   Many template bindings are provided with the Configuration 

Service 2.0. 

5. Service Host.  A service host is a program (process) that hosts one or more services.  It is a 

physical executable process.  With WCF, the most common service host is Internet Information 

Server (IIS), which runs the service(s) under the IIS administration and security infrastructure 

within an ASP.NET worker process (w3p.exe).  However, services can also easily be self-hosted in 

custom executables, such as .NET Windows applications, console applications, or .NET-based 

Windows NT Services. 

The Configuration Service itself is a WCF service.  It can be hosted in IIS, or in custom self-host programs.  

The Configuration Service also has a sister service, the Node Service, that handles communication 

between peer nodes in a cluster setup.  When implementing the Configuration Service (either in IIS or a 

self-host program), the service host will actually be hosting custom service(s) you define, as well as the 

Configuration Service and the Node Service.  Developers can customize the bindings (transport protocol, 

encoding standard, and security settings) for their host-specific Node and Configuration Service 

endpoints.  

Configuration Service Overview  
A service-oriented application makes it possible to construct composite applications---applications 

consisting of multiple services interconnected to provide the business functionality.  With a composite 

application, such as the .NET StockTrader Web application, much if not all of the business functionality 

may not reside with the user-activated application itself, but rather it will likely be provided by remote 

services running on distributed servers, possibly on the other side of a firewall, or even in remote data 

centers or across the Internet.    In addition, these services may be providing their functionality to 

multiple applicationsτhence being reused to support different business scenarios.  Also, the services 

themselves may connect to other services, including services hosted by business partners or cloud-

based service providers.  A good analogy is a tree structure (as is used with Windows file/folder views).  

One folder might contain one or more other folders, each then containing their own folders.  Hence, a 

network node map for a composite application is really a tree of connected services, and this is how the 

Configuration Service views a composite application.  For example, consider the following illustration: 



Configuration Service 2.0 Technical Guide Page 9 

 

 

Figure 1: Sample SOA Topology 

Here we can see two different root άŎƻƳǇƻǎƛǘŜέ applications (one a Web application, the other a 

Windows application), each connecting to remote services that provide some or all of their business 

functionality.  We can also see the tree-like nature of these connections, with each service possibly 

connecting to other services, n-levels deep.   

The Configuration Service, once implemented, provides the ability, if the services are so configured and 

with a proper global administrator authenticationΣ ǘƻ ŀƭƭƻǿ ǘƘŜ ŀŘƳƛƴƛǎǘǊŀǘƻǊ ǘƻ ƛǘŜǊŀǘƛǾŜƭȅ άŘǊƛƭƭ Řƻǿƴέ 

into configuration information for connected services that also implement the Configuration Service, 

even through n-different levels of services even if the root service is not located on the same physical 

subnet as services several levels down.  Also, the Configuration Service and ConfigWeb support the 

concept of connecting to multiple services, and to multiple service hosts, even to multiple service hosts 

each hosting multiple services.  Again, just think of the tree structure analogy.  Connection Points 

represent a connection from one application or service, to another remote service.  So a Web 

application (or Windows application) may have multiple connection points to different services, which in 

turn might have their own connection points to other remote services.   

One important concept of service-orientation that is followed in the Configuration Service is the notion 

that services should be autonomous. So in the illustration above, the Web application is completely 

unaware of services C, D E and F.  Service A is aware of (connects to and understands the service and 

data contracts) Services C and D; while Service B is aware of Service E, but only E is aware of Service F.  
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The Web application is aware of both A and Service B, since it connects directly to them. So services are 

autonomous, and clients that connect only need to understand the service contract, data contract (the 

ǎŜǊǾƛŎŜ ΨǎŎƘŜƳŀΩύΣ ŀƴŘ ŀƴ Ŝƴdpoint (URI) to connect to in order to utilize that specific service.  Hence, 

only schema information is shared, and implementation logic and service management is completely 

black-boxed. 

This also applies to location independence.  In the diagram above, services that directly connect must 

have network connectivity, of course.  However, the Web application may reside on a completely 

different network (and geographic location) than services C, D, E and Fτwhich may each reside 

anywhere.  In many cases, a service-oriented deployment may involve connections only to services that 

reside within the same data center/network, but this is not assumed.  Also, since WCF is based on Web 

Services, applications and services may be based on Java or .NET, and still interconnect.  However, while 

the Configuration Service can help manage connections to non-.NET services and .NET services that do 

not also implement the Configuration Service, the Configuration Service will only be able to drill down 

and view/modify configuration data for services that also implement the Configuration Service.  

ConfigWeb can, however, be used to establish and manage connections to non-.NET services, and even 

provide load balancing/failover against non-.NET services and online/offline status information for the 

remote endpoints on non-Microsoft platforms. 

So now consider the same illustration, however, add the notion of clustered service nodes: 
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Figure 2: SOA topology showing services hosted on scaled-out clusters of servers. 

As you can imagine, even just managing configuration data for a single service or application on such a 

cluster could be a challenge. 

For the Configuration Service, the notion of a central store of configuration data is utilized, which we call 

a service configuration database (aka repository).  SQL Server is used to store the configuration data.  

Also, to maintain the notion of autonomous services, each service host gets its own repository.  There is 

no single repository; rather there is a shared schema for all repositories, and a shared way to access any 

repository via the Configuration Service and the ConfigWeb UI given a common administrator 

authentication.  Without such a common administrator authentication, services can still connect, but 

viewing and changing configuration data will be limited within the composite application to a single 

service domain. 

Each separate service hosted by a single service host (the illustration depicts each service host hosting 

only a single service) can have its service-specific configuration data stored in a repository shared only 

by peer clustered nodes within that service domain.  Also, since the Configuration Service can drill down 

n-layers deep in a topology, ConfigWeb is able to provide a single UI and login to manage a complex 

service-oriented topology, all in one place.  
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Load Balancing and Failover  

Peer service hosts are automatically clustered simply by sharing a single service repository.  In other 

words, the service host (IIS application; self-host executable or NT Service) can be executed/installed on 

n-number of servers, and will automatically join the cluster simply by nature of the fact it points to a 

common repository database.  !ƭǎƻΣ ŀ άǊƻƻǘέ ŎƻƳǇƻǎƛǘŜ ŀǇǇƭƛŎŀǘƛƻƴ Ŏŀƴ ōŜ ŎƭǳǎǘŜǊŜŘ όŦƻǊ ŜȄŀƳǇƭŜ, with 

hardware load balancing or software load balancing such as Windows Network Load Balancing), yet 

share a common repository such that all nodes load common configuration data and updates are 

automatically synchronized across application nodes in the cluster.  A load-balancing client base class is 

provided such that service clients will automatically round-robin requests across online nodes available, 

and failover should one or more nodes become unavailable.  A notification system built into the system 

allows new nodes to be started on new servers and automatically start receiving requests from any 

online clients it is supporting.  This notification system is dynamic in that new clients and/or new service 

hosts can be started and stopped at any time, and the proper connections will automatically be setup 

and utilized by the system for any service implementing the Configuration Service.  To implement the 

load balancing, you will simply inherit from a base load balancing client class in your service-specific 

WCF client, and establish an initial connection to a service from a client via ConfigWeb.  If that service is 

virtualized/horizontally scaled across n-servers, the client application/service (also possibly clustered), 

will actually establish and use connections to all service host nodes available automatically.  ConfigWeb 

can be used to view the physical nodes a service host is clustered across, and the online/offline status of 

that physical node.  Separate physical clusters of the same service implementation could be established 

simply by having two distinct configuration repositories, with nodes in Cluster A connecting to service 

repository A, and nodes in cluster B connecting to service repository B.  Each might be serving unique 

client applications, perhaps with different service level agreements (SLAs). 
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Figure 3: Autonomous Service Configuration Repositories per Service Host.  Each service repository is shared by peer nodes, 
but distinct per service host/application. Also, every service configuration repository shares a common schema. 

Implementing the Configuration Service  
In order to implement the configuration service, you will need to create the following elements (the 

separate tutorial in the separate document entitled Guide to Implementing the Configuration Service 2.0 

for .NET Applications and Services explains how step-by-step, and will take 2 to 3 hours to complete). 

1.  A service repository which is a database with a common schema.  This database is created and 

initially populated via a tool provided with the download.  This will automatically create the 

tables and pre-populate configuration data for the Configuration and Node services. 

2. A Settings project and class.  This is simply a .NET class that will be setup in a new Visual Studio 

project, and inherit from a base class implementation already provided.  The Settings class 

defines (but does not initialize) the fields (variables) that will contain configuration data for your 

application or serviceτanything you might otherwise be storing in the <appSettings> section of 

a web.config or exe.config file, for example.  You can define any number of custom settings and 

ŎǊŜŀǘŜ ǎŜǊǾƛŎŜ ǊŜǇƻǎƛǘƻǊȅ άƪŜȅǎέ ǘƻ ǎǘƻǊŜ ǘƘŜ ǎŜǘǘƛƴƎǎ later.  Initially, you do not need to create 

any custom keys, just create an empty class that inherits from the SettingsBase class already 
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provided in the shared libraries.  The base class defines common host settings all applications 

and services that implement the Configuration Service will have.  You can think of these as 

application-sever specific settings. 

3. A Configuration Service Implementation project.  This will be the project/namespace that 

contains your Configuration Service implementation class and Configuration Actions class.  

Hence, this project will have two simple classes defined in it (items 4 and 5 below).   

4. A ConfiguationService class, defined within the service implementation project called out as 

item 3 above. This class will simply inherit from a base class.  It is generated by the Repository 

Creation tool; then simply added to the Configuration Service Implementation project.   

5. A ConfigurationActions class, defined within the service implementation project called out as 

item 3 above.  This class will also inherit from a base class provided, and any custom logic 

provided later, if any is necessary.  For many applications and services, just an empty definition 

inheriting from the base class will suffice and no additional logic beyond the base class logic 

already implemented will be needed.  This will be generated by the Repository Creation tool; 

then simply added to the Configuration Service Implementation project.  

6. If self-hosting, you will need to create a self-host program.  This can be a Console Application, a 

Windows Application, or a Windows Service.  The initial code will be generated by the 

Repository Creation tool.  If hosting in IIS, your host application will be an ASP.NET Web 

application/project. A complete Windows host console is provided as a base class, and can be 

used as a convenient way to host services in a Windows application that provides monitoring 

functionality. 

7. An app.config (compiled to .exe.config for executable apps)  or Web .config file (for Web apps).  

The appropriate configuration file type will be generated by the Repository Creation tool. 

8. If IIS-hosting, you will need to have a .svc file (single line of code) defined for your custom 

service(s), as well as the Configuration and Node services, and present within your Web-

published virtual directory.  Typically, the Configuration Service endpoint will be stored in 

config.svc, and the Node Service defined in node.svc.  These will be generated by the Repository 

Creation Tool. 

9. If you are defining a custom business service that will be hosted by your service host beyond just 

the Configuration and Node services, you will of course need to setup your WCF service 

contract, data contract and WCF business service implementation logic, typically done in 

separate projects under a common root namespace, ala the StockTrader elements.  Hence, you 

would have a service contract project, service data contract project and service implementation 

project for each service you will be hosting, with this logic up to you to implement to support 

your business functionality. 

10. If your application or service is connecting to any services, you will need to define a custom WCF 

client that will inherit from a base class load-balancing client provided with the Configuration 

Management System shared libraries.  The Repository Creation Tool will generate this client 

automatically, if you provide a compiled service contract and data contract. The service contract 

and data contract might be generated via svcutil.exe (a tool provided as part of the Microsoft 

Windows SDK to aide in generating proxies to any industry-standards based service); or 

provided directly as an assembly.  In both cases, the Client Generation within the Repository 
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Creation tool will generate a new client class from the existing information. The tutorial steps 

through this. 
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Technical Documentation  

Proper DNS/Network Setup  

The Configuration Service is sensitive to proper setup of the network and DNS/AD structure.  It is 

imperative that the network be properly setup, with nodes able to communicate to each other over DNS 

names and/or IP addresses overridden in configuration files as discussed later in this document.   If you 

are not on a domain with a DNS server; you can always use the \windows\system32\drivers\etc\hosts 

file to assign IP addresses to computer names in your cluster (for computers in a Workgroup, vs. a 

Domain, for example). A sure sign something is wrong is the SOA Map View; this will show across all 

nodes whether they can communicate properly with each other over the designated service endpoints.  

By default, the Configuration Service will use a DNS-provided name (typical AD domain setup) or the 

local computer name (Workgroup setup without AD or a DNS server) to determine the base address for 

service endpoints.  However, this can be changed as well (to bind specific endpoints to alternate names 

or specific IP addresses, as discussed later in this guide). 

Firewalls  

Firewalls will likely be a common setup issue.  You must enable firewalls to allow communication 

between nodes in a cluster.  On Windows Vista, even the primary http port 80 is blocked by default, and 

must be enabled. Again, the SOA Map View will immediately show if all nodes can communicate, both 

inbound and outbound, with each other and to Configuration Service and Primary Service endpoints.  

Specific ports might need to be enabled, depending on your hosted service environment and the ports 

you choose to use. 

Debugging Your Host Using Visual Studio  

For IIS-ƘƻǎǘŜŘ ǎŜǊǾƛŎŜǎΣ ȅƻǳ ǎƘƻǳƭŘ ŀƭǿŀȅǎ ƳŀƪŜ ǎǳǊŜ ǘƻ ǳǎŜ ±ƛǎǳŀƭ {ǘǳŘƛƻ ά!ǘǘŀŎƘ ǘƻ tǊƻŎŜǎǎέ ǘƻ ŘŜōǳƎΣ 

rather than hitting F5-go.  You will need to create a real virtual directory in IIS for your Web application.  

Hitting F5 go on a Web site is not advised, because Visual Studio creates a separate IIS process/worker 

pool that is not linked into the actual IIS worker process; and hence other nodes (or ConfigWeb 

operations) communicating with your application are actually communicating with the IIS-hosted worker 

process, not the Visual Studio-created worker process. This is solved simply by attaching to the W3P.exe 

ǿƻǊƪŜǊ ǇǊƻŎŜǎǎ Ǿƛŀ ±ƛǎǳŀƭ {ǘǳŘƛƻΩǎ 5ŜōǳƎ ƳŜƴǳ, and not using F5 Go to launch Web applications within 

Visual Studio itself. 

Adding Custom Settings to Be Managed in Repository  

/ƻƴŦƛƎ²Ŝō ƛǎ ǳǎŜŘ ǘƻ ŀŘŘ ŎǳǎǘƻƳ ǎŜǘǘƛƴƎǎ ǘƻ ȅƻǳǊ ŀǇǇƭƛŎŀǘƛƻƴ ƘƻǎǘΩǎ ǊŜǇƻǎƛǘƻǊȅΦ  ¸ƻǳ ǎƘƻǳƭŘ ŎƻƴǎƛŘŜǊ 

putting into the repository most (if not all) settings you might otherwise manage in <appSettings> in 

configuration files (such as web.config); or as defined constants in your code.  Once these become 

dynamically managed, you might find advantages to adding other changeable settings to your 

application.  New with the 2.02 release is the ability to store XML-serialized custom classes in the 

repository, such that custom types/classes can be managed as with simpler settings types. 

When you choose Edit Configuration for any host-level or sub-level settings group in the ConfigWeb 

home page, you will see a Define/Edit Keys link button.   Depending on the settings group you chose to 
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edit, you will be presented with a page to add, modify or remove existing settings, including changing a 

setting level (basic/detailed/advanced); the display ordering; settings description, display name, valid 

values, and data type definition. 

 

Remember that before adding a new key that will be dynamically managed, you must add the 

appropriate field to your Settings class, and recompile your host.  The settings you define are mapped 

to fields in the Settings class; hence these fields must be present first.  ConfigWeb allows you, in the 

Define/Edit Keys section, to map a new setting to an existing field name in your Settings class.  You can 

create new settings groups at any time simply by deselecting Use Existing Groups, and entering a new 

group name.  The new group name will be created automatically. 
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Adding Validation Logic to Custom Configuration Settings  

You can add validation logic via the ConfigurationActions class.  Simply override the base class validation 

method as follows: 

public  override  bool  validateConfigurationKey( object  settingsInstance, 

ConfigurationKeyValues  configurationKey)  

Always make sure to call the base method first in your override method, as follows: 

base .validateConfigurationKey(settingsInstance,configurationKey);  
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This method returns true or false, depending on whether the setting passes the base class validation; 

which validates setting changes to the common host-level settings; and also does type-validation on 

custom settings you define.  The validateConfigurationKey  method is always called prior to 

persisting any change into the configuration database. 

Storing Custom Classes/Types in the Repository  

You can now store large string sequences, including XML/HTML in the repository and associate them 

with Settings fields.  This might include serialized data for constructing custom types/classes from the 

repository on host startup, and the ability to use ConfigWeb (or programmatic Configuration Service 

calls at runtime) to update these values and keep running nodes in sync with the updated values.  If you 

will be de-serializing custom types (as defined in static fields within your Settings class); you will need to 

provide the de-serialization logic.  This can be done by overriding the method: 

 

public  virtual  bool  updateConfigKeyInHostInstance( ConfigurationKeyValues  

updateKey, object  settingsInstance)  

in your ConfigurationActions class.  In this method, that will be called for every Settings key defined 

(including inherited application server global settings every Configuration Service Host has), you must 

detect the name of the field via the: 

updateKey.ConfigurationKeyFieldName  

property.  You can use a simple switch statement, and call the base class method for any standard fields 

not requiring de-serialization: 

public  override  bool  updateConfigKeyInHostInstance( ConfigurationKeyValues  

updateKey, object  settingsInstance)  

{  

 switch(updateKey.Configu rationKeyFieldName)  

 {  

  case ñmyCustomClassFieldò :  

{  

Settings.myCustomClassField = 

deserializeMyCustomClass(updateKey.  

ConfigurationKeyValue);  

break;  

  }  

default:  

{  
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 base.updateConfigKeyInHostInstance(updateKey,settingsInstan

ce);  

break;  

}  

}  

}  

Also, when setting up Settings fields (configuration keys) that will have large strings as values, you can 

ŎƘƻƻǎŜ Řŀǘŀ ǘȅǇŜ άnodisplayέ ƛƴ /ƻƴŦƛƎ²Ŝō ǘƻ ǇǊŜǾŜƴǘ ŘƛǎǇƭŀȅ ƻŦ ǘƘŜ ƭŀǊƎŜ ǎǘǊƛƴƎǎ ŜȄŎŜǇǘ ƛƴ Ƴǳƭǘƛ-line 

edit windows on the Configuration update page. 

Executing Logic on Configuration Changes  to Custom Settings 

The ConfigurationActions class is also used to execute any custom logic you might want to execute when 

any setting is changed.  This logic will be executed on all clustered nodes by default.  Some settings 

might require such logic to be executed when they change, vs. just being updated in-memory via 

reflection (the default behavior). A good example is in the SimpleTestHarness, TestHost project; 

changing a background color of the Windows application (one of the custom settings defined for the 

SimpleTestHost) required a Windows API call to actually make the change live on already-running nodes. 

To capture changes as they are made (via ConfigWeb or ConfigurationService programmatic calls), 

override the checkChangedSetting method as shown below: 

public  override  bool  checkChangedSetting( object  settingsInstance, 

ConfigurationKeyValues  updatedConfigurationKey, bool  block, ServiceUsers  

csUser)  

As with the validateConfigurationKey method, always call the base class implementation first: 

success = base .checkChangedSetting(settingsInstance, updatedConfigurationKey, 

block, csUser);  

All of the samples, including StockTrader elements, demonstrate using both validateConfigurationKey 

and checkChangedSetting method overrides. 

Securing Configuration Service Endpoints  

Configuration Services can link; providing the ability to configure multiple service hosts making up a 

composite application from a single ConfigWeb session.  For administrative operations, linkages are 

predicated on an administrative userid/password that is also setup in the repositories of the linked 

service host(s); and WCF security either at the transport or message level (or both) based on WCF-

provided service security, if implemented for Configuration Service endpoints.  You should always 

secure your Configuration Service endpoints if you are exposing them externally; or for linked 

configuration capabilities.  Configuration Service endpoints are secured based on WCF bindings that can 

be easily configured with message + transport or transport-only security (such as https).  You will 

typically want to use transport security with your Configuration Service endpoints for this release of the 

Configuration Service, given the use of Username client credentials by default, and the fact 
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username/password information is passed over the wire on initial login from ConfigWeb and on 

subsequent operations between linked services.   With transport security, information passed between 

connected Configuration Services is encrypted. You should refer to Windows Communication 

Foundation Security on MSDN for a variety of important information and technical guides on 

implementing secure services. 

You can also turn on/off a host-wide setting that will disable any user but the localadmin user from 

viewing or changing configuration data for a host; disabling linked configuration capabilities for that 

host.  This setting is the ShareServiceConfigurationData setting.  When set to false, configuration data 

will not be passed between remote hosts, even when authenticated. 

Navigating ConfigWeb  

When logging into ConfigWeb, the home page will display a root node on the left, and remote 

connected services on the right.  If you have administrative rights to remote connected services as well 

as the ability to connect via WCF message and or transport level security, you can select remote 

connected services as the root node (much like opening a subfolder in Windows).  Top-level menu items 

in ConfigWeb are always operating against the root node you logged into on the login page; however, 

some items circled below, such as the link buttons, operate on the currently selected root node (which 

is always on the left, and can be changed). 

http://msdn.microsoft.com/en-us/library/ms732362.aspx
http://msdn.microsoft.com/en-us/library/ms732362.aspx
http://msdn.microsoft.com/en-us/library/ms732362.aspx
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Using the Provided CustomUserNameValidator and CustomCertificateValidator 

Classes 

The configuration service provided base classes that enable you to more easily implement custom user 

name validation (message security with client credentials set to Username); and custom client certificate 

validation (message security with client credentials set to certificate).  These are provided base classes, 

and you can override the base methods (or modify/extend the base class source code itself) to 

customize your Validate method behavior.  The provided CustomUserNameValidator works by default 

ǿƛǘƘ ǘƘŜ /ƻƴŦƛƎǳǊŀǘƛƻƴ {ŜǊǾƛŎŜ ¦ǎŜǊǎ ǘŀōƭŜ ƛƴ ȅƻǳǊ ƘƻǎǘΩǎ ǊŜǇƻǎƛǘƻǊȅΤ ōǳǘ ȅƻǳ ŎƻǳƭŘ όǾƛŀ ǘƘŜ ƳŜǘƘƻŘ 

ƻǾŜǊǊƛŘŜύ Ŝŀǎƛƭȅ ŎƘŀƴƎŜ ǘƘƛǎ ǘƻ ǿƻǊƪ ǿƛǘƘ ȅƻǳǊ ƻǿƴ ǳǎŜǊΩǎ ǎǘƻǊŜΦ  Using the SQL Membership provider is 

also an option with WCF services, of course, including role-based security; although not illustrated in 


