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1. Intended Audience 

This paper introduces readers to SQL Server Integration Services, Microsoft’s new data 
integration and Extract, Transformation and Loading (ETL) platform by comparing key areas 
of technical functionality with one of the current market leading products, Informatica 
PowerCenter. SQL Server Integration Services is the replacement for Data Transformation 
Services (DTS) in SQL Server 2005. 

This paper is aimed at: 

·  IT professionals and personnel evaluating ETL and data integration technology; 

·  Customers familiar with Informatica who are interested in understanding Microsoft’s 
approach to ETL and data integration; 

·  Business Intelligence and data management professionals investigating the market 
leading ETL and data integration tools; 

·  Microsoft Data Transformation Services customers interested in discovering the 
improvements in functionality in Microsoft’s SQL Server 2005 release. 

Whilst the introductory sections of the paper are non-technical in nature, the body of the 
document assumes a technical audience with a familiarity of ETL and data integration.  
Specific reference is made throughout the document to the Informatica product suite and it is 
this technology that forms the basis of our comparison with Microsoft’s SQL Server 
Integration Services product, therefore some familiarity with the concepts of Informatica are 
assumed. 

The document itself is not intended to define a solution; rather it is intended to provide specific 
comparisons of the concepts and constructs involved in developing ETL solutions using the 
two products in focus.  It provides guidance about how to relate Informatica PowerCenter 
concepts within the Integration Services design environment. 
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2. Introduction 

Market Trends in Data Integration 

The market’s expectations of the role an ETL tool should play within the organisation has 
changed, and in response, vendors are looking to increase the flexibility and functionality 
offered by their platforms and to search out niches of functionality by reacting to the shift in 
focus of the marketplace. This has resulted in industry consolidation, both horizontally across 
data integration vendors, and vertically over the data supply chain. 

Consolidation amongst the market players has continued apace1, with vendors using 
acquisitions to supplement their traditional ETL offerings with Enterprise Application 
Integration (EAI) capabilities.  At the same time, leaders in other market spaces have looked 
to supplement their existing offerings with an ETL capability with the aim of providing an end-
to-end data integration and Business Intelligence platform.    Informatica’s recent OEM 
partnership with Composite Software will allow them to offer Enterprise Information 
Integration (EII) capabilities with their PowerCenter platform in the Zeus release of the 
software (Zeus is the upcoming release of the Informatica product suite and is expected in the 
Fall of 2005), though integration between the two products will be limited initially. 

Alongside this consolidation, database vendors such as Oracle and Microsoft are adding and 
augmenting ETL capabilities in the database, vendors such as Journee and Siperian are 
providing ETL-like capabilities under the guise of EII, and companies such as SAS and 
SyncSort are bringing their data management expertise to bear in ETL solutions.  

As businesses face increasing challenges to integrate data from an ever-increasing number 
of diverse systems, the software employed to enable that integration has to change to meet 
that challenge. 

 

 

 

                                                 
1 The following list shows some of the changes that have occurred over the last two years or so. 

·  Ascential acquired Mercator in August 2003 
·  Informatica acquired Striva for its mainframe and replication technology in September 2003 
·  IBM acquired CrossAccess�s technology in October 2003 
·  Information Builders�s iWay unit acquired Actional�s adapter portfolio in October 2003 
·  Progress Software acquired DataDirect and its driver technology in December 2003. 
·  Business Objects acquired ETL pure-player Acta Technologies in 2002, re-branding Acta’s ActaWorks ETL 

technology as Data Integrator.  
·  Actuate Corporation acquired Nimble Technology a privately held Enterprise Information Integration (EII) 

company in July 2003. 
·  Group 1 Software purchased Sagent’s assets in October 2003. 
·  Pervasive Software acquired Data Junction in August 2003. 
·  IBM acquired Ascential in March 2005 
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Business Challenges include:  

·  Continuous and real time information needs. Traditional ETL grew from the Business 
Intelligence sector and the need to feed a corporate data store or data warehouse 
with information on a regular basis.  This traditionally happened out of normal office 
hours, usually overnight.  In today’s connected marketplace, business does not have 
a quiet time for this process to occur.  Data integration spans international timelines 
and traditional geographical boundaries.  Online businesses operate 24:7 and 
business decisions to support these organisations increasingly need to be made in 
real time. 

·  More regulation.  Initiatives such as Sarbanes-Oxley and Basel II have imposed strict 
compliance requirements on organisations.  Meeting these requirements often 
requires data integration from legacy and line-of-business systems across the 
organisation.  Data needs to be collected in an efficient and secure manner and 
cleansed and standardised to ensure its integrity and usefulness in meeting 
compliance requirements. Furthermore, a full audit trail of all changes needs to be 
retained for compliance. 

·  More sophisticated users.  The on-demand enterprise empowers employees to drive 
smart decisions at every level from operational to strategic. The ability to meet the 
growing demand for accurate and timely information is vital to support employees in 
the decision making process. 

·  A merging of operational and strategic information requirements. The divorcing of 
strategic from operational data needs resulted from a technical inability to efficiently 
provide true analytical capabilities (aggregation, trend, exception, etc.) on operational 
systems. This artificial divide is no longer acceptable to businesses. They are looking 
to be able to use analytical capabilities to guide their operational decisions. For 
example, in order to identify whether a particular credit card transaction is significantly 
outside the bounds of normal behaviour, there is a need to compare a transaction in 
real time against a basket of similar transactions. This gives rise to in-line analytics, 
such as the ability to analyse promotional behaviour in-flight. 

Technical Challenges include: 

·  More diverse sources and targets for data integration.  As the variety and number of 
data sources and targets for data integration increases, so does the potential 
complexity of the required solution.  E.g. web services, RSS, unstructured and semi-
structured data are sources of data that now fall under the data integration umbrella.  
Similarly, destinations such as mobile devices, personalised reporting and web 
publishing are valid destinations not traditionally associated with ETL. 
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·  Ever greater volumes of data.   

o ETL scalability is a moving target that will further intensify over time. 

o Click-streams, e-commerce, RFID, call-centres all have the potential to 
increase the corporate data pool significantly. 

·  Cost containment.  Organisations continue to scrutinise the economics of data 
integration with every project, affecting the products they select. 

Enterprise ETL 

The view that ETL is simply a component of data warehousing is one that should be confined 
to the history books.  ETL for data warehousing is merely one use for a technology that is now 
being asked to grow to encompass data integration across the whole organisation and to 
support areas such as: 

·  Scalability 

·  Integration of packaged applications.  

·  Database consolidation. 

·  Connectivity; support for integration of legacy systems, relational and non-relational 
data sources. 

·  Support for web services and service orientation (SO). 

·  Integration with messaging middleware. 

·  Development collaboration. 

Informatica’s PowerCenter is generally regarded as one of the market leading ETL tools due 
to its ability to satisfy the requirements for Enterprise ETL. Likewise, PowerCenter, along with 
IBM’s Websphere range (the recently re-branded Ascential)2 are also the most common 
corporate-standard ETL tools, since a standard tool is usually forced to address enterprise-
scale requirements3. 

 

 

                                                 
2 http://www.ascential.com/products/name_changes.html 
3 “Requirements For Enterprise-Scale ETL Few ETL Tools Handle The Whole Enterprise — Choose Carefully”, Philip 
Russom, June 29, 2004, © 2004 Forrester Research, Inc. 
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3. Product Architectures 

When discussing how ETL and EAI apply to a company such as Informatica, it is important to 
take the full suite of applications into account, rather than focussing on a single tool such as 
Informatica PowerCenter.  The whole Informatica offering must be considered to get the 
complete picture of their capability in this space. 

Similarly, Microsoft has not attempted to package all their integration technologies under a 
single application umbrella.  Microsoft’s architecture for Enterprise Application Integration 
(EAI), Enterprise Information Integration (EII), Extract, Transform and Load (ETL) and Event 
Driven Architecture (EDA) falls under the collective banner of the Windows Server System 
(WSS). 

This paper is primarily concerned with addressing the similarities between Informatica and 
Microsoft in the ETL space; hence Informatica PowerCenter and Microsoft SSIS are the two 
products that will be the primary focus of the document. 

 
Informatica PowerCenter 

In Informatica PowerCenter, ETL logic is achieved by assembling a collection of graphical 
transformations in a sequential flow from source transformation, through data transformation, 
to destination transformation. 

Once the sources, targets, and transformations have been defined, the mapping between 
them is created.   A mapping is the end-to-end flow of logic, from one or more source 
transformation to one or more destination transformations. 

A workflow controls the execution of multiple mappings and defines the dependencies 
between them.  

The following tools are used to create and deploy workflows: 

·  PowerCenter Designer is the integrated development environment (IDE), where all 
the sources, targets, and transformations within a mapping are created and the 
mappings themselves are assembled. 

·  PowerCenter Workflow Manager is used to build a workflow around a collection of 
tasks. The most commonly utilised task is a session which is an instantiation of a 
mapping. 

·  PowerCenter Workflow Monitor provides production support capabilities for the 
workflow.  

·  PowerCenter Repository Manager and the Repository Server Administration Console, 
provide administration capabilities for the PowerCenter Repository. 
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·  The PowerCenter Connect family offers broad connectivity to immediate, accurate, 
and understandable enterprise data. PowerCenter Connect eliminates the need for 
organisations to manually code data extraction programs for their applications, and 
ensures that mission-critical operational data can be leveraged across the 
enterprise4.  

For the purposes of this paper we will not distinguish between the various components of the 
Informatica PowerCenter suite and will refer to all components under the generic banner 
“Informatica”. 

The Windows Server System5 

Windows Server System (WSS) is focused on integration and interoperability and strives to 
provide the highest level of dependability, performance, and productivity for application 
development, while also making it easier to interoperate with existing line-of-business 
applications. 

The WSS database management and e-business servers provide the integrated and 
interoperable Application Infrastructure for enterprise application integration and business 
process automation.  

The WSS technologies that are relevant for the scope of this paper are as follows: 

·  Host Integration Server helps customers integrate their mission-critical host 
applications, data sources, messaging and security systems within a Microsoft .NET 
Services-Oriented Architecture (SOA), enabling the re-use of IBM mainframe and 
midrange data and applications across distributed environments. 

·  BizTalk Server helps customers integrate systems, employees, and trading partners 
through manageable business processes enabling them to automate and orchestrate 
interactions in a highly flexible and highly automated manner. 

·  SQL Server Integration Services (SSIS) is Microsoft’s platform for a new generation 
of high performance data integration technologies which will ship with SQL Server 
2005.  This is a new Microsoft SQL Server Business Intelligence application that is 
the successor to Data Transformation Services (DTS). 

3.1.1 SQL Server Integration Services (SSIS) 

SSIS consists of four parts: SSIS Service; the SSIS run-time engine and the run-time 
executables; the SSIS data flow engine and the data flow components; and the SSIS clients.  

·  The SSIS Service tracks SSIS packages that are running and manages the storage 
of packages. 

                                                 
4 http://www.informatica.com/products/powercenter/options/powercenter_connect/default.htm 
5 http://www.microsoft.com/windowsserversystem/default.mspx 
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·  The SSIS run-time engine runs SSIS packages, and provides support for logging, 
debugging, configuration, connections, event-handling and transactions. The SSIS 
run-time executables are the containers and tasks that SSIS provides. 

·  The SSIS data flow engine provides the in-memory buffers that move data from 
source to destination. Data movement is realised through the source adapters, 
transformations and destination adapters that SSIS provides. 

·  The SSIS clients, which include the tools, wizards, and command line utilities that 
SSIS provides as well as custom applications, use the SSIS run-time and SSIS data 
flow engines.  

Development and administrative functions are separated in SSIS; the Business Intelligence 
Design Studio is the development environment for creation of SSIS packages and the SQL 
Server Management Studio is aimed primarily at DBA’s to manage SQL Server, Analysis 
Services and Reporting Services. It also supports executing and scheduling of SSIS 
packages. 

Some sections of this paper may make reference to other WSS technologies when specific 
functionality available in the Informatica product suite is being discussed.  However the 
primary focus of this paper is on demonstrating how functionality available in Informatica 
PowerCenter, the Informatica tool for Enterprise ETL can be implemented in SSIS, Microsoft’s 
tool for enterprise ETL. 
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4. Functional Comparison 

Introduction 

4.1.1 Scope 

The previous sections of this paper have highlighted Informatica’s position as one of the 
market leaders in the ETL space and have introduced Microsoft’s latest offering in the area, 
namely SQL Server Integration Services.  In this section, we identify a number of key 
functional areas that enterprise-class ETL tools would be expected to cover and the 
remainder of the document demonstrates how each area of functionality would be 
implemented in the PowerCenter and SSIS products. 

The list of functional areas can be divided into those that constitute the fundamental building 
blocks for a typical ETL solution and those which further enhance the capability of each 
product to support enterprise class ETL and EAI implementations. 

The paper includes functional comparisons for: 

·  ETL Building Blocks 
o Package Configuration 
o Staging Of Data From Files 
o Extracting information from raw data 
o Sorting 
o Data cleansing techniques 
o Lookups 
o Slowly Changing Dimension support 
o Surrogate key generation 
o Aggregation 
o Security 
o Design-time debugging features 

·  Enterprise ETL/EAI Functionality 
o Support for modular development 
o Integration with common packaged applications 
o Web services support 
o Message queue middleware support 
o Collaborative development 

These functional areas are the most commonly utilised features of ETL tools and 
therefore provide a pervasive basis for comparison of the two products.  
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4.1.2 Scenario 

In order to provide a context for the comparison of the two tools under investigation, a 
common scenario is used for the remainder of this document. This scenario looks at the 
analysis of click-stream information as provided by W3C extended log files. For some areas 
of ETL functionality, web logs are not an appropriate vehicle for the purposes of illustration 
and example.  In these cases a hypothetical scenario more appropriate to each area of 
functionality is used. 

Microsoft IIS (Internet Information Server) uses log files to track information about events that 
occur when users access IIS Web sites and applications. Information such as the number of 
visitors to the site or application, the number of bytes sent and received, and the referring 
page is invaluable for Web managers, who can examine the data to discern trends and 
patterns.  IIS is able to log site activity in different formats: 

·  W3C Extended log file format (used in this paper)6 

·  IS log file format 

·  NCSA Common log file format  

For NCSA and IIS log file formats, the data logged for each request is fixed. However, W3C 
Extended allows the properties to log for each request to be chosen.  

W3C Extended format is a customisable ASCII format with a variety of different properties, 
separated by spaces. Time is recorded as UTC. 

The following example shows lines from a file using the following properties: time, client IP 
address, method, URI stem, protocol status, and protocol version.  

#Software: Internet Information Services 6.0 #Version: 1.0 #Date: 2001-05-02 17:42:15 
#Fields: time c-ip cs-method cs-uri-stem sc-status cs-version 17:42:15 172.16.255.255 GET 
/default.htm 200 HTTP/1.0 

W3C web logs from the www.conchango.com web site have been used as the data source for 
the workflow and transformations that are built and illustrated throughout this paper.   

The intention of this paper is not to demonstrate the end-to-end process of importing and 
transforming the web logs into a structure more appropriate for analysis.  The intention is to 
provide a consistent, familiar scenario from which examples of functionality can be taken.  

 

                                                 
6 IIS Log File Formats – MSDN Article :  
http://msdn.microsoft.com/library/default.asp?url=/library/en-us/iissdk/html/d577e14f-1ebd-4d24-a0d0-
10989098db2d.asp 
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Package Configuration 

In most development projects, separate environments for Development, User Acceptance 
Testing (UAT) and Production are recommended.  Similarly, in an enterprise data integration 
project, it must be possible to develop the solution in one environment and test and deploy it 
within another without the need to manually change the developed workflow.   

In order to facilitate ease of movement between environments, the solution must support the 
dynamic update of solution properties based upon the content of a configuration or parameter 
file.  E.g. when workflow is moved from UAT into Production, the connection strings for the 
database connections that the solution consumes would be expected to change at run-time to 
point to the relevant production databases, rather than those used for testing purposes.  

Both Informatica and SSIS support this functionality, but in slightly different ways.   

In Informatica, each session has one or more source and one or more destination 
connections.  There are different classifications of connections, the main classification being 
relational connections, within which are connection types for Oracle, Informix, DB2, SQL 
Server, Teradata & ODBC. 

Each session can be configured dynamically based upon parameters held within a parameter 
file.  Informatica parameters are specified using connection variables which are of the form: 

$DBConnection<Param_name> (e.g. $DBConnectionMySQLServer) 

Each time a session is executed, a parameter file can be attached in which the 
“MySQLServer” parameter is defined.  This effectively contains the name of the connection 
required and allows the source or destination connections of Informatica sessions to be 
updated at run-time.  The parameter file is a plain-text file built manually by the Informatica 
developer as the Informatica solution is developed.  

In SSIS, similar functionality is enabled through Configurations. 

Configuration information is stored in XML files built using the SSIS Configuration Wizard (see 
Figure 1).  Using configurations, the way a package�s containers behave at run-time can be 
controlled. E.g. a variable can contain the number of times a For Loop container repeats its 
workflow. By changing the variable value, the workflow is repeated a different number of 
times. 

If a package runs on servers that have different configurations, numbers of processors, and 
available disk space, the package can be configured to behave differently for each server. 
E.g. a variable in the configuration for each deployed package can contain a different disk 
space threshold, below which the package does not run. 

Figure 1 shows how the configuration file to support a server name and database is created 
through the SSIS Configuration Wizard.  It depicts how an OLE DB Connection Manager 
would be configured to point to the appropriate data source. 
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In Informatica, a pool of connections exists from which the workflow can choose its source 
and destination.  This pool could consist of connections for each environment (e.g. 
Development, Test, and Production).   The parameter file allows the connections appropriate 
to the environment to be selected dynamically at run-time  

In SSIS, a single connection is defined that can be used by all tasks in that package. The 
configuration file allows the source or destination of that connection to be determined 
dynamically at run-time. 

Hence, SSIS configurations can be considered to be specified at the package level whereas 
Informatica parameters in this context are specified at the session level. 

Figure 1 - SSIS Configuration Wizard 
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Data Staging 

The fundamental unit of work in both 
EAI and ETL is the flow of data from 
source to target.  This section will 
show how Informatica mappings 
relate to SSIS data flows within the 
context of data loading.  The 
example used in this section will be 
the staging of multiple IIS web log 
files into a single relational table. 

By default, IIS web log files are 
stored in the: 
\winnt\system32\LogFiles\W3SVC1 
directory. These files have the 
naming convention ex*.log, as 
shown in Figure 2 opposite, and 
contain information regarding client 
requests against the web server. 

An ETL process was built for both Informatica and SSIS to demonstrate the following: 

·  Identification of the files to be loaded: 

In Informatica, the Workflow Manager tool is used to give each file a location.  Each 
task that subsequently accesses that file is configured with the name and location of 
that file. 

In SSIS, the Connection Manager is used to create a connection defining the physical 
location of a file.   Multiple file locations require multiple connections to be created 
using the Connection Manager.   

Note, all the information defined in the connection manager can be included in the 
Configuration File and so can be dynamically updated at run-time.  

·  Loading of multiple files of the same format: 

Multiple files can be loaded with Informatica via the use of a metadata file that lists all 
the expected files (see filelist.txt in Figure 2).  The Informatica mapping is then 
applied to all of these files as if they were actually a single file (effectively applying a 
UNION function across their contents).  

The metadata file list has to be created manually by the developer at design-time.  
This assumes the required files are known because Informatica does not dynamically 
produce the metadata file list either at design time or run-time.  To handle an 
unknown number of source files, the Informatica process must shell out to an external 
process to generate the file list. 

Figure 2 - Conchango Web Logs 
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SSIS uses a “Multiple Flat Files 
Connection Manager” which 
enables multiple files to be identified 
using the wildcard (*) character. 
Figure 3 (right) provides an 
illustration of this process. 

 

 

 

·  Definition of the format of the file(s): 

In Informatica, the developer is required to identify the type of file to be loaded 
(delimited or fixed width) and the file is automatically analysed to discover the number 
of columns in the file.  The developer is then able to define the name and type of 
each column in the source file. 

 

 

The process is almost identical 
in SSIS.  Figure 4 illustrates 
the process of defining the 
delimiter and the resultant data 
set. The column names are 
defined in the ‘Advanced’ tab of 
the Multiple Flat Files 
Connection Manager Editor. 

 
 
 
 
 
 
 

 
 

 
 
 
 

Figure 3 - Multiple Flat Files Connection Manager  Definition 

Figure 4 - Multiple Flat Files Connection Manager  Format 
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Value Extraction 

A fundamental tenet of a transformation engine is to be able to extract meaning from the data 
that is being streamed along the transformation pipeline or to supplement that data with 
additional information derived from the data in the pipeline.   

In our scenario of extraction and transformation of web logs, an example of leveraging this 
capability is the conversion of a complete URL into the web site address and the requested 
resource page within that site. Another example is the extraction of a date/timestamp from the 
web log record string. 

Both Informatica and SSIS support the concept of “derived columns” – the ability to derive 
new data from existing data as part of the transformation.   

In Informatica, the Expression transformation component is used for this purpose.  The 
following example illustrates the Informatica expression to extract the timestamp from the web 
log: 

TO_DATE(SUBSTR(WebLogRecord, 1, 19), �YYYY-MM-DD HH24:MI:SS�) 

A further example illustrates how to extract the Server IP address from the same string: 

SUBSTR(WebLogRecord, INSTR(WebLogRecord, � �, 1, 2) + 1, INSTR(WebLogRecord, � �, 1, 
3) - INSTR(WebLogRecord, � �, 1, 2) ) 

In SSIS, the same functionality is available through use of the Derived Column 
transformation. The SSIS syntax within the Derived Column Transform for extracting the 
timestamp is as follows: 

(DT_DBTIMESTAMP) SUBSTRING(WebLogRecord,1,19) 

And the SSIS syntax to extract the Server IP address is as follows:  

(DT_STR,15,1252)SUBSTRING(WebLogRecord,FINDSTRING(WebLogRecord," ",2) + 
1,FINDSTRING(WebLogRecord," ",3) - FINDSTRING(WebLogRecord," ",2)) 

Figure 5 shows the SSIS Derived Column Transformation editor and some of the functions 
available to the developer. It also shows the definition of multiple derived columns (including 
the examples above) within the transform: 
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The logic involved to accomplish both operations is identical, and the syntax used is similar.  
The key difference between the two applications is in the expression language used to derive 
the new data and the style of notation used. 

 

 
Both applications have many functions available to the 

transformation and the categories that define these are also 
quite similar as can be seen in the two tables. 

 
 
The power of the transformation engine is further enhanced in both products through the 
ability to access and use variables defined in the workflow or package.  The ability to access 
variables allows the developer to incorporate data into an expression that would not be 
possible using the expression language on its own. Variables allow the Expression/Derived 
Column components to access data outside of their scope. 

 
 
 

 

Informatica 
Character 

Conversion 
Date 

Numerical 
Scientific 
Special 

Test 

SSIS 
Mathematical 

String 
Date/Time 

NULL 
Type Casts 
Operators 

Figure 5 - Der ived Column Transformation Editor ����
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Sorting 

As web logs are streamed over multiple input files, it is useful to be able to sort the data into 
an ordered data set.  Whilst the order of the data may seem to be irrelevant for entry into a 
relational database table, the order of the data in the pipeline may be important for 
transformation operations further down the pipeline such as aggregation (which will be 
covered in the following section). 

The “Sorter” transformation within Informatica is almost identical to the “Sort” transformation 
in SSIS. 

Both allow data to be sorted and de-duplicated in the pipeline.  

·  Within SSIS, duplicates are removed by setting the EliminatesDuplicates property to 
TRUE.  

·  Within Informatica, the same thing is accomplished by checking the Distinct property 
(i.e. setting it to TRUE). 

Both Informatica and SSIS allow selection of the output columns – which need not be all of 
the input columns - and both allow the sort to be performed in either ascending or descending 
order. 

Both tools enable case sensitive or insensitive sorts and both allow columns to pass through 
as unsorted if required. In SSIS this is called a “passthrough” column. In Informatica, this is 
called a “non sort key” port.  

 
Fuzzy Matching 

Like all data integration technologies, ETL reveals problems with data quality. SSIS enables 
the design of transformations in the data flow that can detect and fix data quality issues 
directly in the pipeline.  One such technique is the Fuzzy Lookup transform which matches 
incoming “dirty” data (misspellings, truncations, missing or inserted tokens, null fields, 
unexpected abbreviations, and other irregularities) with clean records in a reference table7, 
and Fuzzy Grouping which detects similarities between input rows and merges duplicates.   

Some of the more interesting web log analysis that can be done is around referrers e.g. which 
web site were people visiting before they came to the www.conchango.com site.  As well as 
the referrer details themselves, it is also possible to determine the number of times each 
referrer was the source of the connection to www.conchango.com, hence allowing us to 
determine the most successful referrers for the Conchango site. 

 

 

                                                 
7 Fuzzy Lookup and Fuzzy Grouping in Data Transformation Services for SQL Server 2005; Surajit Chaudhuri, Kris 
Ganjam, Venky Ganti, Vivek Narasayya, and Theodore Vassilakis; Microsoft Corporation; August 2004 
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The basis of fuzzy grouping is in using a mathematical algorithm to determine the similarity 
between two pieces of textual data, the input and the reference. The algorithm gives each 
piece of input data a “similarity score” between 0 and 1 depending on its similarity to the 
reference data – a score of 1 therefore indicating that an exact match has been found.  

The way this threshold is set up in SSIS can be seen in Figure 6. 

Informatica does not contain 
like-for-like functionality out 
of the box.  

Recreating this functionality 
in Informatica would require 
use of a mapping table 
holding all the referrer values 
ever encountered in the input 
stream and their 
corresponding mapping 
values.   

 

 

This would require human interaction to ensure that the mapping table was up to date before 
additional data could be run through the Informatica Lookup transformation to extract the 
desired values from the mapping table.   However, this approach would not recreate the 
complex algorithms that underpin the SSIS fuzzy logic and would only capture exact matches 
(the equivalent of the SSIS Lookup Transform).   The “fuzzy” aspect of the transform would 
need to be implemented using custom code which could be a complex and time consuming 
process, or through the purchase of technology such as FirstLogic’s Information Quality Suite 
which Informatica resells as part of the PowerCenter platform8.  

Note that it may still be necessary to include a manual step in the transformation process 
where fuzzy grouping has been used – even the most sophisticated algorithm cannot replace 
the human eye so results will need to be checked and fed back into the reference table if 
correct; however SSIS fuzzy grouping allows some of the tasks that would be necessary in an 
Informatica implementation of this functionality to be circumvented.  

                                                 
8 http://www.firstlogic.com/partners/Informatica/ 

Figure 6 - SSIS Fuzzy Grouping Transformation 
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In our web log scenario a derived column transformation has been 
used to isolate the domain of the referrer from the full web log entry 
(see section 0 Value Extraction).  A subset of the data collected can 
be seen in Table 1. 

For our requirement, the top level domain or country suffix of the 
referring URLs are not required, we are interested only in the 
referring domain itself (e.g. the “Google” or “Conchango” part of the 
URL). 

The Sort transform described in the previous section allows the 
incoming data to be sorted by session.  The SSIS fuzzy grouping 
transformation captures the incoming referrer details and allows 
them to be grouped by the sorted sessions to ensure that only the 
referrer from the first record of each session is captured.  Once the 
data has been aggregated in this way, SSIS Fuzzy grouping can be 
used to group similar referrers e.g. to count Google.com & 
Google.co.uk as the same referrer.  

 

Note that it is not possible to determine or control what value 
should be picked as the reference value, hence the potential 
need for human intervention in the process. 

In this scenario (see Figure 7 opposite), 235 distinct referrers 
prior to the fuzzy grouping component were reduced to a 
more manageable 160.  

Most ETL tools offer standard techniques for dealing with 
data quality issues. Fuzzy grouping can be used to improve 
on these, particularly around the grouping and collation 
of similar data. 

 

 

Referrer 
Conchango 
Conchango 

conchango.co.uk 
conchango.co.uk 
conchango.co.uk 
conchango.com 
conchango.com 

info.conchango.com 
Google 

images.google.be 
images.google.be 

images.google.co.hu 
images.google.co.uk 
images.google.co.uk 
images.google.com 

images.google.com.br 
images.google.com.do 

images.google.nl 
images.google.se 

Table 1 - Sample Referrer Data 

Figure 7 - Fuzzy Grouping Dataflow 
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Lookups 

A Lookup, as a data integration concept, is the ability to fetch data from a reference table that 
is keyed using values from the data that is being processed. 

Both Informatica and SSIS support Lookup functionality and both allow the process to be 
optimised for speed of throughput by caching the lookup data in memory.  The size of the 
cache can be configured, as can the SQL statement used to build the cache (see Figure 8). 

 

Examples of where this functionality can be extremely useful in a data warehousing 
environment are: 

·  In the support of surrogate keys – when fact rows are loaded from the operational 
source, the surrogate key must be determined from the business key associated with 
the new row and the dimensional data in the data warehouse. 

·  In support of dimension table building - by retrieving business keys from data to be 
loaded that do not exist in the appropriate data warehouse dimension table (e.g. 
determine all the customers from my staged data that are not already in the Customer 
dimension table).  

In general, SSIS data flow components enable the developer to direct all rows failing a 
particular operation to their own destination (i.e. error output).  As can be seen in Figure 9, the 
Lookup transformation is no different and in this case there is real power in this functionality. 

Figure 8 - Lookup Transformation Editor  
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Any input row that does not find a lookup value in the lookup table/cache can optionally be re-
directed to the error output. Therefore, the error output contains all records where the natural 
key is not in the dimension table. 

The Informatica Lookup transformation includes a true/false property called “Dynamic Lookup 
Cache” which enables similar functionality.   This property allows the table used in the lookup 
transformation to also be the destination of output rows from the transformation.  In this case, 
it is necessary to add new values to both the lookup table and the cache.  

When using a dynamic lookup cache, a new port (NewLookupRow) is added to the output 
and will contain the value 1 if the input row was not found in the cache, 0 otherwise. The 
value in NewLookupRow can then be used in a downstream component to determine new 
records.  

 
Modularity 

This section is concerned with the way that the units of work that constitute an end-to-end 
ETL or data integration solution are built and reused. 

Both SSIS and Informatica employ a modular approach to building ETL and data integration 
solutions though they differ slightly in how they go about it.  SSIS builds modularity into its 
packages through use of the container hierarchy.  Informatica promotes building libraries of 
mappings (equivalent to SSIS data flows) which are then available for re-use. 

Informatica facilitates a bottom-up approach to the solution implementation by allowing a 
library of components (sources, targets, transformations, mapplets, and mappings) to be built 
that can be used in different worklets throughout the solution.  A worklet is a sequence of 
mapping instances which can then called as one discrete unit of work. Worklets can then be 
pieced together in a workflow. 

The approach to building an SSIS package (almost analogous to an Informatica worklet) is 
more top-down in that the common approach to solution development is to define the general 
sequence of tasks that make up the package before defining the specifics relating to how 
those tasks are implemented. Reusability of components is realised by building libraries of 
packages which can then be executed as part of a master package using SSIS’s Execute 
Package Task. 

Figure 9 - Redirecting Rows from the Lookup Transformation 
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Informatica promotes reuse at a lower level of granularity than SSIS.  Of course, if an SSIS 
package only contains 1 data flow then it can be called many times in the same way as 
reusing an Informatica mapping. It is possible to envisage an SSIS solution comprising of 
many packages each doing small, discrete units of work. 

To avoid the overhead of managing increasing numbers of packages, SSIS provides another 
method of modularising solutions, namely the Sequence Container. The Sequence Container 
is a method of grouping components that have to be executed in sequence and in that 
respect is analogous to an Informatica worklet.  

Figure 10 shows three data staging routines that collectively form a data collection system. 
The whole system is encased in a sequence container and is therefore a single unit of work. 
The data load for each file each comprises of two steps: truncating the destination table and 
then loading the table from the source file. These two steps are also grouped using a 
sequence container thus giving rise to a hierarchy of containers. 

The advantages of using a Sequence Container are: 

·  The content is treated as a discrete unit of 
work and therefore execution precedence 
need only be defined between the Sequence 
container and subsequent steps. 

·  As the Sequence Container is considered a 
single unit of work it can behave as such when 
used in a transaction or as an execution 
checkpoint.  

·  At design-time the Sequence Container can be collapsed as shown in Figure 11, 
thereby providing more space on the design surface. 

Figure 10 - Containers in SSIS 

Figure 11 - Collapsed Container  
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Slowly Changing Dimensions 

The concept of slowly changing dimensions, or SCD, was introduced by Ralph Kimball in his 
work on data warehousing9. 

It addresses the problem of capturing and recording a history of changes to entities within the 
database that are not recorded in the System of Record for that data.   A typical example is a 
product moving to a different product category within a department store.  This results in a 
change to the product’s category attribute but not to its identifier (SKU).    Kimball defines 
three methods of handling this kind of change: 

·  Overwrite (Type 1) - Historical values are not kept. The typical treatment of this type 
of change is to update the appropriate record with the new value of the attribute.  

·  Create Another Dimension Record (Type 2) – Historical values are considered 
important and must be kept. The typical treatment of this type of change is to create a 
new record pertaining to that entity with a field indicating that the record represents 
the current state of the entity.  

·  Preserve Selected History (Type 3) – Historical values are considered important and 
must be kept. On every dimension row, have a "current" attribute that can be 
overwritten, as well as attributes for each predicted change, such as "2004 value" and 
"2003 value". The fields are pre-built for this purpose and will therefore be initially 
empty.  This technique is not appropriate for capturing an entire history of 
unpredictable changes. 

Both Informatica and SSIS possess the capability to track changes in all three of the above 
types.  

Informatica comes with a “slowly changing dimension wizard” that assists the developer by 
building the sources, transformations, ports and destinations that are necessary to support 
the slowly changing requirements. Table 2 illustrates the support provided: 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

                                                 
9 “Slowly Changing Dimensions” – Ralph Kimball, DBMS Online April 1996 
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SCD Mapping Data Handling 

Type 1 Dimension Inserts new dimensions. Overwrites existing dimensions with 
changed dimensions. 

Type 2 Dimension/Version 
Data 

Inserts new and changed dimensions. Creates a version 
number and increments the primary key to track changes.  

Type 2 Dimension/Flag 
Current 

Inserts new and changed dimensions. Flags the current 
version and increments the primary key to track changes.  

Type 2 Dimension/Effective 
Date Range 

Inserts new and changed dimensions. Creates an effective 
date range to track changes. 

Type 3 Dimension Inserts new dimensions. Updates changed values in existing 
dimensions. Optionally uses the load date to track changes. 

Table 2 - Informatica Handling of Slowly Changing Dimensions 
 
SSIS also contains a slowly changing dimension wizard that is similar in behaviour to the 
Informatica equivalent. In addition to handling changing attributes the wizard also allows for 
the detection of changes to attributes that are not expected to change (termed fixed 
attributes) and offers the option of raising an error accordingly. 

Table 3 illustrates the support available for slowly changing dimensions in SSIS: 

SCD Mapping Data Handling 

Fixed attribute dimension Attributes are not expected to change. Optionally raise an 
error if a change occurs to a fixed attribute. 

Type 1 Dimension Inserts new dimensions. Optionally overwrites existing 
dimensions with changed dimensions. 

Type 2 Dimension/Flag 
Current 

Inserts new and changed dimensions. Flags the current 
version and increments the primary key to track changes.  

Type 2 Dimension/Effective 
Date Range 

Inserts new and changed dimensions. Creates an effective 
date range to track changes. 

Inferred dimension members Placeholder dimension members that have been created by 
an alternate ETL routine can be updated accordingly. 

Table 3 - SSIS Handling of Slowly Changing Dimensions 
 
The scenario of processing web server log files that has been used extensively in this paper 
is not particularly conducive to demonstrating slowly changing dimensions; however an 
overview will be given showing the functionality as applied to the population of a Product table 
(DIM_PRODUCT).  
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For the purposes of this demonstration we will treat the fields as follows: 

 

Price – any change will be 
treated as a type 2 change 

ProductDescription – any 
change will be treated as a 
type 1 change 

ProductStartDate - a fixed 
attribute. It should not 
change. 

 

 

 

 

On occasion there may be business keys existing in the fact data that are not yet in the 
dimension table and hence an inferred dimension member would be created. A typical 
example of this is where a customer buys from a retailer, and subsequently has a loyalty card 
number allocated to him. In this scenario, we would want to relate the transaction to the 
customer even though he had no card number at the time of transacting. 

Figure 12 - Slowly Changing Dimension Columns 

Figure 13 - SCD Suppor t for  Infer red Members 
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 An inferred dimension member is in effect a placeholder that we hope to update at a later 
date with the correct information relating to that business key. The SCD Wizard optionally 
enables support for inferred dimension members by detecting when an inferred dimension 
member is present and updating it accordingly.  

 

The slowly changing dimension wizard produces the data flow displayed in Figure 14. A 
description of each step in that dataflow follows. 

Component Purpose 

STG_SKU table Source adapter for fetching all the rows from the source table. 
Slowly Changing Dimension Determines which rows exhibit changing attributes, historical 

attributes, fixed attributes, inferred members or simply new 
entities. 

Create CurrentFlag of 0 for 
existing records 

For type 2 changed records we are going to update a field with 
a value indicating that that record is not the current record for 
the entity. 

Update existing DIM_PRODUCT 
CurrentFlag values 

Update existing records for each entity. 

Update DIM_PRODUCT table Update records with type 1 changes. 
Union All Amalgamate new records and type 2 changed records. 
Create CurrentFlag of 1 for new 
records 

All newly inserted records have a value indicating that that 
record is the current record for the entity. 

Insert DIM_PRODUCT table Insert into the dimension table. 
Table 4 - SCD Workflow Explanation 
 

 

 

 

Figure 14 - Slowly Changing Dimension Dataflow 
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Dimension loading 

A surrogate key is an artificial key that is used as a substitute for a natural key and is a 
fundamental tenet to Kimball’s approach to data warehousing.  In Kimball’s view, every join 
between dimension tables and fact tables should be based on surrogate keys, not natural 
keys10. 

Both Informatica and SSIS provide a way to generate surrogate keys: 

·  Informatica contains a built-in component called a Sequence transformation that 
contains the functionality required to generate a surrogate key. It outputs an 
incremented value for each row in the pipeline which can be inserted into a 
destination table as a surrogate key column. 

·  SSIS does not contain an equivalent component to the Sequence transformation but 
does provide the ability to generate surrogate keys using the Script transform 
component. The Script transform takes input rows and enables the use of 
functionality from the .Net Framework to manipulate/transform those input rows to 
provide the desired output. 

Fact Table loading 

At a high level, populating fact tables generally consists of two operations 

1. Aggregating the fact data to the required granularity  

2. Retrieval of dimensional surrogate keys  

Both SSIS and Informatica contain support for these two operations: 

·  Informatica includes a transformation called “Aggregator” which carries out 
aggregation functions across groupings of values from selected input columns. The 
aggregation functions include familiar SQL-like aggregation functions such as Sum, 
Count, Minimum, Maximum and Average as well as some not so familiar ones such 
as First, Last, Median, Percentile, Standard Deviation & Variance. 

·  SSIS includes a very similar component called “Aggregate” that provides essentially 
the same functionality. SSIS contains fewer of the aggregation functions than 
Informatica; however the most likely used functions are included: Sum, Count, 
CountDistinct, Average, Minimum and Maximum. 

Section 0 explained how the Informatica and SSIS Lookup transformations could be used to 
determine which input rows were not present in a specified Lookup table. The more 
conventional use is to fetch a value from the Lookup table that is keyed by a value from the 
input rows. This functionality is typically used to retrieve surrogate keys from dimension tables 
for insertion into a fact table – the Lookup transforms of both products exhibit this 
functionality. 

                                                 
10 Ralph Kimball “Surrogate Keys” – DBMS Online May 1998 
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Integration with Packaged Applications 

Packaged applications are used throughout corporate enterprises in the fields of enterprise 
resource planning, customer relationship management and supply-chain.  Support for 
applications like SAP R/3, SAP BW, PeopleSoft, Seibel and SAP at the business logic layer 
are key to Enterprise Application Integration (EAI).  

PowerCenter Connect components are used by Informatica’s main ETL product, 
PowerCenter and provide a means for accessing data stored in other applications. 

PowerCenter Connect provides pre-built software components that reduce the amount of 
required annual coding in an attempt to lower development time and costs. Typically these 
components are source application-aware and therefore make it easier to extract information 
from these applications. 

Within the Microsoft Windows Server System, this integration at the business logic layer is the 
job of BizTalk Server in the Microsoft WSS technology stack.  BizTalk Adapters provide the 
key to enhanced interoperability with a wide variety of applications and technologies.   A large 
number of adapters developed by both Microsoft and by third party partners are now available 
with BizTalk which serve to reduce the effort required to integrate business processes.11 

SQL Server 2005 will ship with an SAP provider which will be accessible by SSIS. Further 
down the line, it will integrate with Indigo (Microsoft’s unified programming model for building 
Service Oriented Applications)12.  In SQL Server 2000, a number of data quality partners 
integrated with DTS 2000 (e.g. Trillium, First Logic) and even more will integrate with SSIS at 
both application and metadata levels. Furthermore a number of vendors such as iWay, ERP-
Link and MIS AG have provided SAP connectors that can be leveraged in DTS and it is 
anticipated that they will produce similar connectors for SSIS. 

 
Web Services & Service Oriented Architecture (SOA)  

These disparate systems that can be integrated using Informatica PowerCenter Connect can 
include Web Services. By understanding the standards-driven architecture of web services 
PowerCenter Connect enables seamless integration with web services from the Informatica 
mapping pipeline. 

SSIS provides a Web Services task that, when given the HTTP address of a web service, can 
take the SOAP output from a web services and save it either to a file or an SSIS variable. 
Other SSIS tools can then be used to manipulate that data. Typically the XML Source adapter 
will be used to shred the saved SOAP envelope into a stream of data for use in a data flow 
pipeline.  An SSIS data flow can be exposed as an ADO.NET data reader which any 
ADO.NET app can use and expose as a web service. Additionally the full .Net Framework 
web service library is available from script tasks and script components.   

                                                 
11 Full List of BizTalk Partner Adapters - http://www.microsoft.com/biztalk/evaluation/adapter/partner/2004.asp 
12 http://msdn.microsoft.com/Longhorn/understanding/pillars/Indigo/default.aspx 
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The Web Service task uses an HTTP connection manager to connect to the web service. The 
HTTP connection manager can point to a web site or to a web service description language 
(WSDL) file.  

The XML source adapter, WMI task and Web Services tasks reduce the amount of 
development required to integrate with other applications within the SOA.   Other applications 
in the Windows Server System can enhance support for SOA where messaging is more fine-
grained that that typical in a pure ETL environment. 

 
Integration with Messaging Middleware  

Informatica PowerCenter Connect includes components provided specifically for integration 
with IBM MQSeries and TIBCO Rendezvous. The components are bidirectional which means 
Informatica can push messages onto or pop messages off message queues that are provided 
by these two message queuing technologies. 

SSIS includes a Microsoft Message Queue (MSMQ) connection manager that enables 
connectivity to MSMQ message queues. Coupled with this is a bidirectional Message Queue 
task that enables an SSIS package to push messages onto and pop messages off a message 
queue. The messages can be in the form of text, files or the contents of SSIS variables. 

SQL Server Service Broker which is included with SQL Server 2005 (and therefore with SSIS) 
adds asynchronous messaging functionality to database applications. Service Broker queues 
accessible from any application able to issue T-SQL code which includes SSIS. 

Security 

Informatica’s repository architecture provides multiple levels of security within an Informatica 
installation. Access permissions can be set: 

·  Within the RDBMS that hosts the repository. This level of security is external to 
Informatica itself. 

·  On a repository server installation ensuring only certain users can access a repository 
from within Informatica. Access permissions can also be set that affect a user’s ability 
to configure the repository server. 

·  On User Groups.  Informatica provides folders, a concept to logically separate Nodes 
(subfolders), Sessions, Batches, Sources, Targets, Transformations, Mapplets and 
Mappings. 

·  The security and options associated with a folder can be assigned to a User Group 
and individual users can then be placed in groups to inherit the security permissions 
of the group for each of the associated folders. 

·  On the Informatica Server is the component responsible for executing mappings; it is 
the run-time component of Informatica. Users can be assigned permission to 
configure the Informatica Server.  
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SSIS offers a number of built-in security features: 

·  Encryption – SSIS packages (or parts of a package) can be encrypted using a 
password ensuring that only certain people can access the package in the designer.  

·  Sensitive Data Protection – Any property of a task or component can be given an 
attribute Sensitive=True by the component author. Any property with this attribute will 
be treated differently according to the package’s protection setting (see below).  

·  Package Protection Options – The setting of the Package Protection property of the 
package affects how Encryption and Sensitive Data Protection behave and what level 
of security is applied to these settings. Note that packages can also be signed using 
certificates therefore providing better encryption. 

·  SSIS Roles – New SQL Server roles affect how a person can access and execute an 
SSIS package stored in SQL Server. The roles range from read-only permissions on 
packages through read-write of one’s own packages to read-write access to all 
packages.  

·  Agent Integration – SQL Server Agent will typically be used to execute SSIS 
packages on a schedule. A user must be part of the SQLAgentUserRole SQL Server 
role in order to execute an agent job and is therefore significant in regard to SSIS.  

Collaborative Development 

Informatica facilitates collaboration across teams, sites, and projects by providing granular 
version control and automated configuration and flexible deployment tools. Issues such as the 
check-in/check-out of collaborative projects are handled using a three-tier architecture.  

Microsoft’s SSIS enables collaborative ETL with the new development tool Business 
Intelligence Design Studio.  It is hosted in Visual Studio, where it automatically takes 
advantage of Visual Studio’s collaborative capabilities for source code management, version 
control, and multi-user project management.  

 
Design Time Debugging 

Debugging ETL procedures can be laborious due to the amount of data that is being 
manipulated by the procedure and/or the very nature of ETL. Enterprise ETL tools are 
expected to make this process easier. 

Informatica provides the ability to debug a mapping within the PowerCenter Designer. Setting 
breakpoints on a transformation allows the developer to halt execution of his/her mapping and 
examine the data as it exists at that juncture. 

SSIS’s debugging capabilities are provided through the use of Visual Studio as the 
development environment. Similar to Informatica, the developer can examine the data at any 
point of a data flow using a Data Viewer. Data viewers implicitly produce a breakpoint 
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although developers can set them explicitly and then use a Visual Studio Watch to examine 
any property of any object in a package. 

SSIS also provides monitors that integrate into the Windows Performance Monitor tool to aid 
with problem resolution and performance tuning. 



 

(e) talktous@conchango.com  (w) www.conchango.com  (t) +44 (0) 1784 222222 Page 33 of 34 
© 2005 Conchango (UK) Plc 

 
 

5. Conclusion 

This paper demonstrates how functionality available in the market-leading data integration 
tool, Informatica can be achieved using Microsoft’s new data integration offering, SQL Server 
Integration Services (SSIS).  SSIS will be released with SQL Server 2005 and is the 
replacement for Microsoft’s Data Transformation Services (DTS) technology. 

Which is the better or more relevant product suite is highly dependent on the particular 
nuances of individual project requirements, and would be beyond the scope of this document. 
What we have tried to establish are both the similarities and differences in product 
architectures and functionality that should assist the data integration professional in making 
the most appropriate software choice for their project. 

Forrester has already assessed an early version of SSIS and made the following comment: 

“As with DTS and SQL Server 2000, enterprise licenses of SQL Server 2005 include SSIS at 
no additional charge. DTS has always had an appealing price-to-performance ratio, but the 
new performance level of SSIS makes the ratio downright seductive. This will bring many new 
data warehousing professionals and other integration specialists to the Microsoft technology 
stack.”13 

Most analysts position Informatica (alongside the recently acquired Ascential) as the market 
leader, and as extending its lead in the ETL space. Microsoft’s DTS is regarded as a 
challenger, heading in the right direction, but not currently a real threat to Informatica. It will 
be interesting to how the market reacts to the entry of SQL Server Integration Services into 
this space. 

It is our view that SQL Server Integration Services is functionally developed and performant 
enough to deliver a serious challenge to the market leaders in the ETL space. The extent of 
this challenge may not be fully known, since sites already licensed for SQL Server will receive 
SSIS at no additional cost.  This will make it the default choice for a number of 
implementations that never make it to open tender for an ETL solution. This is similar to the 
impact of Analysis Services, where to this day it is difficult to estimate market penetration due 
to how it is included with the SQL Server platform. 

 
 

                                                 
13� “Microsoft Addresses Enterprise ETL - SQL Server 2005 Integration Services Will Replace Data Transformation 
Services”, Philip Russom, February 22, 2005, © 1997-2005, Forrester Research, Inc. 
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6. Terminology 

This table maps the terms/objects familiar to Informatica developers to those associated with 
SSIS. Informatica and SSIS architectures are not exact and therefore a one-to-one mapping 
between terms does not always exist. Where this is the case the closest analogous SSIS 
concept or concepts is/are listed. 

Informatica SSIS Description 

Aggregator 
Transformation 

Aggregate 
Transformation 

Collates data with alike attributes. 

Expression 
Transformation 

Derived Column 
Transformation 

Manipulates data in the transformation 
pipeline using a data expression 
language. 

Filter Transformation Conditional Split 
Transformation 

Filters data in the transformation 
pipeline. 

Joiner 
Transformation 

Merge Join 
Transformation 

Amalgamates two streams of data. 

Lookup 
Transformation 

Lookup Transformation Fetches data from a source external to 
the transformation pipeline. 

Mapping Data flow Defines how data moves from one 
place to another.  A mapping contains a 
definition of the source and the target 
but doesn't care where they are. 

Mapplet n/a A reusable collection of transformations 
that operate as a single module of work. 

Router 
Transformation 

Conditional Split 
Transformation 

Sends data in the transformation 
pipeline to different places depending 
on  attributes of that data. 

Session A session is an 
instantiation of a 
mapping. There is no 
like-for-like instantiation 
of a data flow in SSIS. 

A session is the instantiation of a 
mapping and is where the source & 
target locations are defined. Workflows 
contain sessions, not mappings. 

Sorter 
Transformation 

Sort Transformation Orders data. 

Source Connection Represents a source of data. 
Source Qualifier Source Adapter The component used to fetch data for 

the transformation pipeline. 
Target Destination Adapter Represents the place where data in the 

transformation pipeline will eventually 
reside. 

Transformation Transformation A component that applies an operation 
to some data. 

Workflow Control flow or package Collect all the designed objects into a 
single, executable, unit of work. 

Worklet Sequence Container Logically group related components into 
a single unit of work. 

  
 

 


