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Most people have acknowledged the need to be ‘greener’, but 
doing something about is rather harder. Turning down the 
thermostat seems a good idea until you start shivering; cycling 
to work loses its appeal in the pouring rain. Fortunately, 
we can do a lot to make our companies more eco-friendly 
without damaging their business competitiveness.

Simple steps like using power management on our PCs 
can make a substantial saving in CO2 emissions. We’ve 
several articles in this issue looking at ways you can make a 

difference to the environmental impact your company makes, so if you want to find 
the ten steps to being an environmental leader, or you’re trying to decide whether it’s 
greener to sleep or hibernate, we’ve got the information you need. 

If you want to find out even more about being environmentally sensitive, we’ve 
recently launched a new website dedicated to showing how we at Microsoft and 
our partners are using technology alongside best business practices to minimise our 
environmental impact. The site also has advice on how you can make a difference. You 
can check it out at www.microsoft.com/environment

Virtualisation is another important tool in the campaign for being green. Many 
servers are underused because administrators don’t want to mix server applications 
on the same system. If you virtualise your servers, you can make more effective use 
of the hardware without running the risk of cross-application complexities. Many 
companies have reduced the number of servers they run, so reducing the power 
required in their data centre. Others have re-used the servers freed by virtualisation to 
avoid buying new hardware. In this issue, we look at Microsoft’s overall virtualisation 
strategy; there’ll be lots more on virtualisation in our next issue. 

SQL Server 2008 has now been released to manufacture (RTM), and to celebrate 
this we have articles telling you what’s new and exciting about the software, along 
with an in-depth look at the new data types and what they can give you. The new 
version of SQL Server is packed with new features and enhancements designed 
to improve performance, increase security, and make life better for database 
administrators. There are also great articles on security and compliance. 

Hopefully you will know this from the TechNet Newsletter, but unfortunately we 
have had to reduce the magazine’s frequency from bimonthly to quarterly. The next 
issues you receive will be in November, March and May. Meanwhile, enjoy what’s in 
store for you here and I hope it encourages you in your steps to be green.
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Last chance for early-bird deadline
If you want to attend TechEd 
EMEA in Barcelona this November, 
the early-bird deadline is fast  
approaching. Book before 26 
September and pay just €1,945 + 16 
per cent VAT, rather than the full 
price of €2,245 + 16 per cent VAT. 

The event, which runs from 3–7 
November, is Microsoft’s premier EMEA technical 
education conference just for IT professionals. It 
provides “deep dive” technical training, informa-
tion and community resources focusing on how 

to architect, plan, deploy, manage and 
secure a connected enterprise. The 
conference speakers are Microsoft 
experts and industry leaders, and the 
sessions cover current and soon to be 
released products and technology. 
Around 5,000 attendees are expected 
at this year’s conference, which in-

cludes 15 technical tracks, over 300 breakout and 
interactive sessions, and 40+ instructor-led hands-
on labs. For more information, visit:
www.microsoft.com/emea/teched2008/itpro

New branch office applications, 
designed to make branch office 
computing faster and more 
cost-effective for companies of 
all sizes, have been developed 
as part of a strategic alliance 
between Microsoft and Citrix 
Systems Inc. 

The Citrix Branch Repeater 
stages the delivery of 
applications and Windows 
services closer to branch office 
users. Sitting between corporate 
data centres and branch offices, 
it amplifies and retransmits 
applications to branch office 
users, eliminating unnecessary 
traversal back to the data centre 
across WAN links. 

As the software is based 
on Windows Server, it can 
consolidate and deliver 
native Windows services 
in a single, easy-to-manage 
appliance. It is available with 
Microsoft Internet Security 
and Acceleration (ISA) Server 
software, and is designed to 
make an ideal complement 
for application virtualisation 
solutions.

For more information, see:  
www.citrixsynergy.com

New software 
for delivering 
applications to 
branch offices

BlackBerry smartphone  
customers can now enjoy easy 
mobile access to Windows Live 
Messenger and enhanced inte-
gration between Windows Live 
Hotmail® and the BlackBerry 
platform, thanks to an agree-
ment between Microsoft and 
Research In Motion (RIM). 

Customers will be able to 
seamlessly access their Windows 
Live Hotmail and Messenger 
account from their BlackBerry 
smartphone simply by entering 
their Windows Live email ad-
dress and password once.

Windows Live Hotmail for 
BlackBerry will allow customers 
to use BlackBerry “push” tech-

nology for automatic message 
delivery and message synchroni-
sation. Blackberry users will be 
able to choose whether to have 
a dedicated inbox for Windows 
Live Hotmail messages, or to 
see all their messages, including 
those from other email accounts, 
within a single inbox on their 
BlackBerry smartphone.

Windows Live Messenger 
for BlackBerry will also allow 
customers to send instant mes-
sages and join group chats, set 
their online status, and see the 
presence of friends and col-
leagues within Windows Live 
Messenger or their contact cards.  
For details, see: www.rim.com

Microsoft has launched a new 
scheme for hardware vendors 
to simplify implementation 
of failover clustering. The 
programme ensures server 
configurations are compatible 
with Windows Server® 2008 
failover clustering technology, 
making implementation easier 
to manage, even for smaller 
organisations. 

Analysis of calls to 
the Microsoft customer 

support services hotline 
showed that more than 55 
per cent of misconfigured 
clusters were the result of 
IT professional error, so 
Microsoft created a cluster 
configuration validation 
wizard for Windows 
Server 2008 that tests all 
the nodes in a network 
for proper configuration 
before they can be set up 
as a server cluster. Under 

the new Failover Clustering 
Configuration Program (FCCP), 
Microsoft is partnering with 
key cluster vendors to ensure 
that preconfigured cluster 
configurations are strenuously 
tested for efficacy and ease of 
installation. The programme is 
part of a multi-pronged drive 
to ensure organisations get 
successful clusters. More at:
http://www.microsoft.com/uk/
windowsserver2008clustering

Clustering: only the best will do

Windows Live Services on BlackBerry 
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According to new research, 
the traditional view of an 
innovator is too narrow, 
and three key groups of po-
tential entrepreneurs could 
add over £15 billion to UK 
economy by 2012.

The research was con-
ducted by Cass Business 
School’s Centre for New 
Technologies, Innovation 
and Entrepreneurship 
(CENTIVE), and spon-
sored by Microsoft. The 
researchers reported on 
the entrepreneurial po-
tential of three groups: 
“Olderpreneurs” (those aged 
over 50), Black Minority and 

Ethnic (BME) individuals, 
and people with a disability 
(including dyslexia).

Gordon Frazer, Managing 
Director, Microsoft UK, 
said: “Technology, and soft-
ware in particular, is an ex-
tremely powerful tool which 
enables innovation and en-
trepreneurialism. It provides 
a platform on which new 
ideas can be built, breaks 
down entry barriers for new 
businesses and allows access 
to markets far beyond tradi-
tional boundaries.”  More at:  
www.cass.city.ac.uk/centive/
current/entrepreneurship_ 
innovation.html

A website showing how 
Microsoft and its partners 
use innovative technologies 
and responsible business 
practices to address 
environmental challenges 
worldwide has been 
launched. 

The site includes technical 
and best practice guidance so 
customers can discover the 
best way to use Microsoft’s 
tools, products, technologies 
and services to address 
pressing global environmental 
issues. 

The site also has 
suggestions on how 
individuals can reduce their 
environmental impact. For 
more details, visit:
www.microsoft.com/
environment

Security Intelligence Report triggers alert
Microsoft’s latest Security Intelligence Report 
(SIR) shows that the number of security vulner-
abilities being disclosed is at its lowest since the 
second half of 2005. However, it also highlighted 
a rise in malicious and potentially unwanted soft-
ware, demonstrating a continued use of malware as 
a tool for targeting computer users for profit.

The report reveals a 300 per cent increase in 
the number of trojan downloaders and droppers 
– malicious code used to install files on users’ sys-
tems. There was also a 66.7 percent increase in the 
number of potentially unwanted software detec-

tions – programs that may impact user privacy or 
security by performing actions the person may 
not want – between 1 July and 31 December, with 
a total of 129.5 million pieces of potentially un-
wanted software found on users’ systems.

The report focuses on the second half of 2007 
and uses data from a range of tools running on 
approximately 450 million computers worldwide 
to provide an in-depth, global view of software 
vulnerabilities, software exploits, malicious soft-
ware and potentially unwanted software. For more 
information, see: www.microsoft.com/sir

Microsoft 
environment 
website  

Web-based screen reader triumphs in Imagine Cup 2008

UK’s hidden innovators 

Technology that allows people 
who are blind to use any 
computer is the winning entry 
for the Imagine Cup 2008 
Accessible Technology Award. 

The web-based screen reader 
makes it possible for people who 
are blind to access information 
over the Internet from almost 
any computer. They don’t have to carry their own 
computer with them everywhere or install expensive 
screen-reader software; all they have to do is visit 
the WebAnywhere web site to use a screen-reader 
interface that translates web-based text to speech 
and reads the content aloud. 

Because of the cost of most 
screen readers – often $1,000 
or more – and the difficulty of 
providing ongoing support, few 
public computers come equipped 
with the software, effectively 
making them unusable by people 
who are blind. A further hurdle is 
that most public computers are 

locked down to prevent users from installing new 
software. As a web-based application, WebAnywhere 
doesn’t require the installation of additional software, 
and the screen reader is designed to work with 
any browser or operating system. Find more at:  
http://imaginecup.com

Live Search
Live Search has improved its 
service for UK users, with new 
interactive local content. 

The website, which boasts ten 
million users per month, now 
uses Multimap to show local 
search results, along with aerial 
imagery from Virtual Earth. 

Users can personalise maps, 
book hotels directly from map 
views, and benefit from a more 
intuitive interface that makes it 
quicker to refine their searches.

Mobile Live Search’s ‘Find My 
Location’ feature will be able to 
identify the user’s location and 
provide directions to the nearest 
restaurants or cinemas.  More at:
www.live.com
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Take advantage of SQL Server

Q You’re a UK SQL Server MVP 
and very involved with the UK SQL 
User Group. Who is this aimed at and 
what do you do?

A The UK SQL User Group is aimed at 
anybody with an interest in SQL Server, 
from the core DBAs and developers, 
to people in smaller and medium-sized 
companies. At a higher level, we also have 
more strategic information that would 
be relevant to database architects. There 
are three main elements to what we do 
– the User Group, SQLBits community 
conference, and the SQLBlogcasts.com 
website. The User Group holds regular 
meetings throughout the country, so 
recent meetings have been held in 
Leeds, Edinburgh and Milton Keynes, 
for example.   

Q  If a reader is interested in 
attending a User Group meeting, how 
can they find out more about what 
you’ve got planned? 

A Our websites at www.SQLBits.com, 
www.SQLServerFAQ.com, and www.
SQLBlogcasts.com all have details.  

Q How do the websites fit with the 
User Group?

A They’re the online source of 
technical information. For example, at 
SQLBlogcasts.com you can view the 
postings of 24 active UK SQL Server 
experts who post regular blogs. The 
FAQ has answers to questions, as well 
as tutorials, articles and a lively forum 

where you can post questions, while 
the SQLBits website has all the details 
of the SQLBits conference.  

Q What is SQLBits, and what 
will be the highlights of this year’s 
conference? 

A SQLBits has been started by a 
group of individuals that are passionate 
about the SQL Server product suite. 
There is a breadth of knowledge in 
the SQL Community that will benefit 
everyone in the community. We want 
to spread that knowledge. We all work 
with the SQL community, some of us 
for many years, and have all been given 
the MVP award by Microsoft.

This year, the conference is being 
held on 13 September at the University 
of Hatfield. It’s free to attend, and we 
have 20 sessions over four tracks given 
by leading SQL people. There are real-
world technical sessions, and a SQL 
Server 2008 track, along with chalk-and-
talk side sessions. 

Q What are your top three 
improvements to SQL Server 2008 and 
why are they important? 

A There are a lot of features that I 
really like, so I can’t really limit them 
to just three. One of my favourites is 
the addition of the Query Governor, 
which lets you set an upper limit on the 
resources with which a query can run. 
We’ve never had the means to hive off 
the box hoggers before, so one badly 
written query could cause problems for 

everyone using the server. The Query 
Governor option now allows us to 
control badly behaved users to prevent 
this happening. 

The improvements in the perfor-
mance of database mirroring are another 
area that’s really made a difference. The 
mirroring stream is now compressed 

so data is transferred more rapidly, and 
you can make use of automatic page 
repair. This means that if SQL Server 
detects an error on the ‘principal’ data-
base, it automatically goes to the mirror 
and brings it back. Data compression 
and encryption looks like it will be an 
absolute must, especially for enterprise 
level users.

From the viewpoint of the developer, 
the improvements to query performance 
look great. Some of these improvements 
come from the use of filtered indexes. 
For example, suppose you’ve got a 10 
million row table, but only one per cent 
of the data is deemed active. You can set 
up a filtered index that only contains 

Tony Rogerson, an independent SQL expert and MVP, 
talks to Kay Ewbank about his favourite bits of SQL 
Server 2008 and being part of the UK SQL User Group

One of my 
favourites features 
is the Query 
Governor, which 
allows us to control 
badly behaved users
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doesn’t solve is that of procedure 
cache bloating. If you have lots of 
little queries, they all get cached in 
the procedure plan, and unless you 
parameterise all your queries, most 
never get reused. That means that the 
procedure cache grows, so you can 
end up in a situation where you make 
a gigabyte available for SQL Server, 
and end up with a procedure cache of 
600MB. We need a way to control the 
size of the cache. 

The other area I’d like to see improved 
is the handling of parallelism. It’s easy 
to use parallelism to chop a query 
into groups of data, chop that data 
into streams, and gather the results 
together at the end. What I’d like to 
see added is support for operational 
parallelisation. If you have a query with 
multiple UNION operators, it would 
be possible to treat those UNIONs 
as separate queries to run in parallel. 
Instead, SQL Server does each UNION 
serially. Having the smarter parallelism 
would be a big improvement. 

SQL Server is now a very mature 
product; I’ve been using it since 
version 4.21 in 1993 when, though not 
ground breaking in terms of features or 
scalability, it really started the process of 
opening up the market place and using  

a relational database in a cost-effective 
way. Every version since, I get closer 
to thinking that I, as a database 
professional, will be out of a job, 
but then the next version is released 
and you realise the product just gets 
bigger and bigger with more and more 
features that business can and wants 
to take advantage of.  ■

those rows. This provides an improved 
performance, the index is quicker to 
create, and it takes less space. On a rather 
more detailed level, the introduction 
of the policy-based management 
framework means you can set policies 
for things such as naming conventions, 
or say that tables have to have clustered 
indexes, and apply that rule across the 
enterprise so your rules are enforced. 

One thing I hated in SQL Server 2005 
was Reporting Services, because I found 
the UI very non-intuitive. The improved 
version in SQL Server 2008 is so much 
better. Much of the GUI has been 
reworked, and it’s no longer delivered 
through Visual Studio. Microsoft’s 
purchase of Dundas has given rise to 
some really good charting options being 
added, and I’m really looking forward to 
using this in the field. 

Q The inclusion of the new 
development environments is well 
established now; which is your 
favourite SQL development language 
and why?

A I have to admit, I wasn’t a great fan 
of Management studio in SQL Server 
2005, but the version in SQL Server 
2008 seems a lot better. So far I’ve been 
testing it heavily, and I really like it. 
Some elements take a while to get used 
to, such as the AutoCompletion. This 
drove me mad to begin with, but now 
I’ve got to grips with how it works, it 
saves so much typing it’s unbelievable. 
I do still prefer T/SQL over say C# or 
VB.NET because it fits so well with 
data processing tasks. It’s so quick to 
just type a command or write a query 
when you know exactly what you want 
to do instead of writing what feels like 
a novel in C#. 

Q What do you hope to see in the 
next release of SQL Server?

A There are two things that would 
be good to see. While the Resource 
Governor is great, one problem it 

TechNet Magazine September 2008   11

One thing I hated in SQL Server 2005 
was Reporting Services, because I found 
the UI very non-intuitive. The version in 
SQL Server 2008 is so much better

About Tony Rogerson
Tony has over 20 years of industrial 
experience, gained through his 
work within the IT industry. He  
is a highly respected and leading 
figure in the UK SQL Server 
Community, recognised through 
his work as founder and chairman 
of the highly successful UK SQL 
Server User Group and for his 
participation at Microsoft events  
as a SQL Server MVP.

For more on SQL Server, visit:  
http://technet.microsoft.com/en-gb/sqlserver
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Sustainable computing: 
putting IT on an energy diet
Dave Ohara

Green column

As the environment and 
energy consumption become 
topics of increasing attention, 

IT is seen by many as a large energy 
consumer. And rightly so. There are 
many problems throughout the IT en-
vironment – over provisioning, under-
utilised equipment, poor user practices 
and policies, inefficient hardware and 
lack of hardware retirement policies, 
to name just a few. 

Yet there are countless strategies for 
making IT more environmentally sen-
sitive. This creates an excellent oppor-
tunity for you, as an IT professional, to 
drive change. Every organisation needs 
a solid sustainable computing strat-
egy and this, in turn, requires IT pro-
fessionals with knowledge who are 
ready to lead and evangelise changes 
throughout the organisation. 

 The topic is vast and constantly 
changing. And your strategy is some-
thing you should be thinking about ev-
ery day. So we are kicking off this new 
online column to explore the issues, 
solutions and strategies that make up 
environmental and sustainable com-
puting. In fact, there’s so much to dis-
cuss that, for now, we’ll be publishing 
new columns every two weeks. 

The energy diet
Data centres used 61 billion kWh of 
electricity in 2006. That represents 
1.5 percent of all US electricity con-
sumption that year. More alarmingly, 
it is double the amount consumed by 
data centres just a few years earlier, in 
2000. (See the March 2008 Fact Sheet 
on National Data Centre Energy Effi-
ciency Information Program available 
at www.energystar.gov/ia/partners/
prod_development/downloads/ 
NDCFactSheet.pdf for information.) 

If current trends continue, energy 
consumed by data centres can be ex-
pected to grow by 12 per cent a year. 
And the problem reaches beyond the 
data centre. Desktops, laptops and mo-
bile devices are all large energy con-
sumers, but their exact numbers are 
hard to grasp as devices are scattered 
around offices.

With Web services becoming in-
creasingly common and the prolif-
eration of mobile devices growing at 
exponential rates, companies, organi-
sations and governments around the 
globe are looking at how we can re-
duce consumption and put IT on an 
energy diet, such as expanding initia-
tives like the Energy Star programme 
from desktops to servers as well.  

Government agencies, for example, 
are looking into how to regulate en-
ergy use. As one of the largest energy 
consumers, IT is the least regulated. 
So don’t be surprised when the gov-
ernment implements future require-
ments for sustainability and efficiency 
reporting.

Accumulating waste
Many environments are reducing to-
tal energy use in the larger picture 
by shifting from intensive solutions 
to IT-based solutions. For example, 
while the move from a paper billing 
system to an electronic billing system 
may increase energy consumption in 
the data centre, it reduces the overall 
environmental impact of paper bills. 
One study, published by Javelin Strat-
egy, projects that people could save 17 
million trees and prevent 4 billion tons 
of greenhouse gases each year by sim-
ply eliminating paper cheques and bills 
(please see www.javelinstrategy.com/ 
2007/07/24/2007_obbp_release/). 

Dave Ohara has 26 years of experi-
ence in technology. He is now working 
with multiple companies implementing 
green initiatives.
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Energy waste accumulates in the IT 
world for many reasons: systems are 
overprovisioned for worst-case scenar-
ios, projects are abandoned with un-
necessary servers left running, users 
leave desktops on when they aren’t be-
ing used – the list goes on.

Consider Moore’s Law, which says 
that devices double in transistor count 
every 18 to 24 months. As a result, per-
formance increases. Along with that 
performance comes an increase in 
power consumption. Power density 
in IT equipment is going up, creating 
more power and cooling issues. Imag-
ine trying to manage your weight and 
health, but finding that fat is getting 
denser while taking up less space and 
needing more energy to burn. Your 
clothes still fit, but you weigh more 
than ever, it costs more to eat, and you 
feel less healthy. 

In the data centre, space (in other 
words, room to accommodate all of the 
equipment) is not the problem. Power 
and cooling capabilities are the scarce 
resources. And with scarcity comes an 
increase in energy costs. 

What about renewable energy? Un-
fortunately, at this stage, renewable en-
ergy is subsidised and its true costs are 
more expensive than carbon-emitting 
fuels. But carbon emissions taxes will 

increase the cost of carbon-based ener-
gy. And the cost of coal, natural gas and 
oil are all increasing. So get ready for a 
bigger electricity bill. 

You have a choice – you can keep 
your head down, focus on your metrics 
and ignore energy use. This may sound 
a bit selfish, but it is a common ap-
proach. The point of the green move-
ment is to get people to take their 
heads out of the sand, look around and 
see the impact of their actions. Going 
on an energy diet is smart, both for the 
environment and for your company’s 
bottom line. 

How much energy can you save? 
When you want to lose a little bit of 
weight, you have built-in feedback 
mechanisms: how your clothes fit, how  
you look in the mirror, and so on. So 
how do you know when your hard-
ware is not energy efficient? Circuit 
breakers might trip. Devices might 
overheat. Power bills may skyrocket. 
There are horror stories of people who 
have deployed blade systems that push 
the limits of the cooling system, and 
new SAN systems that overload elec-
trical circuits. Contact your data cen-
tre and facilities staff – these are the 
folks who can tell you when and how 
often they run into these issues. 

Keep in mind that remedying these 
problems takes power and cooling cap-
ital expenditures. These expenses are 
typically rolled into the total overhead 
and not billed to the specific depart-
ment that caused the problem.

There’s no magic energy-saving pill
When people talk about energy effi-
ciency in IT, virtualisation is almost al-
ways the top pick of technologies to 
deploy. Far too many people, howev-
er, fail to think through the long-term 
impact. After reducing energy con-
sumption and lowering the costs of 
deploying servers, virtualisation will 
often lead to an increased rate of serv-
er deployments. This, in turn, leads to 
rolling out more virtualisation soft-
ware, more management software and 

eventually more hardware.
Don’t despair – virtualisation is defi-

nitely part of the solution. It’s an im-
portant tool for you to use in your 
strategy, but you can’t leave virtuali-
sation to itself and expect it to make 
all the difference. Instead, your energy 
diet will require moderation.

A diet requires a shift in your mind-
set and making certain lifestyle chang-
es. For your energy diet, you’ll need to 
make changes throughout the entire 
IT lifecycle to account for energy use 
and factor in energy as a part of the 
total cost of ownership (TCO). Jump 
right in, pick an area and measure its 
power consumption. To do this, add 
some energy monitoring equipment to 
your performance and test labs. (After 
all, you wouldn’t go on a diet without 
using scales to weigh yourself.) 

What’s in a number?
Before you buy energy-efficient tech-
nology (such as a new server), first test 
it in your own environment under 
your own load. With the current fo-
cus on environmentally friendly prod-
ucts, many companies are now labeling 
their products as green and even pro-
viding some general numbers regard-
ing energy savings. 

Beware: these numbers are usually 
based on what can be achieved under 
the best conditions to show maxi-
mum results. This serious problem is 
often referred to as “greenwashing.” 
The numbers over-promise and the 
solutions under-deliver. Unfortunate-
ly, there is currently no equivalent to 
an EPA miles-per-gallon test to uni-
formly test equipment. Some tests 
are in process, though. One place to 
look for up-to-date information is the 
Energy Star Web site for data cen-
tre efficiency (www.energystar.gov/ 
index.cfm?c=prod_development.server_
efficiency).

Steps to get started
Becoming energy aware, putting a 
strategy together and implementing 
changes will all take time. But there 
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are key steps you can take to get start-
ed and help you form a good founda-
tion for your efforts.

1. Start a group that includes people 
who are interested in environmen-
tal sustainability in IT. Volunteers 
are everywhere. You can try to get 
executive support, but don’t be dis-
couraged if they do not see this as a 
priority.

2. Make friends with your facilities 
staff and find out more about your 
building power and cooling systems. 
Be sure to find out what power and 
cooling issues exist in your IT envi-
ronment.

3. Create a spreadsheet of actual en-
ergy consumption of IT equipment. 
The ratings on the devices usually 
provide maximum power numbers 
for the power supplies. Your actual 
usage may be as low as 50 percent of 
that number.

4. Take an inventory of all your IT 
equipment and calculate your total 
power consumption.

5.  Get your power bill and calculate 
the costs for power and the per-

centage of your power bill 
used by your IT equipment.
6.  Set up meters to monitor 

IT energy consumption. 
7. Identify opportunities  

  to save. This can be 
through more effi-

cient equipment, 
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eliminating over-provisioning, mak-
ing better use of deployed equip-
ment (server consolidation), up-
grading power and cooling systems 
and turning off equipment when 
it’s not needed. There are many so-
lutions, which we will explore over 
the months to come.

8. Set goals. Success is measured in 
small gains, and these will add up. A 
good strategy balances reducing en-
ergy consumption and using energy 
more effectively.

9. Get the cooling bill for your facili-
ties and find out how efficient the 
cooling system is in removing heat. 
For every watt generated in the of-
fice or data centre, how many watts 
are needed to remove the heat? 
Many facilities require 1 watt of 
cooling to remove 1 watt of heat. 
Holistically, there is a measurement 
for the data centre called power 
usage effectives (PUE). For details, 
see “The Green Grid Data Centre 
Power Efficiency Metrics: PUE 
AND DCiE” paper (www.thegreen-
grid.org/gg_content/TGG_Data_
C e n t r e _ Po w e r _ E f f i c i e n c y _ 
Metrics_PUE_and_DCiE.pdf).

10. Try to do an entire system design 
of your IT infrastructure. This is 
discussed in the “Best Practices for 
Energy Efficiency in Microsoft 
Data Center Operations” paper 
(http://www.microsoft.com/uk/
energyefficiencybestpractices). 

Moving forward
A move towards sustainable comput-
ing and more energy efficient IT envi-
ronments is a complex but worthwhile 
project. There are numerous factors and 
just as many solutions. As the landscape 
changes, the solution may seem like a 
moving target. Finding what is right 
for your organisation will take time, re-
sources, support and a deep understand-
ing of the issues at hand. 

Just remember that your environ-
mental and sustainability efforts are 
something you need to pursue on a dai-
ly basis. We hope TechNet Magazine can 
help you along the way.

Success is 
measured in small 
gains, which add up. 
A good strategy balances 
reducing energy consumption and 
using energy more effectively
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10 keys to becoming an 
environmental leader
Michael Walsh and Eliza Walsh

Business of IT

It seems every company is talking about 
their environmental efforts. IT can play a 
key role in these efforts – creating a great 
opportunity for you to drive change and 
become a thought leader in your company 
and industry. But where do you start? Here 
are 10 keys to being an effective leader for 
environmental and sustainability initiatives.
Familiarise yourself with the issues
The first step is to develop broad and 
deep familiarity expertise on environ-
mental sustainability and computing. 
As an IT professional, you should start 
with a good understanding of the ways 
to reduce the environmental impact of 
computing, such as power manage-
ment, hardware consolidation and en-
vironmental waste management. 

As an environmental leader, you also 
must envision how software and hard-
ware can help to reduce the impact of 
operations beyond the IT department. 
You may find yourself working close-
ly with HR managers, attorneys and 
business managers to define policies 
addressing the company’s overall en-
vironmental impact – perhaps every-
thing from business travel policies to 
global carbon footprint regulations. 

Individuals inside and outside of 
your company will expect you to have 
subject matter expertise on the envi-
ronment, the company and the indus-
tries in which your company operate. 
So, you’ll need to assess your under-

standing of environmental sustainabil-
ity and sustainable computing as well 
as the unique needs of your company 
in the short and long term.

If you are new to the company or as-
suming a new role, there will probably 
be pressure (real or perceived) to act 
quickly. This is especially true in com-
panies that have very little history of 
positioning themselves in an environ-
mentally conscious way (and are now 
anxious to do so). 

You should resist this temptation to 
move too quickly. That can risk your 
credibility as well as the company’s. In 
the short term, focus on urgent issues 
and postpone communicating strate-
gic initiatives until you are ready or 
your ramp-up period has expired.

Objectively assess your company
The next step is to critically assess the 
environmental impact and sustainabil-
ity of your company or line of business. 
To do this, you’ll need to engage key 
stakeholders and other influential peo-
ple inside and outside the company. 

You’ll need to develop a network  
of internal and external contacts – peo-
ple who can enable you to define the 
ecosystem of stakeholders. They can 
help you develop an understanding of 
where the company is on environmen-
tal sustainability. 

Depending on your responsibilities, 
you may need to find out where your 
company stands on compliance (cur-
rent and future) with environmental 
regulations, standards and laws. You 
might have to measure your compa-
ny’s position with respect to your 
competition and analyst expectations. 
You should also understand how cus-
tomers, partners, governmental or-
ganisations and influential customer 
advocates perceive your company and 
its environmental efforts. And you 
may need to determine current and fu-
ture technological, financial and en-
vironmental constraints concerning 
your initiative. 

Depending on your company’s size 
and budget, additional research may be 
worth considering. Constructive in-
sight can come from internal surveys, 
focus groups and third-party research. 
It can help you better understand em-
ployee satisfaction regarding past cor-
porate environmental action, where 
your company stands with respect 
to the competition, and where latent 
market opportunities exist. The great-
est potential value here, however, is 
the ability of the third-party research 
to either validate or refute the opin-
ions held by your key stakeholders.

Envision where you want  
to be and when
Now you can begin to comprehend 
where your company needs to be, both 
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in the short term and the long term. To 
start, you can approximate these as one 
year and five years, respectively, and 
then begin to adjust these time frames 
for your specific needs. The key take-
away is that the environment is defi-
nitely not a short-term issue, and those 
who position themselves only in the 
short term do their company, share-
holders, partners and customers a seri-
ous disservice. 

To determine where your company 
needs to be in both the one-year and 
the five-year periods, you should deter-
mine the current and future business 
landscape that you face. This includes 
the company culture, the company’s 
short- and long-term business ob-
jectives, current and future budget-
ary constraints, geographic expansion 
plans, and your industry’s changing le-
gal and regulatory environment.

For example, a data centre provides 
a context for the conflict between tac-
tical decision-making and strategic po-
sitioning. In the past, space was the 
primary consideration for data cen-

tre design. However, in the past few 
years, power increasingly challenged 
space as a limiting factor for growth 
and became a rising operational cost. 
Data centre operators, who realised 
the long-term implications of the in-
creased importance of power, took 
steps to mitigate energy inefficiencies, 
which included radical shifts in data 
centre management that contradicted 
the prevailing space-driven decision 
factor. In some cases, the investments 
made to mitigate power bore signifi-
cant short-term costs when compared 
to maintaining the existing paradigm. 

However, with the significant rise in 
energy prices, the data centre opera-
tors who proactively altered the course 
of data centre management a few years 
ago are now seen as visionaries, and 
their companies have more than com-
pensated for the initial investments.

Develop a vision and strategy
Now you have to develop a vision and 
strategy. Obviously, this should arise 
out of your understanding of where 
the business is and where it needs to 
be. When setting the vision and strat-
egy, you should not consider these as 
being perpetual in nature. While your 
company’s commitment to the envi-
ronment may be enduring, your vision 
and strategy likely won’t be. It will 
face major revisions due to internal 
and external variables, such as chang-
ing regulatory requirements, shifts 
in customer perception and evolving 
business needs. With the rise of the 
corporate environmental initiative, it 
is important to align the IT vision and 
strategy with any larger corporate vi-
sion and strategy.

When you set the vision, you are 
setting the direction of your business. 
You must carefully choose your words 
so that they are deliberate, concise and 
coherent, but not exhaustive. Vision is 
not meant to address everything your 
company will do regarding the envi-
ronment. It should address only those 
issues that need to be mentioned to 
correctly orient your employees and 
partners. A mission statement (or vi-
sion statement) is often used to convey 
the vision. It’s essential that you begin 
to communicate your vision within 
your first six months.

By setting the strategy, you are not 
just defining the direction, but also es-
tablishing the explicit business goals 
and objectives as well as outlining 
the investments that will be made to 
achieve these goals and objectives. 
There are existing models that can help 
you formulate a strategic plan. Two of 
the best models for environment and 
sustainability issues are the SWOT 

(Strengths, Weaknesses, Opportuni-
ties and Threats) and PESTLE (Politi-
cal, Economic, Social, Technological, 
Legal and Environmental) models. You 
can then define the strategy in a docu-
ment, such as a strategic plan. 

Note that leaders who widely solic-
it feedback on their vision and strate-
gy from perceived adopter and resistor 
stakeholders prior to release of a writ-
ten statement are more likely to be suc-
cessful. This is especially true of those 
who address feedback from the resis-
tors in their final plan. 

Evangelise the business imperative
Evangelism doesn’t have to wait for 
you to release a vision and strategy. 
Rather, evangelism must start the day 
you assume the role. After the release 
of your vision and strategy, however, 
you will need to take a more public 
role – both internally and external-
ly. Initially, you or a proxy will need 
to communicate your vision to influ-
ential groups, such as employees, ana-
lysts, media, partners, customers and 
customer advocates. You will need to 
inspire and motivate them to believe 
in your vision and strategy and make 
a persuasive argument that your strat-
egy is in the best interest of your com-
pany and your target audiences. 

In time, you will need to shift your 
focus to the individual elements of the 
strategy. Throughout, you must also pe-
riodically update these target audienc-
es, pointing out significant milestones 
that demonstrate success, communi-
cating changes in strategy and speak-
ing frankly about challenges that your 
company or industry at large has. 

Be ready for each audience to pres-
ent different interests and needs. While 
you will need to speak to the specific 
needs and interests of each audience, 
your underlying vision and strategy 
must remain consistent. This will help 
you more effectively gain buy-in from 
the various target audiences. 

Resist the urge to communicate con-
flicting “business needs” to appease 
different audiences. Leaders who do 

Evangelism must 
begin the day you 
assume your new 
leadership role
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so will not establish credibility on the 
issues. At a minimum, this can limit 
their effectiveness in leading change. 
At worst, it can jeopardise the credi-
bility of the entire company. Figure 1 
highlights seven keys to communicat-
ing your message effectively.

Manage your messaging
As you evangelise your vision and 
strategy, consider the professionalism 
and integrity of both your internal and 
external messaging. Environment and 
sustainability are linked to corporate 
social responsibility as much as they 
are linked to product development, ser-
vices, sales and marketing. Even if your 
organisation has assigned environ-
mental leadership to you functionally 
– without giving you direct ownership 
over environmental sustainability cit-
izenship efforts – you should operate 
under the assumption that you will be 
held to the same standards as a citizen-
ship leader. 

Do not underestimate your external 
audience’s passion for environmental 
issues and their familiarity with envi-
ronmental business practices. More 
importantly, you should not underesti-
mate their ability to deconstruct your 
communication if it lacks integrity or 
promises too much or too little. Other-
wise, your company may be labelled a 
“greenwasher.”

Therefore, you need a communica-
tions strategy that incorporates a re-
view process that includes internal 
pundits who can provide feedback 
before you take a public position. 
Your communications strategy should 
frame the key elements of your mes-
saging – for example, a corporate en-
vironmental fact sheet, a messaging 
framework, a list of approved spokes-
persons, and talking points. The com-
munication strategy, which is key to 
clear structure and consistency, should 
be completed soon after the develop-
ment of your vision and strategy. You 
can benefit from placing personal ac-
countabilities on the primary owners 
of the messaging.

Enable management through 
measurement
It’s important that you manage the ac-
countabilities that are within the scope 
of your vision and strategy. Wheth-
er operations, product development, 
or sales and marketing, you must de-
fine the factors that impact your abil-
ity to meet your goals and objectives. 
These factors should be organised into 
a concise list and mapped to the over-
all strategic plan. You will then need 
to qualitatively and/or quantitative-
ly baseline these factors and establish 
tracking metrics that enable future 
analysis. These metrics should be ac-
tively managed. 

Accountabilities for reporting on 
these tracking metrics should be clear-
ly defined, and you should hold regular 
meetings that include all the key stake-
holders. The stakeholders can then 
discuss the impact of the tracking met-
rics on the health of the strategic plan, 
which is made possible by the map-
ping of the metrics to the factors and 
the factors in turn to the individual el-
ements of the strategic plan.

Unfortunately, many environmen-
tal leaders will find that their organisa-

tions are not prepared to support such 
tracking metrics with the measure-
ment tools. But these tools are nec-
essary to provide the qualitative and 
quantitative data you need to proper-
ly analyse and report on environment 
and sustainability efforts. You must 
therefore develop specialised measure-
ment tools, whether through business 
process redesign, deployment of col-
laboration and measurement technol-
ogy, or through the development of 
customised internal tools. 

Without support from senior lead-
ership regarding the company’s invest-
ment in these measurement tools, you 
will probably face serious cost-benefit 
decisions about whether to make the 
right measurement tools a priority at 
the expense of additional headcount.

Analyse and report  
environmental impact
The collection of the quantitative and 
qualitative data enables in-depth anal-
ysis. This analysis is critical for leaders 
who want to understand how success-
ful their initiatives are and what the 
impact of their actions has been on 
the company or its line of business. 

Figure 1 Seven keys to communicating your message
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The changing regulatory, standardi-
sation, legal and voluntary corporate 
reporting landscape with respect to 
the environment has placed increas-
ing pressure on companies to release 
detailed information about their en-
vironmental footprints. Having the 
right tools and processes to support 
management, measurement and anal-
ysis makes it easier to collect the in-
formation demanded for mandated 
annual reports, required filings and 
voluntary corporate sustainability re-
ports. It is therefore important to 
understand your current and future 
reporting requirements so that you 
can invest in an integrated manage-
ment, measurement, analysis and re-
porting infrastructure that will grow 
with your business needs.

Technology for analysis and report-
ing is very important to companies 
seeking to emerge as thought leaders. 
Software plays a key role in this space 
– especially software used for environ-
mental management, process design, 
data collection, data manipulation, re-
mote sensing, collaboration, visualisa-
tion and presentation. 

Commercially available software 
will sometimes need to be custom-
ised for specific applications in the en-
vironmental space. Thus, significant 
investment in technology may be re-
quired to enable an integrated man-

agement, measurement, analysis and 
reporting infrastructure.

Be a thought leader
Thought leadership is something ev-
ery environmental leader should as-
pire to achieve. While there are various 
types of thought leaders (see Figure 2 
for some examples), they all have this 
in common: their expertise is derived 
not from a title but rather from their 
record of taking action and leading 
change with integrity and openness.

The global environmental sustain-
ability ecosystem relies on thought 
leaders to drive change. With an ex-
pansive network of contacts across 
governmental, non-governmental, in-
dustry and consumer advocacy organ-
isations, a thought leader can connect 
influential parties to address issues that 
require close collaboration. A thought 
leader is also familiar with many of the 
emerging environmental issues that 
are of concern to the global communi-
ty and can carry the flag of these issues 
to a global audience. 

Finally, a thought leader envisions 
solutions to important issues that have 
yet to fall into the focus of the indus-
try at large. Development of these so-
lutions may require influencing and 
collaborating with others – including 
competitors – and may push your own 
company into markets not yet serviced, 

but the result is that thought leaders 
can effect change that is global.

Remain current
This is an emerging discipline and 
there are regular changes to the body 
of knowledge. Ongoing credibility 
will require a scholarly understanding 
of the diverse scientific, policy, legal, 
economic, technology and business 
perspectives promoted by other envi-
ronmental leaders. It will also require 
not necessarily conforming with the 
predominate opinions of the day, but 
rather promoting unique perspectives 
based upon an expert understanding 
of environmental sustainability and 
computing. This integrity will be a ma-
jor differentiator given the increasing 
number of environmental leaders (or 
people claiming to be thought leaders) 
in the industry.

An established leader must also have 
security in delegating responsibilities 
to subordinates who possess specific 
knowledge on a topic of interest and 
deferring to more senior representa-
tives of environmental policy with-
in the company when an engagement 
calls for it. Reports and regular meet-
ings with your seniors will help you 
keep abreast of your company’s efforts 
to be environmentally sustainable, but 
the key is knowing when you need to 
speak on behalf of the company. This 
requires a clear understanding of your 
core commitments and is a trait that 
reflects the sincere responsibility you 
have to uphold the convictions on the 
environment that your internal and 
external audiences expect. ■

For more information, visit the  
Microsoft Environment website at 
www.microsoft.com/environment

Figure 2 Types of thought 
leaders

Michael Walsh is Senior 
Environmental Product Manager at 
Microsoft. 
Eliza Walsh is a Communications 
Strategy Consultant and formerly served 
as a Communications Specialist for 
Microsoft in China.
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Virtualisation

At a glance:
Uses and benefits of 
virtualisation
Things to watch out for 
when creating a virtual 
infrastructure 
Best practice tips
Microsoft’s family of 
virtualisation tools

What is virtualisation? 

Virtualisation in an IT environment is essentially  
the isolation of one computing resource from 
others. Separating the different layers in the logic 
stack gives you greater flexibility and simplified

this feature is based on the Microsoft white paper 
Virtualisation from the datacenter to the desktop

change management as you no longer need to 
configure individual elements for them all to 
work together. For example, in machine vir-
tualisation an operating system and applica-
tion are packaged together to form a virtual 
machine, which is then hosted on a physi-
cal server running a host operating system 
or hypervisor (a thin layer of software that 
provides the basic interface with the hard-
ware). This virtual machine (OS plus applica-
tions) operates independently of the OS on 
the physical server: multiple virtual machines 
can run securely and in isolation on a single 
physical server as if they were each on their 
own discrete hardware.

The rationale for machine virtualisation is 
clear when you realise that most workloads 

only consume a fraction of the total capa-
bility of the hardware. By matching comple-
mentary workloads in terms of processing 
and memory consumption, an IT organisa-
tion can reduce the number of physical serv-
ers needed to support the the business. The 
typical server utilisation rate is only about 
15 per cent. Increasing this to 60 per cent 
yields a four-fold reduction in space require-
ments, hardware and the electrical costs of 
powering and cooling the server farms. This 
approach is commonly called server consoli-
dation (Figure 1).

Virtualisation can also be applied to en-
terprise storage, networks, applications and 
desktops. Each of these scenarios provides 
benefits to the IT organisation, but it is im-
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Figure 1	 Using	virtualisation	to	consolidate	servers

portant that the IT manager understands 
which one to use for his or her unique cir-
cumstance, and develops them within the 
context of a comprehensive virtualisation 
strategy. Think of virtualisation as a complete 
toolset instead of just a way to reduce physi-
cal servers; a holistic view will help maximise 
the benefits derived from this technology.

The	uses	of	virtualisation
The overall term virtualisation covers a num-
ber of different scenarios (Figure 2): 

Server virtualisation creates a separate op-
erating system environment that is logical-
ly isolated from the host server. This allows 
greater density of resource use (hardware, 
utilities, space) while providing operational 
isolation and security.

Desktop virtualisation creates a separate 
operating system environment on the desk-
top, allowing a non-compatible legacy or 
line-of-business (LOB) application to oper-
ate within a more current desktop OS.

Application virtualisation separates the ap-
plication configuration layer from the op-
erating system in a desktop environment, 
reducing application conflicts, bringing 
patch and upgrade management to a central 
location and accelerating the deployment of 
new applications and updates.

Presentation virtualisation isolates process-
ing from the graphics and I/O, making it 
possible to run an application in one loca-
tion but have it controlled in another. This 
is helpful in a variety of situations, including 
ones where data confidentiality and protec-
tion are critical.

The	benefits	of	virtualisation
An infrastructure built with well-managed 
virtualisation will result in lower costs, higher 
service levels and greater agility. Specifically, 
these benefits derive from:

Server consolidation – By consolidating mul-
tiple workloads onto a single hardware plat-
form, you can maintain “one application/one 

server” while reducing physical server sprawl. 
This allows you to fully provision the busi-
ness with less hardware, resulting in lower 
equipment costs, less electrical consumption 
for server power and cooling, and less use of 
physical space by the server farm.

Maximised uptime – By compartmentalis-
ing workloads, you prevent one application 
from impacting the performance of anoth-

er, or causing a system crash. Even less stable 
legacy applications can be operated in a se-
cure, isolated environment.

Robust disaster recovery – A virtualisation 
strategy allows you to maintain an instant 
failover plan that provides business conti-
nuity throughout disruptive events. With 

By consolidating 
multiple workloads 
onto a single 
hardware platform, 
you can maintain 
“one application/one 
server” while reducing 
physical server sprawl
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the right tools, you can enable automated 
backup, replication and rapid movement of 
servers, desktops and applications.

Reduced application compatibility testing 
– By virtualising applications and deliver-
ing them on demand to desktops, you can  
pretty much eliminate application-to-ap-
plication conflicts. This significantly reduc-
es the amount of regression testing that’s 
required before deployment and prevents 
most compatibility problems.

Support for legacy and LOB applications 
– Terminal Services and/or desktop virtual-
isation can enable applications written on 
older operating platforms to be supported in 
a current operating system without software 
code revisions.

Efficient server maintenance – The flexibil-
ity of shifting workloads between physical 
servers with minimal disturbance to their op-
eration allows planned server maintenance 
to be performed without disrupting services.

Figure 2	 The	four	main	
types	of	virtualisation
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Server virtualisation creates a separate OS 
environment that is logically isolated from the 
host server. This allows greater density of resource 
use (hardware, utilities, space) while providing 
operational isolation and security 

Desktop virtualisation creates a separate OS 
environment on the desktop, allowing a non-
compatible legacy or LOB application to operate 
within a more current desktop operating system

Application virtualisation separates the application configuration 
layer from the OS in a desktop environment, reducing application 
conflicts, centralising patch and upgrade management and 
accelerating the deployment of new applications and updates 

Presentation virtualisation isolates processing from the graphics 
and I/O, enabling an application to be run in one location but 
controlled in another. This is helpful in a variety of situations –  
eg when data confidentiality and protection are critical
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Streamlined provisioning – Adding work-
load resources can be accelerated and decou-
pled from a hardware acquisition process. If 
a particular business process requires addi-
tional capability to meet business needs (say, 
a web commerce engine), adding this capa-
bility is streamlined and immediate. In an ad-
vanced virtualised environment, workload 
requirements can become self-provisioning, 
resulting in dynamic resource allocation.

Reduced complexity – By managing your vir-
tual infrastructure with the same tools that 
you use for physical assets, you can reduce 
system complexity and streamline changes 
made to the overall infrastructure.

The challenges with virtualisation
Building an infrastructure with extensive 
use of virtualisation will provide many busi-
ness benefits but, unless you have the right 
management tools, policies and processes, it 
can also create a number of problems:
• The first is that while server consolidation 

can provide many business benefits, it can 
also add complexity to the IT infrastruc-
ture if the environment is not managed 
properly. The savings in hardware consoli-
dation might be offset by increases in IT 
management overhead. To mitigate this, 
it is important that organisations employ-
ing virtualisation use a common tool set 
for virtual and physical servers. This will 
help reduce complexity while providing 
the flexibility to migrate workloads across 
physical and virtual server resources.

• A second challenge comes from the fact 
that using different tools for virtualised 
resources can result in duplicate or com-
peting processes for managing resources, 
adding complexity to the IT infrastructure. 
To overcome this, make sure your manage-
ment tools have enough functionality to 
handle both physical and virtual resources 
and that they can scale up to the greater 
demands of the mixed environment.

• Ensuring that your security processes and 
tools are appropriate for the infrastruc-
ture you have created is the next chal-
lenge. Ensure that the virtual machines 
are placed in the right place in terms of 
firewalls, DMZs (demilitarised zones) etc, 

and that you have properly isolated critical 
or vulnerable workloads. This means you 
must assess the unique security needs of 
your critical workloads and isolate vulner-
able workloads from those that might be 
unstable. Placing workloads that need to 
be accessed by customers and partners in 
a DMZ will help contain any security risk.

• The next challenge arises from the ease 
with which virtual machines can be cre-

ated. If you’re not careful, their sprawl 
can far exceed that of your physical serv-
ers, and can outpace the tools used to man-
age them. When creating a new server is 
as simple as a few mouse clicks, it is easy 
to see how the environment can grow out 
of control. To mitigate this, you need to 
create clear policy boundaries for virtual 
machine creation, and build these policies 
into a robust management toolset.

How do I get the most out of my  
virtualisation strategy?
To ensure you get the most from a virtualisa-
tion strategy, follow these best practices and 
the techniques for implementing them: 

Best Practices
• Develop a cohesive, holistic virtualisation 

strategy across the IT infrastructure.
• Integrate the management of virtual and 

physical computers with policy-based 
tools to reduce system complexity.

• Leverage advanced security, continuity 
and recovery opportunities to maximise 
business availability.

• Drive the cultural changes needed to man-
age resources in a virtual environment.

To develop a cohesive, holistic virtuali-
sation strategy across the IT infrastructure, 

Building a virtual infrastructure will 
provide many business benefits, but make 
sure you use the right management tools, 
policies and processes
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you need to design your virtualisation strate-
gy with an end-to-end structure to minimise 
system complexity and capture maximum 
benefit. It’s also important to create a contin-
uous consolidation framework for ongoing 
optimisation, and to employ single-purpose 
servers to simplify management and ensure 
the best possible isolation, conflict reduction 
and resource usage.

For integrating the management of vir-
tual and physical computers with policy-

based tools to reduce system complexity, you 
should reduce system complexity by man-
aging your virtual server infrastructure in 
a common console. It’s important to make 
use of existing knowledge on server admin-
istration, and to ensure that the tools for 

managing virtual resources do not create 
knowledge gaps. The IT department should 
also automate change management with ad-
vanced policy-based tools.

Maximising business availability is a key 
best practice, and requires the IT department 
to make use of advanced security, continu-
ity and recovery opportunities. Techniques 
that ensure this include the maintenance of 
snapshot-based backup to provide more ro-
bust restore capability and to provide tools 
for forensic analysis. You should spread mis-
sion-critical workloads over multiple servers 
to distribute risk, so avoiding interruption in 
the event of a hardware failure. It’s also im-
portant to isolate high-risk workloads from 
high-vulnerability workloads and underlying 
operating systems. 

You will also need to make cultural chang-
es to manage resources effectively in a vir-
tual environment. One important change 
is a disciplined approach to resource plan-
ning and virtual machine creation: this will 
prevent uncontrolled sprawl. The IT depart-
ment should strive for commonality among 
management processes and tools. It’s also 
important to recognise that all resources be-
come data files in a virtual environment, and 

Maximising business availability is a 
key best practice, and requires the use 
of advanced security, continuity and 
recovery opportunities

Figure 3	 The	System	Center	family	is	used	to	manage	the	Microsoft	virtualisation	products
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to capture the organisational best practices 
and skills for data management for use in 
managing the virtual environment. Finally, 
you need to develop a framework and under-
standing for resource sharing across differ-
ent sponsor organisations.

The	virtual	family
Microsoft provides an end-to-end toolset for 
creating, provisioning, managing and secur-
ing both your virtual infrastructure and your 
physical infrastructure (Figure 3).

Virtual	Server	2005	R2
• Provides the virtual operating system 

that facilitates consolidated infrastruc-
ture, application and branch office serv-

er workloads with rapid deployment and 
provisioning.

• Runs most major x86 operating systems in 
the virtual machine guest environment.

• Virtual machines use the Windows host 
operating system’s qualified device drivers, 
ensuring robust and stable device support 
and broad device compatibility.

System	Center	Virtual	Machine	Manager
• Manages host configuration, virtual ma-

chine creation, library management, in-
telligent placement of virtual machines, 
monitoring, rapid recovery, self-provision-
ing, and automation.

• Seamlessly manages a virtual server envi-
ronment with existing familiar physical 
server management tools.

• Provides complete scripted control of por-
table, connected virtual machines and en-
ables easy automation of deployment, 
ongoing change and configuration.

SoftGrid	Application	Virtualisation
• Virtualises applications and delivers them 

as an on-demand, streaming service to 
desktop users.

• Simplifies desktop images by decoupling 
application layer from image.

• Reduces the number of server silos re-
quired to support Terminal Services.

• Centralises application permissions and 
control.

• Enables centralised patching and updating 
of applications.

Virtual	PC
• Hosts legacy LOB applications.
• Hosts applications not compatible with 

the desktop OS.

Terminal	Services
• Virtualises the presentation of entire desk-

tops or specific applications.
• Allows you to consolidate applications 

and data in the data center, while provid-
ing broad access to local and remote users.

System	Center	Operation	Manager	2007
• Provides comprehensive monitoring and 

reporting of host OS and guest virtual ma-
chines, including discovery, state view, dia-
gram view, alerts, tasks and performance

• Identifies good candidates for conversion 
to virtual machines based on specified 
memory and CPU requirements.

System	Center	Configuration	Manager
• Provides scalable migration and provision-

ing management.
• Manages patch and upgrades in physical, 

host and guest OS.

System	Center	Data	Protection	Manager
• Captures data changes in real time and 

regularly synchronises to ensure Windows 
data and user productivity are protected.

• Enables IT administrators and end-users to 
easily recover data in minutes from readily 
accessible disks.  ■

Virtual machines use  
the Windows host 
operating system’s 
qualified device drivers, 
ensuring robust device 
support and broad 
device compatibility
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Windows Essential Server Solutions

At a glance:
The need for a new 
family of server products 
for small and midsized 
businesses
Small Business Server 2008
Essential Business Server 
2008
Setup, management and 
licensing

Windows Essential 
Server Solutions 
There is an argument that commissioning 
and managing servers in a small or 
midsized business is harder than in larger 
companies. The main reason for this is

that the IT team in a small business may con-
sist of just one or two people, who will com-
mission and manage far fewer servers, so they 
don’t get the hard-won experience of the IT 
specialists in larger companies.  

To make life easier for these IT staff, and 
to ensure servers are correctly commis-
sioned and managed, Microsoft is introduc-
ing a new family of server solutions built 
specifically for small and midsize businesses 
– Windows Essential Server Solutions. Based 
on Windows Server 2008 technology, they 
also provide Microsoft server products for 
e-mail, collaboration, PC and server manage-
ment and security, all simplified to deploy, 
manage, license and use. 

The range consists of two products: Small 
Business Server 2008 and Essential Business 
Server 2008. Small Business Server 2008 is 

designed for use in small businesses with 
between five and 75 users, while Essential 
Business Server has the features needed for 
medium-sized companies with between 25 
and 300 users. 

Windows Small Business Server 2008
Windows Small Business Server 2008 comes 
in two editions: Standard and Premium.

Standard Edition is based on Windows 
Server 2008 Standard Technologies. The serv-
er includes Exchange Server 2007 Standard 
Edition, Windows SharePoint® Services 3.0, 
Windows Server Update Services 3.0, 120-
day trials of Microsoft Forefront™ Security 
for Exchange Server and Windows Live 
OneCare™ for Server, and integration with 
Office Live Small Business. 

The Premium edition includes everything 
from the Standard Edition, plus Windows 
Server 2008 Standard technologies for SBS 
Premium, and SQL Server 2008 Standard 
Edition for Small Business. Windows Small 
Business Server 2008 Premium Edition be-
comes a second server solution. Standard 
Edition will run on one hardware server 
and Premium Edition will run on two hard-
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Figure 1	 The	Small	
Business	Server	
management	console	
makes	it	easy	to	perform	
common	tasks

ware servers, with the second server running 
Windows Server and SQL Server for line-of-
business applications.

Windows	Essential	Business	Server	2008
Windows Essential Business Server 2008 
is designed for medium-sized businesses, 
but like Small Business Server it is provid-
ed as an all-in-one integrated solution. As 
medium-sized businesses need more serv-
er applications, Essential Business Server 
is a multi-server product. In addition to 
Windows Server 2008, Essential Business 
Server combines software for management, 
messaging, and security features. 

Essential Business Server Standard is based 
on the use of three servers – a management 
server, a messaging server and a security serv-
er. The Management Server runs Windows 
Server 2008 Standard with System Center 
Essentials 2007. The Messaging Server runs 
Windows Server 2008 Standard, Exchange 
Server 2007 Standard Edition, and has a one-
year subscription to Forefront Security for 
Exchange Server. The Security Server runs 
Windows Server 2008 Standard, Exchange 
Server 2007 Standard Edition, and a one-
year Web AntiMalWare subscription for 
Forefront Threat Management Gateway, 
Medium Business Edition. 

Windows Essential Business Server 2008 
Premium has all the above, with the addi-
tion of a database server based on Windows 
Server 2008 Standard, with SQL Server 2008 
Standard Edition. 

Ease	of	setup	and	management	
Both products in the Windows Essentials 
range are designed to simplify the setup and 
ongoing management of IT. Starting with 
setup, the servers are preconfigured with 
built-in best practices. This means that if IT 
administrators leave the system settings un-
changed, they won’t be exposed to potential 
security risks, or have their servers running 
in a badly optimised manner. Deployment 
of the servers has also been streamlined, 
with a setup wizard to guide you through 
the process of setting up the server or serv-
ers that make up the version you’ve chosen. 
In the case of Windows Essentials, the esti-
mate is that this reduces configuration steps 

by 75 per cent over doing the same tasks on 
standalone servers. 

There’s also a unified console for manage-
ment of key IT workloads. In the case of Small 
Business Server, when you view system infor-
mation, you’re shown a matching set of tasks 
relevant to that information (Figure 1). The 
tasks are the ones you’re most likely to need, 
and most have been streamlined so they can 
be completed quickly and easily without the 
need to make complex decisions. For exam-
ple, adding a new user to the Windows Small 
Business Server 2008 network requires a small 
set of user-specific information and three 
clicks in a wizard. Windows Small Business 
Server 2008 handles the rest, automating user 
account creation – creating the user e-mail 
alias, providing permissions to server resourc-
es, and building the user’s root directory.

The administration console installed as 
part of Windows Essential Business Server 
2008 also provides a unified view of all the in-
frastructure components that have been de-
ployed (Figure 2). You view the information 
as a dashboard view, and can see the configu-
ration, execution and historical performance 
of their workloads. You can also manage 
common tasks like adding users, managing 
groups, and resolving critical alerts. A range 
of third-party add-ons have been modified 
so they can also be managed from the ad-
ministration console. For example, if a com-
pany uses Computer Associates ARCserve 
Backup, they will discover they can manage 
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it from Essential Server’s unified manage-
ment console. Similarly, users of Citrix Access 
Essentials (used for providing network access 
for offsite workers) can be managed from the 
console. Many third-party security and back-
up products can be managed in this way, and 
hardware manufacturers including HP, IBM 
and Intel make their hardware management 
software available as add-ins for Windows 
Essential Business Server. 

Network management
Both products are designed to make network 
management as simple as possible. Windows 
Small Business Server 2008 shows you the 
network status through real-time status 
icons. You also get daily health reports so you 
can see what’s been happening. It’s also pos-
sible to have automatic updating of signature 
files for integrated antivirus and malicious 
software technologies, automated data back-
ups, and centralised update deployment. 

The network management doesn’t ignore 
the rest of the network, either. You can see 
which client computers are missing critical 
protection technologies and prevent the cli-
ents from joining the domain until the nec-
essary requirements are met. The clients are 
monitored for antivirus status, update compli-
ance and overall security health.

Window Essential Business Server 2008 
also provides consolidated network manage-
ment. Like Small Business Server, Essential 

Business Server gives you a single location to 
view the health of your network. The console 
shows the up-to-date network information 
gathered through the automated collection 
of hardware inventories. Essential Business 
Server aggregates information from all its se-
curity components, providing an overall as-
sessment, detailed threat information, and 
the tools to manage the security. If a problem 
occurs, you are notified immediately, and the 
console helps you diagnose and repair the 
problem. You can choose between manual 
or automated deployment of updates for the 
operating system, hardware devices, system 
drivers and Microsoft applications, and you 
can pre-package applications and automati-
cally deploy them to client computers and 
servers on your network. 

Managing remote users is another poten-
tial problem area for administrators of small 
and medium networks. Both servers come 
with remote connectivity features includ-
ing Remote Web Workplace. This gives re-
mote browser-based access to e-mail, files 
and folders on the network, and desktop PCs 
from any Internet-enabled PC. Remote Web 
Workplace is a dynamically updated web site 
that provides a single, simple, consolidated, 
and highly secure entry point into a small 
business network, including a fully config-
ured internal web site managed by Windows 
SharePoint Services. 

Windows Essentials Business Server also 
comes with preconfigured Perimeter Access, 
so that the firewall is enabled to allow pass-
through for secure remote access tools, in-
cluding Remote Desktop, Outlook Web 
Access, Microsoft Exchange ActiveSync and 
Outlook Anywhere.

Dealing with the Web
No matter what size of company you work 
in, or what type of product or service it pro-
vides, your customers probably expect you 
to have a web site that looks profession-
al and that works well. Medium-sized busi-
nesses have enough resources to create and 
manage a web site, but small businesses can 
find it difficult. To overcome this difficulty, 
Windows Small Business Server 2008 offers 
integration with Microsoft Office Live Small 
Business, an Internet-based set of tools that 
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help small businesses quickly and easily cre-
ate a professional Web presence. 

Licensing
A key driver behind both products in the 
Essentials family is to provide simple licens-
ing. Windows Small Business Server 2008 
editions are covered by a single server licence 
that provides licensing for all the included 
product technologies. Each edition also in-
cludes five temporary client access licenses 
(CALs) that allow users to connect to the re-
spective product technologies. These can be 
used for up to 60 days so that newly added 
users or devices can be accommodated. For 
permanent use, CALs can be purchased in 
denominations of 1, 10, 25 or 50 unit incre-
ments. The CALs may be designated as per-
user or per-device. More licences can be 
purchased if extra users or devices need to 
be connected. It will be possible to move be-
tween Standard and Premium versions of 
both Server and CAL suite, and, if your busi-
ness grows, to move between Windows Small 
Business Server 2008, Windows Essential 
Business Server 2008 and traditional à la 
carte Microsoft products. 

Windows Essential Business Server pro-
vides a single CAL for all included products 
and simplifies licence management.  The ad-
ministration console shows you how many 
licences you have and who the licences are as-
signed to. If someone leaves the company, the 
console also lets you re-assign licences. 

The Essential Business Server 2008 editions 
has two types of CAL. The standard CAL 
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System Center Essentials

System Center Essentials was created 
for midsized businesses with up to 30 
servers and 500 clients. It contains all 
the elements of System Center that 
are useful for such businesses, and 
provides proactive monitoring and 
troubleshooting, highlighting potential 
issues that may cause problems. 

You manage and track your IT assets 
from a single console showing your 

servers, clients, hardware, software 
and IT services. The console also 
provides the tools for management 
tasks like troubleshooting end user 
issues, monitoring, and server and 
client software deployment. Systems 
can be automatically updated with the 
latest software and security patches 
and applications distributed to your 
servers and clients. 

The first Service Pack (SP1) for 
System Center Essentials is now 
available. Improvements include 
reduced memory consumption (up to 
70 per cent less), a faster UI, support 
for workgroup joined computers, 
SNMP v1 devices, improved setup, new 
update approvals rules, enhanced third-
party update experience and support 
for Windows Server 2008.

Suite grants the right to access the products 
in Essential Business Server 2008 and oth-
er servers running Windows Server 2008 or 
Exchange Server 2007 on the network. The 
CAL Suite for Premium Users or Devices adds 
the rights to access the Premium Edition tech-
nologies such as SQL Server 2008 Standard 
Edition. The reason for providing two types 
of CAL is that a midsize business may be run-
ning Essential Business Server 2008 Premium 
Edition, but not all users will need access 
to the line-of-business application running 
on SQL Server. Having two suites means 
the company need buy only the number of 
Premium CALs they require. 

To accommodate newly added users or de-
vices, Windows Essential Business Server 
2008 includes five temporary licenses that 
can be used for up to 60 days to ensure over-
all license compliance. For permanent use, 
CAL Suites will be available in denomina-
tions of 1, 10, 25 or 50 unit increments. 

Companies will be able to move between 
Standard and Premium versions of both Server 
and CAL suite, and to move from Windows 
Essential Business Server 2008 to à la carte 
Microsoft products if the business grows and 
requires a more customised solution. ■

For more information:
on WESS – visit www.microsoft.com/
windowsserver/essential/products.mspx
on SBS 2008 – visit www.microsoft.com/
windowsserver/essential/sbs/overview.mspx
on EBS 2008 – visit www.microsoft.com/
windowsserver/essential/ebs/overview.mspx
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At a glance:
More powerful 
management
Improved performance and 
scalability
Better security and 
availability
Changes for developers

SQL Server 2008: 
what’s new?

Once again, Microsoft has released a new version 
of SQL Server that promises to improve life for 
database administrators. The latest version is SQL 
Server 2008, and it offers a large variety of new 

Randy Dyess

features and functionality that will make the 
administration a whole lot better.

Database administrators who have been 
using SQL Server 2005 for any length of time 
will find many of the same features that they 
use in their day-to-day jobs, but they’ll also 
soon discover that these familiar tools have 
been enhanced in SQL Server 2008. The new 
functionality built on the existing features 
goes a long way in reducing the number of 
workarounds or customisations once needed 
for using various features in complex data-
base environments.

New features in SQL Server 2008 involve 
a large range of database job roles, making it 
difficult to categorise them. As I classify fea-
tures under different topics, I realise that 
some readers will be wondering why I placed 
Feature X under Category Y when it clearly 
belongs under Category Z. It’s a matter of 
perspective, and it’s affected by how your 
company does business. 

I do understand that database people of-
ten find themselves doing many different 
job roles, but I will try to break down the 
new features so they fit into the following 

This article is based on a 
prerelease version of SQL 
Server 2008.  All information 
herein is subject to change.
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generic categories: Management, Scalability, 
Performance, High Availability, Security, De-
velopment and Business Intelligence. 

What’s new for management?
For database administrators (like me), 
the additional management functional-
ity makes SQL Server 2008 a very exciting 
new product. The new policy management, 
multiple server query capability, configura-
tion servers and data collector/management 
warehouse offer powerful new abilities for 
database administrators who are often re-
sponsible for managing large and complex 
database environments with hundreds or 
thousands of databases on dozens or even 
hundreds of servers.

The SQL Server 2008 Policy Management 
feature, which was actually called Declara-
tive Management Framework in the Com-
munity Technology Previews (CTPs), allows 
you to create and execute configuration 
policies against one or more database serv-
ers. With these policies, you can ensure that 
standard configuration settings are applied 
and maintained on each of the targeted serv-
ers and databases. You can see an example of 
this feature in Figure 1.

Policies are created from a predefined set 
of facets. Each facet contains a subgroup of 
SQL Server 2008 configuration settings and 
other events that you can control. You pair 
these facets with conditions in order to cre-
ate a policy. Conditions are the values that 
are allowed for the properties of a facet, the 
configuration settings, or other events con-
tained within that facet.

Conditions are also values used for policy 
filters. Say you want the policy to be execut-
ed only against a certain database. In this case, 
you can create a condition that contains the 
name of the database and then add this con-
dition to the policy. Now the policy will only 
apply to that one database. Trust me on this 
– SQL Server 2008 Policy Management may 
sound complex, but once you try it you’ll re-
alise it’s pretty intuitive. 

The new Multiple Server Interaction and 
Configuration Servers capabilities come in 
handy when you need to execute queries 
against multiple servers at the same time. 
You can register servers in your Management 
Studio and then place those servers togeth-

er under a grouping. When you need to ex-
ecute a policy or query against all the servers 
in the grouping, you simply right-click on 
the grouping and do so. 

As an added benefit, you can configure this 
feature to return one resultset per server or 
merge all the resultsets together into one big 
resultset. You can also specify whether you 
want the server and database names as part 
of the results so you can separate the indi-
vidual results from each server. Being able to 
store the registered servers on the configu-
ration server rather than in each individual’s 
Management Studio is a big benefit.

Another nice new management feature 
is the Data Collector. Database administra-
tors often need to collect management data 
from a large number of servers, and many of 
these DBAs have created their own custom 
solution for doing so. The Data Collector is a 
built-in mechanism that eases the task of col-
lecting management-related data. It allows 
you to use the SQL Server Agent and SQL 
Server Integration Services (SSIS) to create a 
framework that collects and stores your data 
while providing error handling, auditing, and 
collection history. 

Unlike third-party tools and custom jobs, 
the Data Collector will be easily understood 
by most database administrators since it uses 
SQL Server Agent and SSIS to create a set of 
jobs and packages to handle the connections, 
collection, and storage of data (as you can see 
in Figure 2). Once this data is stored in a cen-
tral location, referred to as the Management 
Warehouse, it can be viewed and organised 
through a set of T-SQL statements and SQL 
Server 2008 Reporting Services reports. This 

Figure 1 The 
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central data store makes it much easier to 
analyse and view the overall management 
metrics of the database environment.

What’s new for scalability?
Over the years, SQL Server database admin-
istrators have found their database environ-
ments becoming increasingly large. As the 
size of your database environment increases, 
you need new methods and tools to achieve 
the scalability that most enterprises require. 
SQL Server 2008 has introduced several new 
features that will help.

SQL Server 2008 has built-in compression 
that allows you to compress the database 
files and the transaction log files associated 
with the compressed database. SQL Serv-
er 2005 introduced the ability to compress 
data on a read-only file or filegroup, but this 
form of compression simply used the com-
pression ability of Windows NTFS. With 
SQL Server 2008, you now get both row-lev-
el and page-level compression, offering ben-
efits you don’t get with compression at the 
data file level. 

Compression at the row and page levels re-
duces the amount of data space needed, plus 
it reduces the amount of memory needed 
since the data remains compressed while in 
memory. Compressed data in memory results 
in increased memory utilisation, which ben-
efits the scalability of many systems. 

SQL Server 2008 also introduces com-
pression at the backup level. While database 
backups only back up the active portion of 
the database, this still represents as many as 
hundreds of gigabytes or even dozens of tera-
bytes. In database environments that have 

more than one copy of a multi-terabyte back-
up file, these backups often take up valuable 
storage space that could be used more effec-
tively. By allowing database administrators 
to compress their backup files, SQL Server 
2008 frees up some of this space, so it can be 
used for live data.

Then there’s the Resource Governor. This 
new feature lets you define the amounts of 
resources that individual or groupings of 
workloads are allowed to use during execu-
tion. With Resource Governor, you can cre-
ate an environment in which many different 
workloads coexist on one server without the 
fear of one or more of those workloads over-
whelming the server and reducing the per-
formance of the other workloads. 

The benefit of this feature is that you can 
more effectively use the total amount of re-
sources that are available on your database 
servers. Figure 3 shows an example of using 
the Resource Governor to limit activity on 
a server.

What’s new for performance?
The general performance of databases im-
proves with SQL Server 2008. Thanks to 
several new features found in SQL Server 
2008, you can control and monitor the per-
formance of your databases and the applica-
tions that execute against them.

When you have large numbers of transac-
tions performed every second, the locking 
that normally occurs during these transac-
tions can have a negative impact on the per-
formance of your database applications. SQL 
Server is designed to reduce the total num-
ber of locks a process holds by escalating 

Figure 2 The Data 
Collector Disk Usage  
Log file
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locks from the smaller row-level and page-
level locks to large table-level locks. But it’s 
important to understand that this escalation 
of locks can cause problems. For example, a 
single transaction can lock an entire table 
and prevent other transactions from work-
ing with that table. 

SQL Server 2008 works with the table par-
titioning mechanism (which was introduced 
in SQL Server 2005) to allow the SQL Server 
engine to escalate locks to the partition level 
before the table level. This intermediary lev-
el of locking can dramatically reduce the ef-
fects of lock escalation on systems that have 
to process hundreds and thousands of trans-
actions per second.

SQL Server 2008 offers several new query 
processor improvements for when the que-
ry interacts with partitioned tables. The que-
ry optimiser can now perform query seeks 
against partitions as it would against individ-
ual indexes by only working with the parti-
tion ID and not the partitioning mechanism 
at the table level. 

What’s new for high availability?
As database environments become more 
complex and databases grow in size, the abil-
ity to ensure the availability of those data-
bases becomes increasingly difficult. The 
familiar mechanisms you have used in the 
past to achieve high availability are still pres-
ent in SQL Server 2008. But some of these 
features have been enhanced in SQL Server 
2008 and some new ones have been added.

With SQL Server 2005, many administra-
tors started implementing database mirror-
ing to achieve high availability. SQL Server 
2008 offers many improvements for the prac-
tice of database mirroring. For instance, in 
the past, database mirroring occasionally had 
performance issues related to moving trans-
action log data from the principal to the mir-
rored databases. In response, SQL Server 
2008 now reduces the amount of informa-
tion that is moved across the network from 
the principal’s transaction log to the mirror’s 
transaction log by compressing the informa-
tion before sending it to the mirror’s transac-
tion log for hardening. 

You now have the ability to repair corrupt-
ed data pages on the principal. If a principal 
database suffers corrupt data pages due to er-

rors 823 and 824, the principal can request a 
fresh copy of those data pages from the mir-
rored servers. This request of good data pages 
is an automated process that is transparent 
to any users who are currently accessing the 
principal databases.

Another new feature, Hot Add CPU, lets 
you add additional CPUs to a database server 
without affecting the availability of the da-

USE master
go

--Drop function
IF OBJECT_ID(‘rgclassifier_demo’,’Function’) IS NOT NULL
DROP FUNCTION rgclassifier_demo
go

--Create a classifier function for report group
CREATE FUNCTION rgclassifier_demo() RETURNS SYSNAME 
WITH SCHEMABINDING
AS
BEGIN
    DECLARE @group_name AS SYSNAME
  IF (USER_NAME() LIKE ‘%Launch_Demo%’)
         SET @group_name = ‘demogroup’
    RETURN @group_name
END
GO

--Drop workload group for anything coming from Management Studio
IF EXISTS (SELECT name FROM sys.resource_governor_workload_groups 
  WHERE name = ‘demogroup’)
BEGIN
  DROP WORKLOAD GROUP demogroup
END
GO

--Create workload group
CREATE WORKLOAD GROUP demogroup
GO

--Register the classifier function with  
--Resource Governor
ALTER RESOURCE GOVERNOR WITH (CLASSIFIER_FUNCTION= dbo.rgclassifier_demo)
GO

--Alter the dbogroup workload group to only 
--allow 10% of CPU for each workload request 
ALTER WORKLOAD GROUP demogroup
WITH (REQUEST_MAX_CPU_TIME_SEC = 10)
GO

--Create a new resource pool and set a maximum CPU limit for all workloads.
IF EXISTS (SELECT name FROM sys.resource_governor_resource_pools
  WHERE name = ‘pooldemo’)
DROP RESOURCE POOL pooldemo
GO
  
CREATE RESOURCE POOL pooldemo
WITH (MAX_CPU_PERCENT = 40)
GO

--Configure the workload group so it uses the  
--new resource pool. 
ALTER WORKLOAD GROUP demogroup
USING pooldemo
GO

--Apply the changes to the Resource Governor 
--in-memory configuration.
ALTER RESOURCE GOVERNOR RECONFIGURE
GO

Figure 3 Limit activity with the Resource Governor
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tabases residing on that server. However, you 
should know that Hot Add CPU does have 
some limitations, as it is only useful when 
running the 64-bit Itanium-based Windows 
Server 2008 Enterprise Edition or Datacen-
ter Edition, and it requires the Enterprise 
Edition of SQL Server 2008. 

What’s new for security?
SQL Server 2005 introduced data security in 
the form of data encryption. With SQL Server 
2008, encryption is much enhanced through 
two new features: Extensible Key Manage-
ment and Transparent Data Encryption. 

Extensible Key Management allows for an 
enhanced structure to safely store the keys 
used in the encryption infrastructure – not 
only in the database itself but also outside 
the database in third-party software modules 
or with a Hardware Security Module.

Transparent Data Encryption offers im-
proved flexibility for encrypting data by al-
lowing encryption to be a property of the 
database and not just the result of func-
tions in a line of code. The result is that ad-
ministrators do not have to perform the 
large number of changes that are required 
for their database structure and application 
code when they perform encryption at the 
data level. The code in Figure 4 shows how 
you can encrypt a database with Transparent 
Data Encryption.

What’s in store for developers?
Database administrators are not the only peo-
ple that will benefit directly from the chang-
es in SQL Server 2008. There are a number 
of new features that are designed to help da-
tabase developers. These range from several 
new T-SQL enhancements to new compo-
nents that can help developers create and 
utilise database queries.

Many database developers are responsi-
ble for creating the queries that are needed 
for returning the data required for their ap-
plications. You’re probably familiar with the 
LINQ (Language Integrated Query) tool that 
enables database developers to issue queries 
against a database using a Microsoft .NET-
based programming language instead of the 
normal T-SQL statements. Well, SQL Serv-
er 2008 enhances LINQ by providing a new 
LINQ to SQL provider that allows develop-
ers to issue LINQ commands directly against 
SQL Server tables and columns. This will re-
duce the amount of time it takes to create 
new data queries.

When developing against databases, de-
velopers use higher-level objects that they 
map to individual database tables and col-
umns. These objects, also known as entities, 
represent the data needed for database appli-
cations and, therefore, the developer doesn’t 
need to understand the actual storage struc-
ture of the data and schema of the database. 
The new ADO.NET Entity Framework now 
allows developers to create database queries 
using these entities. The abstracting of the 
underlying database structure allows devel-
opers to be more productive.

SQL Server 2008 offers many different en-
hancements to T-SQL that allow database 
developers to be more efficient. One exam-
ple is the new MERGE statement, which al-
lows the developer to check for the existence 
of data before trying to insert the data. This 
check prior to performing the INSERT state-
ment allows the data to be updated. No lon-
ger is it necessary to create complex joins in 
order to update data that exists and to insert 
data that does not already exist, all during a 
single statement.

In addition, separating time and date data 
from the combined date/time data type has 
been made easier. SQL Server 2008 introduc-
es two separate data types to handle date and 

USE master;
GO

--Create a master key
CREATE MASTER KEY ENCRYPTION BY PASSWORD = ‘YouWillNeedToCreateAStrongPassword’;
GO

--Create a certificate to use with TDE
CREATE CERTIFICATE TDECERT WITH SUBJECT = ‘TDECert’
GO

--Change to the database to encrypt
USE AdventureWorks
GO

--Create your database master key
CREATE DATABASE ENCRYPTION KEY
WITH ALGORITHM = AES_128 --Use a strong algorithm
ENCRYPTION BY SERVER CERTIFICATE TDECERT
GO

--Alter the database to encrypt it with the 
--master database key
ALTER DATABASE AdventureWorks
SET ENCRYPTION ON
GO

Figure 4 Using Transparent Data Encryption
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time data. Different data types will translate 
to improved performance for many queries 
since there will no longer be a need to per-
form an operation on the data before it can 
be used in the query.

When creating newer database structures, 
database developers often find themselves 
stretching the structure of databases in order 
to implement mapping applications. SQL 
Server 2008 helps to address this issue with 
new spatial data types. The two spatial data 
types, GEOGRAPHY and GEOMETRY, al-
low developers to store location-specific data 
directly into the database without having to 
break those data elements down into for-
mats that fit other standard data types. The 
code in Figure 5 is an example of a simple 
spatial table.

A very common issue for database devel-
opers in the past was how to store and utilise 
large binary objects such as documents and 
media files. The method typically used was to 
store the files outside of the database and just 
store a pointer in the database to the external 
file. With this method, however, when you 
move the file, you must also remember to up-
date the pointer. 

SQL Server 2008 handles this issue with 
the new FILESTREAM data type. With this 
data type, files can still be stored outside of 
the database, but the data is considered part 
of the database for transactional consistency. 
This allows for the use of common file op-
erations while still maintaining the perfor-
mance and security benefits of the database.

What about business intelligence?
Increased use of SQL Server over the last 
few years has been driven in large part by 
the adoption of business intelligence strat-
egies. Business intelligence capabilities are 
not new to SQL Server, but SQL Server 2008 
does bring some new features to the table.

For example, when data is stored in data 
warehouses, space is often wasted due to 
NULL values. Columns that store NULL val-
ues take up the space of the largest allowed 
data size defined in the column. This means 
that a column with thousands of NULL val-
ues can actually consume many MB of space 
without actually storing any data. 

SQL Server 2008 introduces sparse col-
umns, which allows NULL values to be 

stored without taking up any physical space 
on the disk. Because sparse columns do not 
consume actual space, tables that contain 
sparse columns can actually exceed the 1,024 
column limit. 

SQL Server 2008 also introduces a new 
mechanism, Change Data Capture, for man-
aging incremental changes that need to be 
loaded into the data warehouse. This cap-
tures and places changed data into a set of 
change tables. Capturing updated, deleted 
and inserted data in an easily consumed stor-
age schema allows for the incremental load-
ing of data warehouses from those tables – as 
opposed to having to build custom insert 
statements that try to figure out the changes 
made to existing rows of data before updat-
ing the data warehouse. 

Wrapping up
This is just a quick overview of what SQL 
Server 2008 has in store. It will bring a broad 
set of new features and updates to existing 
features that will improve life for both data-
base administrators and database developers. 
Ultimately, it will offer much improved per-
formance and scalability for today’s ever-de-
manding databases. ■

IF OBJECT_ID ( ‘Demo_SpatialTable’, ‘Table’ ) IS NOT NULL 
    DROP TABLE Demo_SpatialTable
GO

--Create table to hold spatial data
CREATE TABLE Demo_SpatialTable 
    ( SpatialID int IDENTITY (1,1),
    SpatialInputCol geography, 
    SpatialOutputCol AS SpatialInputCol.STAsText() )
GO

--Insert data into table
INSERT INTO Demo_SpatialTable (SpatialInputCol)
VALUES (geography::STGeomFromText(‘LINESTRING(47.656 -122.360, 47.656 -122.343)’, 4326));

INSERT INTO Demo_SpatialTable (SpatialInputCol)
VALUES (geography::STGeomFromText(‘POLYGON((47.653 -122.358, 47.649 -122.348, 47.658 -
122.348, 47.658 -122.358, 47.653 -122.358))’, 4326));
GO

--View data to see that data has been converted and stored in col2
SELECT * FROM Demo_SpatialTable

Figure 5 A simple spatial table
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Conducting business in this global economy increasingly requires 
companies to use new types of data, applications and complex 
calculations. The seven new data types built into SQL Server 2008

Kelly Wilson

At a glance:
New date and time data 
types
Representing position in a 
hierarchy
Two models for working 
with spatial data

SQL Server 2008: 
new data types

provide the means for working with and simplifying the 
management of more complicated data.

Date and time
With the old datetime data type, SQL Server users did not 
have the ability to work with date and time information 
separately. Four of the new data types – date, time, date-
time2 and datetimeoffset – change that, simplifying work-
ing with date and time data and providing for increased 
date range, fractional seconds precision and time zone sup-
port. New database applications should use these new data 

types instead of the legacy datetime. Let’s take a closer look 
at the new versions.

The date data type stores a date without a time compo-
nent. The range is from January 1, 1000 though December 
31, 9999 (0001-01-01 through 9999-12-31). Each date variable 
requires 3 bytes of storage and has a precision of 10 digits. 
The accuracy of the date type is limited to a single day.

Take a look at Figure 1, which shows how to create and 
initialise Date variables in T-SQL scripts. The variable @my-
Date1 is initialised by a string formatted as ‘MM/DD/YYYY.’ 
The variable @myDate2 is not initialised; it will have a value 
of NULL. The variable @myDate3 is initialised to the date 
on the local computer system. The value of variables can be 
changed at any time with the SELECT or SET statements, as 

This article is based on a prerelease version of Windows Server 
2008. All information herein is subject to change.
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the example illustrates by changing the value of @myDate2. 
Date columns can also be created in tables. Figure 2 shows 
how to create a table with three date columns.

The time data type stores the time of day without any 
date component. It is based on a 24-hour clock, so the sup-
ported range is 00:00:00.0000000 through 23:59:59.9999999 
(hours, minutes, seconds and fractional seconds). You can 
specify the fractional seconds’ precision when the data type 
is created. The default precision is 7 digits; the accuracy is 
100ns. Precision affects how much storage space is required, 
which can range from 3 bytes for up to 2 digits; 4 bytes for 3 
or 4 digits; to 5 bytes for 5 to 7 digits. 

The T-SQL script in Figure 3 shows how variable preci-
sion is affected by implicit conversions of a string initialisa-
tion value. The T-SQL code first creates and initialises eight 
separate time variables to an identical value. The fractional 
precision of each variable is equivalent to its name. For ex-
ample, @myTime3 has a fractional precision of three places. 
The results show that the precision of each time data type 
is equivalent to the fractional precision with which it is de-
clared. Digits that fall outside the range are truncated.

A time data type can be created as a column in a table. The 
DROP TABLE myTable T-SQL script in Figure 4 creates a 
table named myTable1 and adds three time columns to the 
table. A record is then inserted into the table and the con-
tents of the table are displayed with a SELECT statement. 

Datetimeoffset and datetime2
The datetimeoffset data type provides time-zone aware-
ness. The time data type does not contain a time zone and 
so only works on local time. In the global economy, howev-
er, it is often necessary to know how a time in one area of 
the world relates to time in another area. The time zone off-
set is indicated as + or - hh:mm.

This code creates a datetimeoffset variable and initialises 
it to the time value 8:52 A.M. Pacific Standard Time:

DECLARE @date DATETIMEOFFSET = ‘2007-11-26T08:52:00.1234567-08:00’
PRINT @date
--Results
--2007-11-26 08:52:00.1234567 -08:00

DECLARE @myTime  time = ‘01:01:01.1234567 +01:01’
DECLARE @myTime1 time(1) = ‘01:01:01.1234567 +01:01’
DECLARE @myTime2 time(2) = ‘01:01:01.1234567 +01:01’
DECLARE @myTime3 time(3) = ‘01:01:01.1234567 +01:01’
DECLARE @myTime4 time(4) = ‘01:01:01.1234567 +01:01’
DECLARE @myTime5 time(5) = ‘01:01:01.1234567 +01:01’
DECLARE @myTime6 time(6) = ‘01:01:01.1234567 +01:01’
DECLARE @myTime7 time(7) = ‘01:01:01.1234567 +01:01’

SELECT @myTime  AS ‘@myTime’,
       @myTime1 AS ‘@myTime1’,
       @myTime2 AS ‘@myTime2’,
       @myTime3 AS ‘@myTime3’,
       @myTime4 AS ‘@myTime4’,
       @myTime5 AS ‘@myTime5’,
       @myTime6 AS ‘@myTime6’,
       @myTime7 AS ‘@myTime7’

--Results
--@myTime          @myTime1   @myTime2    @myTime3     @myTime4      
------------------ ---------- ----------- ------------ -------------
--01:01:01.1234567 01:01:01.1 01:01:01.12 01:01:01.123 01:01:01.1235
--
--@myTime5       @myTime6        @myTime7
---------------- --------------- ----------------
--01:01:01.12346 01:01:01.123457 01:01:01.1234567

DROP TABLE myTable

Figure 3  Display time data type’s variable precision

DECLARE @myDate1 date = ‘01/22/2005’
DECLARE @myDate2 date
DECLARE @myDate3 date = GetDate()

SELECT @myDate2 = ‘2007-05-08 12:35:29.1234567 +12:15’

SELECT @myDate1 AS ‘@myDate1’,
       @myDate2 AS ‘@myDate2’,
       @myDate3 AS ‘@myDate3’

--Results
--@myDate1   @myDate2   @myDate3
------------ ---------- ----------
--2005-01-22 2007-05-08 2007-11-20

Figure 1 Create and initialise date variables in T-SQL scripts

USE TempDB
GO

CREATE TABLE myTable
(
    myDate1 date,myDate2 date,myDate3 date
)
GO

INSERT INTO myTable
VALUES(‘01/22/2005’,
       ‘2007-05-08 12:35:29.1234567 +12:15’,
       GetDate())

SELECT * FROM myTable

--Results
--myDate1    myDate2    myDate3
------------ ---------- ----------
--2005-01-22 2007-05-08 2007-11-20

Figure 2 Create a table with three date columns

USE TempDB
GO

CREATE TABLE myTable1
(
    myTime1 time(1),
    myTime2 time(2),
    myTime3 time(3)
)
GO

INSERT INTO myTable1
VALUES(‘01:30:01.1234567’,
       ‘02:34:01.1234567’,
       ‘03:01:59.1234567’)

SELECT * from myTable1

--Results
--myTime1    myTime2     myTime3
------------ ----------- ------------
--01:30:01.1000000 02:34:15.1200000 03:01:59.1230000

DROP TABLE myTable1

Figure 4 Create myTable1
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precision. The date range of the datetime2 type is January 1, 
0001 through December 31, 9999, compared with the Janu-
ary 1, 1753 through December 31, 9999 range of the original 
datetime. As with the time type, seven fractional seconds 
of precision are provided. The original datetime type pro-
vided three digits of precision and a time range of 00:00:00 
through 23:59:59.999. Here’s how to create a datetime2 vari-
able and initialise it to the local server date and time: 

DECLARE @datetime2 DATETIME2 = GetDate();
PRINT @datetime2

--Results
--2007-11-26 09:39:04.1370000

Next I’ll look at the new hierarchyid data type. This data 
type works with the relationship among data elements in a 
table, rather than a specific date or time data.

The hierarchyid data type
The hierarchyid data type allows you to construct relation-
ships among data elements within a table, specifically to 
represent a position in a hierarchy. To explore this data type, 
let’s start by creating the MyCompany database and filling 
it with employee data, using the script in Figure 5. 

Figure 6 shows the resulting simple database consist-
ing of a single employee table. This employee table in the 

MyCompany database does not have any 
imposed structure. This is normal for a re-
lational database, as structure is imposed 
dynamically by an application through its 
query and processing code. 

Business data, though, typically has a 
type of inherent structure. For example, 
every business has a reporting structure, 
such as that shown for MyCompany in Fig-
ure 7. All employees of MyCompany re-
port to David, the CEO. Some employees 
report directly, as in the case of Jill. Others, 

like Mary, report through an intermediary. In programming 
terms, the reporting structure for MyCompany is referred 
to as a tree because that’s what its shape resembles. David, at 
the top, reports to no one; he is the parent or ancestor. The 
employees that report to David are beneath. Such nodes are 
referred to as children or descendants. David can have as 
many descendants as needed to represent his direct reports. 

The script in Figure 8 rebuilds the MyCompany database 
using the hierarchyid data type, constructing a relationship 
that matches the reporting structure for MyCompany. The 
ALTER TABLE statement is used to first add a column of 
type hierarchyid. David’s node is then inserted using hierar-
chyid’s GetRoot method. David’s directs are then added to 
the tree using the GetDescendant method.

Once the database records are added and the hierarchy is 
constructed, the contents of the employee table can be dis-
played with a query like this: 

USE MASTER
GO

CREATE DATABASE MyCompany
GO
USE MyCompany
GO

--Create a table called employee that will store
--the data for the employees for MyCompany.
    
CREATE TABLE employee
(
    EmployeeID int NOT NULL,
    EmpName    varchar(20) NOT NULL,
    Title      varchar(20) NULL,
    Salary     decimal(18, 2) NOT NULL,
    hireDate   datetimeoffset(0) NOT NULL,
)
GO

--These statements will insert the data for the employees of MyCompany.

INSERT INTO employee
VALUES(6,   ‘David’,  ‘CEO’, 35900.00, ‘2000-05-23T08:30:00-08:00’)

INSERT INTO employee
VALUES(46,  ‘Sariya’, ‘Specialist’, 14000.00, ‘2002-05-23T09:00:00-
08:00’)

INSERT INTO employee
VALUES(271, ‘John’,   ‘Specialist’, 14000.00, ‘2002-05-23T09:00:00-
08:00’)

INSERT INTO employee
VALUES(119, ‘Jill’,   ‘Specialist’, 14000.00, ‘2007-05-23T09:00:00-
08:00’)

INSERT INTO employee
VALUES(269, ‘Wanida’, ‘Assistant’, 8000.00, ‘2003-05-23T09:00:00-08:00’)

INSERT INTO employee
VALUES(272, ‘Mary’,   ‘Assistant’, 8000.00, ‘2004-05-23T09:00:00-08:00’)
GO
--Results
--EmployeeID  EmpName Title      Salary   hireDate
------------- ------- ---------- -------- --------------------------
--6           David   CEO        35900.00 2000-05-23 08:30:00 -08:00
--46          Sariya  Specialist 14000.00 2002-05-23 09:00:00 -08:00
--271         John    Specialist 14000.00 2002-05-23 09:00:00 -08:00
--119         Jill    Specialist 14000.00 2007-05-23 09:00:00 -08:00
--269         Wanida  Assistant  8000.00  2003-05-23 09:00:00 -08:00
--272         Mary    Assistant  8000.00  2004-05-23 09:00:00 -08:00

Figure 5 Create and populate the MyCompany database

Figure 6 
MyCompany 
employee 
table

The string that initialises the datetimeoffset variable (@date 
in the script) is specially formatted, arranged from the most 
significant element to the least. A single capital letter T sep-
arates the date and time elements. A minus sign separates 
the time elements from the time zone. There are no spaces 
between the minus sign and the time or time zone elements. 
This format is one of two ISO 8601 formats supported by 
the datetimeoffset data type. (ISO 8601 is an international 
standard for representation of date and time values.)

The precision of the time component is specified just as 
for the time data type, and it defaults to the same seven dig-
its if unspecified. The supported range is the same.

The datetime2 data type is an extension of the original 
datetime type. It supports a larger date range and greater 
fractional-seconds precision, and it allows you to specify the 
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SELECT EmpName, Title, Salary, OrgNode.ToString() AS OrgNode
FROM employee ORDER BY OrgNode
GO
--Results
--EmpName  Title      Salary    OrgNode
---------- ---------- --------- -------
--David    CEO        35900.00  /
--Sariya   Specialist 14000.00  /1/
--Wanida   Assistant  8000.00   /1/1/
--John     Specialist 14000.00  /2/
--Mary     Assistant  8000.00   /2/1/
--Jill     Specialist 14000.00  /3/

OrgNode is the hierarchyid column. Each slash / character 
in the result indicates a node in the hierarchy tree. David is 
at the root, which is shown with a single slash. Sariya, John 
and Jill report to David and have two slash marks, indicating 
that they are the second node in the hierarchy. The numbers 
1, 2 or 3 show the order of the respective child node. This 
system is very flexible. Child nodes can be removed, inserted 
or added as needed. If we added an employee between John 
and Jill, for example, that employee would be listed in the 
resultset as: /2.1/.

To answer the question, for example, “Who reports to 
Sariya?” you can create a query as shown in the following 
T-SQL code:

DECLARE @Sariya hierarchyid

SELECT @Sariya = OrgNode
FROM employee WHERE EmployeeID = 46

SELECT EmpName, Title, Salary, OrgNode.ToString() AS ‘OrgNode’
FROM employee
WHERE OrgNode.GetAncestor(1) = @Sariya
GO
--Results
--EmpName Title     Salary  OrgNode
--------- --------- ------- -------
--Wanida  Assistant 8000.00 /1/1/

The query uses the hierarchyid’s GetAncestor method, 
which returns the parent of the current hierarchyid node. 
In the previous code, the variable @Sariya is set to the hi-
erarchy node for Sariya. This is because Sariya is the direct 
ancestor of any employee who reports to her. Therefore, 
writing a query that returns the employees that report di-
rectly to Sariya consists of retrieving Sariya’s node from the 
tree and then selecting all employees whose ancestor node 
is Sariya’s node.

Hierarchyid columns tend to be very compact because 
the number of bits required to represent a node in a tree de-
pends on the average number of children for the node (com-
monly referred to as the node’s fanout). For example, a new 
node in an organisational hierarchy of 100,000 employees, 
with an average fanout of six levels, would take about five 
bytes of storage.

The hierarchyid data type provides several methods that 
facilitate working with hierarchical data. A summary of 
these methods is shown in Figure 9. Detailed information 
on all of the methods is available in SQL Server Books On-
line (msdn2.microsoft.com/ms130214).

Figure 7	 MyCompany’s	organisational	structure

DELETE employee
GO
ALTER TABLE employee ADD OrgNode hierarchyid NOT NULL
GO

DECLARE @child hierarchyid,
@Manager hierarchyid = hierarchyid::GetRoot()

--The first step is to add the node at the top of the
--tree. Since David is the CEO his node will be the
--root node.

INSERT INTO employee
VALUES(6,   ‘David’,  ‘CEO’, 35900.00,
       ‘2000-05-23T08:30:00-08:00’, @Manager)

--The next step is to insert the records for
--the employees that report directly to David.

SELECT @child = @Manager.GetDescendant(NULL, NULL)

INSERT INTO employee
VALUES(46,  ‘Sariya’, ‘Specialist’, 14000.00,
       ‘2002-05-23T09:00:00-08:00’, @child)

SELECT @child = @Manager.GetDescendant(@child, NULL)
INSERT INTO employee
VALUES(271, ‚John‘,   ‚Specialist‘, 14000.00,
       ‘2002-05-23T09:00:00-08:00’, @child)

SELECT @child = @Manager.GetDescendant(@child, NULL)
INSERT INTO employee
VALUES(119, ‚Jill‘,   ‚Specialist‘, 14000.00,
       ‚2007-05-23T09:00:00-08:00‘, @child)

--We can now insert the employee that reports to
--Sariya.
SELECT @manager = OrgNode.GetDescendant(NULL, NULL)
FROM employee WHERE EmployeeID = 46

INSERT INTO employee
VALUES(269, ‚Wanida‘, ‚Assistant‘, 8000.00,
       ‚2003-05-23T09:00:00-08:00‘, @manager)

--Next insert the employee that report to John.
SELECT @manager = OrgNode.GetDescendant(NULL, NULL)
FROM employee WHERE EmployeeID = 271

INSERT INTO employee
VALUES(272, ‚Mary‘,   ‚Assistant‘, 8000.00,
       ‚2004-05-23T09:00:00-08:00‘, @manager)
GO

Figure 8 Rebuild	the	database	using	hierarchyid

Spatial	Data	Types
Spatial data is data that identifies geographic locations and 
shapes, primarily on the Earth. These can be landmarks, 
roads, even the location of a business. SQL Server 2008 pro-
vides the geography and geometry data types for working 
with this type of data.

The geography data type works with round-earth infor-
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mation. The round-earth model factors the curved surface 
of the earth into account in its calculations. Position in-
formation is given in longitude and latitude. This model is 
well-suited to applications like transoceanic shipping, mil-
itary planning and short-range applications referenced to 
the earth’s surface. This is the model to use if your data is 
stored in latitudes and longitudes.

The geometry data type works with the flat-earth or pla-
nar model. In this model, the earth is treated as a flat projec-
tion beginning at a known point. The flat-earth model does 
not take the curvature of the earth into account, so it is pri-
marily used for describing short distances – for example in a 
database application that maps the interior of a building.

The geography and geometry types are constructed from 
vector objects, specified in Well-Known Text (WKT) or 
Well-Known Binary (WKB) format. These are transport 
formats for spatial data described by the Open Geospatial 
Consortium (OGC) Simple Features for SQL Specification. 

Figure 10 lists the seven types of vector objects supported 
by SQL Server 2008. 

To construct a geography type with one or more vector 
objects, you first declare the geography type in your T-SQL 
script, as shown in Figure 11. You then call one of the meth-
ods listed in Figure 12 and pass in the character string for 
your vector object and the Spatial Reference ID (SRID). The 
SRID is the spatial reference identification system, defined 
by the European Petroleum Survey Group. It is part of a set 
of standards developed for cartography, surveying and geo-
detic data storage. Each SRID identifies a specific type of 
ellipsoid to use in geography calculations. This is necessary 
because the earth is not a perfect sphere. SQL Server 2008 
can only perform calculations on identical SRIDs.

Differences between geography and geometry 
The geography and geometry data types are meant for work-
ing with different types of data, so there are some key differ-
ences to be aware of. With the geometry data type, distances 
and areas are given in the same unit of measurement as the 
coordinates of the instances. For example, the distance be-
tween the points (0,0) and (6,8) will always be 10 units. This 
is not the case with the geography type, which works with 
ellipsoidal coordinates that are expressed in degrees of lati-
tude and longitude. 

The GEOMETRY data type returns incoherent results 
when coordinates are expressed as latitude longitude pairs. 
The following T-SQL code calculates the distance between 
the POINTS (90 0) and (90 180). Both of these points refer 

Object Descripton

Point A location.

MultiPoint A series of points.

LineString A series of zero or more points connected 
by lines.

MultiLineString A set of linestrings.

Polygon A contiguous region described by a set of 
closed linestrings.

MultiPolygon A set of polygons.

GeometryCollection A collection of geometry types.

Figure 10  Vector objects supported by SQL Server 2008

DECLARE @geo1 geometry
SELECT @geo1 = geometry::STGeomFromText(‘POINT (3 4)’, 0)
PRINT @geo1.ToString()

DECLARE @geo2 geometry
SELECT @geo2 = geometry::Parse(‘POINT(3 4 7 2.5)’)
PRINT @geo2.STX;
PRINT @geo2.STY;
PRINT @geo2.Z;
PRINT @geo2.M;

DECLARE @geo3 geography;
SELECT @geo3 = geography::STGeomFromText(
    ‘LINESTRING(47.656 -122.360, 47.656 -122.343)’, 4326);
SELECT @geo3.ToString();

--Results
--POINT (3 4)
--3
--4
--7
--2.5

DECLARE @gx geometry; 
SET @gx = geometry::STPolyFromText(
    ‘POLYGON ((5 5, 10 5, 10 10, 5 5))’, 0);
PRINT @gx.ToString();
--Results
--POLYGON ((5 5, 10 5, 10 10, 5 5))

Figure 11 Create points, lines and polygon geometry

Method Description

GetAncestor Returns a hierarchyid that represents the nth 
ancestor of this hierarchyid node.

GetDescendant Returns a child node of this hierarchyid node.

GetLevel Returns an integer that represents the depth of 
this hierarchyid node in the overall hierarchy.

GetRoot Returns the root hierarchyid node of this 
hierarchy tree. Static.

IsDescendant Returns true if the passed-in child node is a 
descendant of this hierarchyid node.

Parse Converts a string representation of a hierarchy to 
a hierarchyid value. Static.

Reparent Moves a node of a hierarchy to a new location 
within the hierarchy.

ToString Returns a string that contains the logical 
representation of this hierarchyid.

Figure 9 Methods provided by the hierarchyid data type
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to the North Pole, so the distance between them should be 
0. In the GEOMETRY case the calculated distance is 180.

DECLARE @g1 GEOMETRY, @g2 GEOMETRY, @g3 GEOGRAPHY, @g4 GEOGRAPHY
SELECT @g1 = GEOMETRY::STGeomFromText(‘POINT (90 0)’, 0)
SELECT @g2 = GEOMETRY::STGeomFromText(‘POINT (90 180)’, 0)

SELECT @g3 = GEOGRAPHY::STGeomFromText(‘POINT (90 0)’, 4326)
SELECT @g4 = GEOGRAPHY::STGeomFromText(‘POINT (90 180)’, 4326)
SELECT @g2.STDistance(@g1) AS ‘GEOMETRY’,
       @g4.STDistance(@g3) AS ‘GEOGRAPHY’;

--Results
--GEOMETRY               GEOGRAPHY
------------------------ ----------------------
--180                    0

The orientation of spatial data is different for the two 
data types as well. In the planar system used by the geom-
etry data type, orientation of the polygon is not an impor-
tant factor. For example, a polygon with the coordinates ((0, 
0), (10, 0), (0, 20), (0, 0)) is considered the same as the polygon 
((0, 0), (0, 20), (10, 0), (0, 0)). But in the data model used by the 
geography data type, a polygon is unclear without a speci-
fied orientation. Consider, for example, a ring around the 
equator. Does the polygon described by this ring refer to the 
northern or southern hemisphere? The point here is that 
when working with geography data, the orientation and the 
location must be accurately described. 

There are also some restrictions placed on the geography 
data type by SQL Server 2008. For example, each geography 
instance must fit inside a single hemisphere. Larger spatial 
objects are not allowed and will cause an ArgumentExcep-
tion to be thrown. Geography data types requiring two in-
puts will return NULL if the results from the methods do 
not fit inside a single hemisphere.

SQL Server provides a number of methods that allow op-

erations to be performed on geography and geometry in-
stances. Figure 13 shows some examples using methods  
that SQL Server 2008 provides to work with spatial data. 
Due to space constraints, I cannot go into more detail on 
this topic, but you can find full descriptions in SQL Server 
Books Online.

I hope this information on the seven new data types in 
SQL Server 2008 has been helpful. ■

Kelly Wilson has been in software engineering for more 
than 20 years. Her credits include applications in SQL Server, 
3D graphics, gaming and colour science. Kelly is currently a 
Programming Writer with the SQL Server group at Microsoft.

Method Description

STGeomFromText Constructs any type of geography instance 
from input text.

STPointFromText Constructs a geography Point instance  
from the input text.

STMPointFromText Constructs a geography MultiPoint 
instance from input text.

STLineFromText Constructs a geography LineString instance 
from input text.

STMLineFromText Constructs a geography MultiLineString 
instance from input text.

STPolyFromText Constructs a geography Polygon instance 
from input text.

STMPolyFromText Constructs a geography MultiPolygon 
instance from input text.

STGeomCollFromText Constructs a geography Geometry
Collection instance from input text.

Figure 12  Construct objects for geography and geometry

DECLARE @gm geometry;
DECLARE @gg geography;
DECLARE @h geography;

SET @gm = geometry::STGeomFromText(‘POLYGON((0 0, 13 0, 3 3, 0 13, 0 
0),(2 2, 2 1, 1 1, 1 2, 2 2))’, 0);
SELECT @gm.STArea();

--Results
--38

SET @gg = geography::STGeomFromText(‘LINESTRING(0 0, 5 5)’, 4326);
--Calculate the distance to a point slightly offset from the LINESTRING.
SET @h = geography::STGeomFromText(‘POINT(4 4)’, 4326);
SELECT @gg.STDistance(@h);

--Results
-- 430.182777043046

--Calculate the distance to a point on the LINESTRING.
SET @h = geography::STGeomFromText(‘POINT(5 5)’, 4326);
SELECT @gg.STDistance(@h);

--Results
-- 0

DECLARE @temp table ([name] varchar(10), [geom] geography);

INSERT INTO @temp values (‘Point’, geography::STGeomFromText(‘POINT( 
5 10)’, 4326));
INSERT INTO @temp values (‘LineString’, geography::STGeomFromText(
‘LINESTRING(13 5, 50 25)’, 4326));
--Calculate the distance to a point on the LINESTRING.
--Display the number of dimensions for a geography object stored in a 
--table variable.
INSERT INTO @temp values (‘Polygon’, geography::STGeomFromText(
‘POLYGON((47.653 -122.358, 47.649 -122.348, 47.658 -122.348, 47.658 
-122.358, 47.653 -122.358))’, 4326));

SELECT [name], [geom].STDimension() as [dim]
FROM @temp;

--Results
--name       dim
------------ -----------
--Point      0
--LineString 1
--Polygon    2

Figure 13 Working with spatial data
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At a glance:
Defining security by 
obscurity
Evaluating security by 
obscurity measures
Assessing the value 
of renaming the 
Administrator account
Making informed risk-
management decisions

Security

The great debate:  
security by obscurity

The term “security by obscurity” is often met with 
derision from security people, particularly those 
who like to consider themselves experts. Nearly 
akin to a four-letter word in some circles, security

Jesper M. Johansson and Roger Grimes

by obscurity, as noted on Wikipedia (http://
en.wikipedia.org/wiki/Security_through_ 
obscurity), represents one of the truly contro-
versial aspects of security. You will often see 
mocking references to people whose efforts 
are dismissed as “just security by obscurity.” 

Security by obscurity is, in a nutshell, a vio-
lation of Kerckhoffs’ Principle, which holds 
that a system should be secure because of its 
design, not because the design is unknown 
to an adversary. The basic premise of Kerck-
hoffs’ Principle is that secrets don’t remain 
secret for very long. 

As a very good example, take the Windows 
NT® LAN Manager (NTLM) authentication 
protocol, which was initially considered a 
design secret. In order to implement the 
Samba interoperability product for UNIX-
based operating systems, the Samba team had 
to reverse engineer the protocol. The result 
was the most comprehensive documenta-
tion on NTLM available (http://monyo.com/ 
technical/samba/translation/ntlm.en.html) 
as well as the discovery of a number of bugs. 
Because so much of security grew out of 
cryptography, and so many secret designs 
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have been revealed, many security practi-
tioners believe all of Information Security 
should follow Kerckhoffs’ Principle. 

But is security by obscurity always bad? In 
this article, we will explain what security by 
obscurity is, attempt to shed some light on 
why many consider it a waste of time (and 
others don’t), and show you why the an-
swer, as usual, is far more complicated than 
it seems at first.

Introduction to security by obscurity
Security by obscurity does not include mea-
sures that do absolutely nothing to miti-
gate a problem. For example, an organisation 
that blocks Network News Transfer Pro-
tocol (NNTP) at the border routers to pre-
vent employees from reading newsgroups 
but permits outbound Secure Shell (SSH) is 
not engaging in security by obscurity. Since 
SSH can tunnel every protocol, the problem 
is not obscured; the silly mitigation that was 
implemented fails to do anything other than 
prevent legitimate users from accomplishing 
legitimate tasks without violating security 
policies. Such measures are not security by 
obscurity; they are just silly and pointless. 

As the word “security” in the phrase “secu-
rity by obscurity” implies, you do get some 
protection out of the measure. However, 
what is also implied – and this is the problem 
– is that you are not actually doing anything 
to stop an attack on one or more vectors. (An 
attack vector is essentially a means by which 
an attacker can access a system.) 

Suppose you have a vulnerable Web server, 
for example, that can be attacked over TCP 
port 80 using a public exploit. To close that 
particular vector, you can patch the Web 
server or you can turn it off; either action 
would completely stop this vector. You could 
partially stop the attack vector by using a 
firewall or IPsec to close port 80 to all but 
a few select computers. This wouldn’t com-
pletely block the attack vector, but it would 
significantly mitigate the problem.

Security by obscurity, on the other hand, 
involves taking some measure that does not 
stop the attack vector but merely conceals 
it. For example, you may decide to move the 
Web server to port 81 instead of 80 so only 
those who know where to find your Web 
server will be able to do so. Or so that argu-

ment goes. In reality, moving your Web serv-
er to port 81 stops only some attacks, and 
mostly just inconveniences the end user. A 
competent intruder will simply run a port 
scanner and a Web banner grabber against a 
large number of ports to discover Web serv-
ers on non-standard ports. As soon as he finds 
one, he can fire off the exploit against your 
server because you did not actually eliminate 
the attack vector, you merely (temporarily) 
obscured it. 

Does this mean you should not even try? 
The answer is that it depends. As with every-
thing else in the Information Security field, 
it all comes down to risk management. To 
understand the key factors to consider, we 

will take a quick look at a few more security 
by obscurity measures and then discuss one 
– renaming the Administrator account – in 
more detail.

Assessing security measures
Examples of security by obscurity abound. 
They may be actions that system and net-
work managers take, or they may be initiated 
by software developers. What they all have 
in common, however, is that they intend to 
mitigate a vulnerability by hiding it from po-
tential attackers. 

Might not some of these procedures have 
at least some beneficial effect? Is it truly fair 
to say that all security by obscurity is bad? 
You will certainly find proponents of at least 
some of these measures. For example, in 
Windows it is possible to hide drive letters 
in Windows Explorer. Many environments, 
most notably school computer labs, use this 
technique to keep users from saving data to 
the hard drive. Of course, most applications 
can still save data to the hard drive, so it pro-
vides little value as an ultimate security mea-
sure. However, the institutions that have 

Security by obscurity involves 
taking some measure that 
does not stop the attack 
vector but merely conceals it
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implemented it often claim it reduces data 
on the hard drive.

Another type of security by obscurity prac-
tice often implemented on Windows is turn-
ing off the administrative network shares 
(such as C$, Admin$, and so forth). This is 
thought to keep an attacker from being able 
to connect to the computer remotely. In re-
ality, this is not only not true, but an attacker 

who has an account that can use the admin-
istrative shares can remotely re-enable those 
very same shares. Yet many organisations 
swear that disabling these shares reduces the 
incidences of malware on their networks. 

One of our favourite examples of mis-
placed effort is the “Allow undock without 
having to log on” setting in Windows. If this 
is set to disabled, the “undock computer” 
button is hidden from the logon screen. The 
idea behind this is that this way an attacker 

cannot gracefully undock the computer. Of 
course, any intruder can simply stuff both 
the computer and the docking station into a 
bag and walk off with them, whether or not 
that button is visible. This possibility is mar-
ginally not even security by obscurity. 

Another clear example is the “Allow Server 
Operators to schedule tasks” setting, which, 
exactly as it states, permits users who are 
members of the Server Operators group to 
schedule tasks. This is a sensitive issue be-
cause such tasks may run as Local System, 
and only administrators should be able to 
schedule tasks that run as Local System. Of 
course, server operators can potentially make 
themselves administrators through any num-
ber of different vectors, so preventing them 
from scheduling tasks in this manner actual-
ly has minimal value. 

Yet many organisations like this setting be-
cause it allows their engineers to be server 
operators instead of administrators, which 
means they are less likely to accidentally de-
stroy the server. That, in and of itself, may 
carry some benefit. 

So what’s the verdict? Obviously, some 
of these issues can be very complicated. We 
have spent many enjoyable hours debating 
these types of measures. Roger is firmly in 

Don’t change defaults by Steve Riley

I’m on the “don’t change” side of the 
renaming issue. This really isn’t even a 
security matter – it’s a systems man-
agement issue. And as I spend more 
time thinking in the systems manage-
ment space (because management and 
security are becoming one), I become 
more and more a fan of not doing 
anything that can potentially increase 
a system’s brittleness. One sure-fire 
way to increase brittleness is to change 
things from defaults. There are two 
(well, OK, three) reasons people 
change default settings:

1. There is a known requirement for the 
functionality the change provides.

2. There is an assumption that the 
change will improve security.

3. (Alert: silliness ahead.) Someone read 
about it in a magazine article.

If you need to change from a default 
name because of reason number 1, go 
right ahead and do so. These kinds of 
changes rarely result in system instabil-
ity, often because they have been 
previously tested.

If you are making a change from a 
default for reason number 2, please 
stop first and reconsider. These kinds 
of changes are almost never tested 
by the software manufacturer, and 
therefore the manufacturer can’t 

predict how the system will behave 
after you’ve made the change. Further-
more, there are generally much better 
alternatives that will provide you with 
true security. 

If a bad guy happens to know 
an account name, so what? It’s the 
password, and the strength of that 
password, that keeps the bad guy out 
of your system. The urge to change de-
fault account names like Administrator 
and Guest to something not so easy 
to guess is often actually indicative of 
a desire to avoid strong passwords or 
passphrases. Fix the real problem (lousy 
secrets) and you can then avoid brittle-
ness (changing default names).

Another security by obscurity 
practice is turning off the 
administrative shares
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the camp that finds value in such practices. 
Jesper, on the other hand, believes they are, 
at best, a waste of time in most cases. Let’s 
explore one of the most often cited – and 
disputed – cases for security by obscurity: 
renaming the Administrator account. Roger 
will argue for the measure, Jesper against. Se-
curity notables Aaron Margosis and Steve Ri-
ley also weigh in, in the sidebars “Rename the 
Administrator Account” and “Don’t Change 
Defaults,” respectively. 

Hiding the administrator account
Renaming the Administrator account, rel-
ative identifier (RID) 500, to something 
unknown by the general public is often rec-
ommended by security professionals and 
is included in several Microsoft hardening 
guides. Group Policy even includes a setting 
for renaming the Administrator account, as 
shown in Figure 1. The idea is that if the Ad-
ministrator account is renamed, an attacker 
will have a more difficult time logging in as 
the true administrator. Of course, the obvi-
ous problem with using Group Policy for 
this operation is that the renamed Adminis-
trator account will have the same name on 
every computer to which this Group Policy 
object was applied. That lessens the obscuri-
ty value of this particular security measure. 

It is also important in this context to re-
alise that any user with a legitimate account 
can retrieve the name of the Administrator 
account, regardless of whether it has been re-
named or not. The Administrator account al-
ways has a RID of 500. By simply asking for 
the name of the account with RID 500, any 
user with an account can see what it is really 
called, as shown in Figure 2.

Roger’s take
The main argument I hear against renaming 
the Administrator account is that it is so easy 
to convert any security principal account 
name into its related security identifier (SID) 
and find out its RID. And the true Adminis-
trator account always has a RID of 500. So, if 
an attacker can easily convert user account 
names into the SID/RID combinations and 
find RID 500, why bother? 

But it’s not so simple. In order to accom-
plish user account name-to-SID/RID trans-
lations, you must have access to either the 

NetBIOS or LDAP ports. Most perimeter fire 
walls don’t allow that type of access over 
the Internet, so until the attacker complete-
ly bypasses the firewall, he won’t be translat-
ing anything. Furthermore, anonymous SID 
translations don’t work against Windows XP 
and later versions of Windows, except on 
domain controllers (DCs). Against most ex-
ternally facing computers (the ones most at 
risk), the attacker would need authenticated 

Figure 1 Renaming the Administrator account

Figure 2 Finding renamed Administrator accounts
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credentials to do name-to-SID translations. 
So there are a fair number of real defence-

in-depth hurdles that have to be bypassed in 
order to begin a translation attack. And even 
if the attacker gets this far, he ends up in the 
same spot he’d be in if the account name 
wasn’t renamed. Renaming the Administra-
tor account can only improve security. It cer-
tainly can’t hurt it.
It’s another secret If an attacker does not 
know the Administrator account name, it 

becomes yet another “secret” label, analo-
gous to a password, which an attacker has to 
know. User account names are significantly 
less likely to be as complex as an administra-
tive password, but it’s still one more hurdle 
that exponentially complicates the problem 
of password guessing/cracking. If you’ve 
ever done password penetration testing, you 
already know how much more work it is to 
have to guess both the user name and the 
password. It compounds an already difficult 
task and makes it that much more difficult. 

Thwarts automated malware and script 
kiddies I’ve been practising Windows secu-
rity defence for 22 years now, and I’ve been 
running eight Windows honeypots, exposed 
to the Internet, for the past 5 years. In all of 
that time, I’ve never seen automated malware 
(which comprises the vast majority of all at-
tacks) ever use any user account label except 
Administrator (or root, in the case of *NIX 
systems). If you rename your Administrator 
account, you immediately kill all malware 
that relies on the administrator name. And 
that translates to decreased security risk.

The same goes for script kiddies. Every 
“kewl” Windows hacking manual I know 
mentions name-to-SID translation tech-
niques, but for some reason, I’ve never seen 
a case of it on my honeypots if I’ve also had a 
“fake” Administrator account to throw them 
off. Good hackers should always verify that 
the Administrator account they found is the 
real Administrator (RID 500), but they don’t. 
I don’t know why. I blame it on lazy hackers 
and ordinary human behaviour.
Stops most professionals, too This surpris-
es most people. When you’ve been running 
honeypots for a few years, you quickly recog-
nise the difference between automated at-
tacks, script kiddies and professionals. In the 
past five years, with millions of reported at-
tacks against my honeypots, I’ve never seen 
the professionals do SID translation when 
the fake Administrator account was present. 

I’m sure some of the professional crimi-
nals do undertake SID translation, but I’m 
willing to bet that’s a small minority, and 
one I’ve never documented in the wild. Why 
wouldn’t the professionals do it? I’m guess-
ing that they don’t see any reason to try 
something when the majority of the world 
isn’t doing it. 
Simplifies alerting Now, the other side may 
contend that if renaming the Administrator 
account became prevalent, it would lose its 
value as an obscurity technique. The argu-
ment is that malware, script kiddies and pro-
fessionals would change their default tactics 
to look for names other than just Adminis-
trator. And this is a valid concern. Fortunate-
ly, it doesn’t change the essential condition. 
First, if the Windows super-privileged ac-
count isn’t named Administrator, the mali-
cious hacker must work harder. That’s just a 

Figure 3	 Log	in	attempts	to	a	decoy	account	named	Administrator	can	
serve	as	an	early	warning

If you rename your 
Administrator account, you 
immediately kill all malware 
that relies on the name
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fact. And if the malicious hacker has to work 
harder, he is a little less likely to try that av-
enue of attack, perhaps allowing one of the 
other offsetting defence-in-depth techniques 
to detect the malicious activity faster.

And that leads me to my last point in fa-
vour of renaming. If your Administrator ac-
count is never called Administrator, and you 
create another account with that name, as 
shown in Figure 3, you have a good alerting 
mechanism. If your event monitoring detects 
an attempted logon using the default name, 
it is an event to be immediately explored.

Our event logs are full of “bad” logons that 
don’t mean anything. Typically, it’s just a user 
(or Windows) trying to log on using a bad 
password or something like that. If your Ad-
ministrator account is called Administrator, 
though, how can you easily separate good 
from malicious logon attempts? If you nev-
er have a logon account called Administra-
tor, and you detect an attempted logon using 
that account name, you know the intent is 
probably malicious. Early warning with low 
noise has much value in today’s defence.

Jesper’s turn
As with the arguments for, there are valid ar-
guments against renaming the Administrator 
account. Before getting into that, however, I 
must concede that Roger’s last point is quite 
valid. However, in a highly managed environ-
ment, any logon with the Administrator ac-
count should be investigated because that 
account should never be used other than in 
emergency recovery situations. 
It’s superfluous The main risk that renam-
ing the Administrator account is supposed 
to mitigate is that of someone guessing its 
password remotely. But only a user who does 
not have another authorised account on the 
computer would be thwarted by renaming 
the Administrator account. Such an attacker 
would typically try a series of random pass-
words to log into the Administrator account. 
However, they’d receive the same error mes-
sage regardless of whether he guessed the ac-
count name wrong or the password wrong.

That suggests that one of the primary ar-
guments for renaming the Administrator 
account – that the script kiddies go away – 
is flawed. They do not go away any sooner 
when the Administrator account is renamed 

than when it has the original name because 
they can’t tell! They will guess the same set of 
random passwords no matter what and then 
move on to the next potential victim.

This means that as long as the password on 
the Administrator account is strong enough 
to repel attacks, renaming the account pro-
vides no additional value. Let us say we have 
a 15-character password on our Administra-
tor account, composed of upper- and low-
ercase letters, numbers, and symbols chosen 
from the entire keyboard. Guessing that pass-
word across the network will take roughly 

591,310,404,907 years. By comparison, that is 
approximately 43 times longer than the uni-
verse has existed. 

Now, let’s say we rename the Administra-
tor account, and we make it one of 1,000 pos-
sible values. We would extend the time to 
guess the password to 591,310,404,906,787 
years, or 43,161 times longer than the uni-
verse has existed. Are we more secure? Sure, 
we are three orders of magnitude more se-
cure. Did we make it any less likely that the 
attacker will guess our password? Well, it is 
infinitesimally small in either case. In oth-
er words, in real terms, we are absolutely no 
better off than with the original Administra-
tor account name. Just because renaming the 
account kills malware that attempts to use 
it does not mean that malware would have 
been successful had you not renamed the ac-
count. In fact, if you use a strong password, 
as you should, you can virtually guarantee 
that it would not have been successful, re-
gardless of the name of the account.

It is clear that much security guidance re-
quires renaming the Administrator account; 
but that does not make it a valuable, or even 
valid, security measure. It simply removes 
your ability to make a proper risk manage-
ment decision about it. Security guides have 
very frequently required settings that make 
no difference, and in many cases, settings that 
do not even exist. Eventually, to progress in 

As long as the password is strong 
enough to repel attacks, renaming the 
account provides no additional value
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the field of security, we must step above the 
requirements and actually analyse the issues, 
and assess whether the mitigations make 
sense or not. It is important to remember one 
critical point here – the fact that an attacker 
is targeting a feature is, in and of itself, not a 
sufficient reason to modify that feature. You 
should modify a feature only if you have a 
reasonable expectation that an attack will be 
successful unless you do modify the feature. 

If we assume a strong password, the likeli-
hood of success is effectively zero whether 
the account is renamed or not. Therefore, as 
long as you have a strong password, you have 
no particular security reason to rename the 
account. Moreover, if you, like me, operate 
on the principle that a computer will prob-
ably be more stable the fewer tweaks and 

changes you make to it (a well-established 
fact, by the way), that’s even more reason not 
to rename the Administrator account. 
Shifts focus to low-value mitigations One 
problem with low-value security by obscu-
rity mitigations is that they risk shifting 
the organisation’s focus from higher-value 
mitigations. For example, the time and ef-
fort put into renaming the Administrator 
account can’t be used on something else. If 
that something else provides higher value 
than renaming the Administrator accounts, 
the organisation has lost an opportunity. 
This may not sound like a real cost, but imag-
ine renaming 50,000 Administrator accounts, 
and you start to get the idea. 

Worse still is the very real possibility that 
the organisation’s leadership will rest once 

Jesper, in an ideal world you would be 
absolutely correct. Passwords would al-
ways be strong enough to make brute-
force guessing unfeasible, and -500 
local admin accounts would only ever 
be used for emergency recovery. In the 
real world, though, neither is true. 

Despite the great security evange-
lising you have done, and in particular 
the terrific passphrase series you 
authored (“The Great Debates: Pass 
Phrases vs. Passwords,” Parts 1, 2 and 
3, at www.microsoft.com/uk/great-
debates1; www.microsoft.com/uk/
greatdebates2; and www.microsoft.
com/uk/greatdebates3), many  
sysadmins do not have an up-to-date 
understanding of what constitutes a  
strong password. 

It wasn’t very long ago that a 
password made up of eight random 
characters drawn from multiple 
character sets was strong; Moore’s 
Law rendered that obsolete. User (and 
sysadmin) education is a weak link and 
most likely will remain so, at least until 
the topic of password strength be-
comes a hot item for the cable news 

Rename the administrator account by Aaron Margosis

channels to obsess about. So, given 
that real-world password guessing 
today doesn’t require 600 billion  
years and can instead often be done 
during lunch, adding a x1000 multi-
plier can have real value. And against 
the many automated attacks that 
try to pound on the account named 
Administrator, renaming the account 
renders it invulnerable.

The time and effort typically in-
volved in renaming the admin account 
is usually low; typically, as you noted, 
it’s a simple GPO setting. The U.S. 
Government’s Federal Desktop Core 
Configuration (http://nvd.nist.gov/
fdcc), in fact, requires renaming the 
-500 account. The rename is just one 
of many required settings and not one 
I’ve seen taking an inordinate amount 
of time or attention. Nor have I seen 
anyone lulled into a false sense of se-
curity regarding its value – I have yet to 
hear anyone say, “We don’t need patch 
management because we renamed our 
admin accounts.” 

Does the rename have any value 
when the account is renamed the 

same across an entire organisation? 
It’s not a huge value, but there is 
some: for one, it blocks automated 
attacks that expect Administrator, and 
second, the set of potential attack-
ers is not necessarily a subset of the 
“everyone” who knows the new name. 
(The bigger risk is when local admin 
accounts – renamed or not – share a 
common password across an organi-
sation. Managing those remains the 
bigger and more important problem. 
Disabling the -500 account is one way 
to address it, but this blocks an impor-
tant recovery avenue when domain 
accounts can’t be used.) I’ll also point 
out that our security guides have long 
recommended renaming the default 
accounts, so doing so has been well 
tested and is fully supported.

I think we all know by now that 
obscurity measures—by themselves—do 
not constitute adequate defence. 
But they can enhance other security 
measures, and Roger’s data shows that 
quite clearly. As long as the cost of 
implementation is low, organisations 
should not rule them out.
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the low-value mitigation is in place. Manage-
ment may not always understand the minimal 
value provided by security by obscurity mit-
igations and may not take additional steps. 
This can actually pose a significant risk to the 
organisation, though the risk is quite avoid-
able if management simply devotes time and 
effort to understanding the value of the miti-
gations being implemented. 
Expensive to manage Finally, depending 
on how well the mitigation is implement-
ed, it can become quite expensive to man-
age. If you simply set a Group Policy Object 
(GPO) to rename the Administrator account, 
the cost is very low. Everyone will know the 
name, and the cost of deployment is near-
ly nil. However, the value it provides is also 
quite minimal because, as I said, everyone 
with an account will know what the name 
is. Thus, to really get much value out of this 
mitigation, you need to use different names 
on different hosts, and that becomes quite an 
expensive system to manage. 

You would be better using a tool like passgen 
(www.protectyourwindowsnetwork.com/ 
tools.htm) to set a 100-character completely 
random password on all the Administrator 
accounts across the network and use dif-
ferent accounts for day-to-day management 
instead. Considering that the Administra-
tor account is purely for disaster recovery 
purposes (except on Windows Small Busi-
ness Server 2003), this should not impact 
your network management system at all.  
Furthermore, the attacker would have a bet-
ter chance of finding a needle on the bottom 
of the Pacific Ocean than correctly guessing 
the password on any of your Administrator 
accounts. Focus instead on strong, unique 
passwords and the script kiddies can keep 
guessing all they want. 

Jesper M. Johansson is a Software Architect working on security software and is a con-
tributing editor to TechNet Magazine. He holds a PhD in Management Information Systems, 
has more than 20 years of experience in security, and is a Microsoft MVP in Enterprise Security. 
Jesper’s latest book is the Windows Server 2008 Security Resource Kit. 
Roger Grimes (CPA, CISSP, MCSE: Security), Senior Security Consultant for the Microsoft 
ACE team, has authored or contributed to eight books on computer security and authored more 
than 200 magazine articles. He is a frequent security conference speaker and the InfoWorld 
security columnist. 

There are 
pros and 
cons to any 
scheme. Do 
the risks 
outweigh the 
costs?

It’s all about risk management
Virtually any security by obscurity measure 
can be analysed the way we have here. There 
are pros and cons to any scheme, and the 
right approach for one organisation does not 
necessarily fit a different organisation. In the 
end, this becomes a risk management prob-
lem. Do the risks outweigh the costs of im-
plementing the solution? Every decision you 
make in protecting your information assets 
must be an informed risk management deci-
sion, and choices are rarely black or white. 

True, some decisions have already been 
made for you. For example, while you can 
certainly choose not to encrypt credit card 
information or store the credit card verifica-
tion codes, either action will likely result in a 
loss of your ability to accept credit cards as a 
form of payment. The probable negative im-
pact to your business of that decision is such 
that you do not really have a choice. In oth-
er words, while this is most certainly a risk 
management decision, it is one that is quite 
easy to make. 

Likewise, it’s also true that nobody in his 
right mind would connect an open wire-
less network to the back end of the in-store 
network in a physical store. However, that 
doesn’t mean that the decision is not a risk 
management decision. It is. One may chose 
to do so, and if one does, one should suffer 
the consequences (which never seems to ac-
tually happen, unfortunately).

The key step to take here is to clearly ar-
ticulate the problem you need to address, the 
proposed solutions, and the pros and cons 
of each. Once you have done that, you can 
make an informed risk management deci-
sion. Without that information, you are mak-
ing decisions based on a hunch, and those are 
rarely good decisions.  ■
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Welcome to another 
edition of the Elevation 
PowerToys for 
Windows Vista. I took 
a close look at this in 
the June 2007 issue 
of TechNet Magazine. 
Here we are a year 
later. This time around, 
I want to show you 
how I expanded the 
Run as Administrator 
functionality to some

Michael Murgolo

of my favourite third-party scripting tools, 
demonstrate how you can replace a nice 
Windows XP feature that was removed from 
Windows Vista, and look at some of the han-
dy tools that are included in Elevation Pow-
erToys.

Run as Administrator for additional 
scripting tools
One topic I discussed in the previous article 
(available at http://technet.microsoft.com/
magazine/cc162321.aspx) was enabling the 
Run as Administrator option for the native 
Windows scripting tools. For this article, I’ve 
created Run as Administrator PowerToys for 
some third-party scripting tools:

• AutoIt v3 (www.hiddensoft.com) 
• AutoHotkey (www.autohotkey.com)
• ActivePerl (www.activestate.com)
• KiXtart 2010 (www.kixtart.org)

The code for each of these is included in 
the download for this article, which you can 
find at http://technetmagazine.com. The ac-
tual files are named ElevateAutoIt3.inf, El-

At a glance:
Run as Administrator for 
third-party scripting tools
Run as Another User
Prompt Here as System 
for CMD and Windows 
PowerShell 
Drag-and-drop Elevation 
Gadget

New Elevation 
PowerToys for 
Windows Vista
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evateAutoHotKey.inf, ElevatePerlScript.inf, 
and ElevateKiXtart.inf, respectively. For Au-
toIt v3, AutoHotkey and ActivePerl, setup is 
quite simple. Just download the correspond-
ing application and install it in the default 
location. After you’ve installed the applica-
tions you are interested in, you can then just 
install the appropriate Run as Administrator 
PowerToy for each tool.

Unfortunately, KiXtart 2010 does not pro-
vide an installer. Therefore, in order to make 
sure KiXtart is installed in a standard loca-
tion so my PowerToy will work properly, I’ve 
provided an INF file that will installKiXtart 
2010 (v 4.60) into Program Files\KiXtart and 
register the .kix file extension. 

Go to www.kixtart.org/?p=downloads, 
download KiX2010_460.zip, and unzip it into 
a folder. Copy the Install_KiXtart.inf file (in-
cluded in the code download that accompa-
nies this article) into that same folder. Then 
right-click on Install_KiXtart.inf and select 
Install. After that, you can simply install the 
ElevateKiXtart.inf PowerToy.

Run as another user powertoy
User Account Control (UAC) was created 
to make the operating system less vulnera-
ble to malware by having users, even those 
who are Administrators, run most applica-
tions with standard user privileges. UAC of-
fers elevation potential for administrative 
tasks and other app functions. This elevation 
potential is provided through the Run as 
Administrator option, which you get when 
right-clicking on executable files. The Eleva-
tion PowerToys that I discussed in the June 
2007 issue extended this capability to work 
on other file and object types.

The functionality built into Windows Vis-
ta works quite well for many administra-
tive tasks. However, one important scenario 
was left out for Windows Vista. Many IT de-
partments have a policy where network ad-
ministrators use one user account for their 
everyday tasks (using e-mail, creating docu-
ments, and the like) and another account 
that is used only for network administration 
(or local computer administration). 

This is done to help lower the risk that if 
a network administrator accidentally runs 
malware doing his everyday tasks, he will 
not compromise his entire system – or the 

domain he is on. This was accomplished on 
Windows XP using the Run as… right-click 
option. But this option is gone in Windows 
Vista because it was replaced with the Run as 
Administrator option.

The runas command-line tool, however, 
still exists in Windows Vista. Unfortunate-

ly, it cannot be used for the most common 
dual account tasks – running Microsoft 
Management Console (MMC) snap-ins. For 
example, say you have been delegated some 
account management tasks in Active Direc-
tory. You are running as a standard user for 
everyday tasks, and your network adminis-
tration account is also a member of the lo-
cal administrators group (so you can install 
network management tools when needed) 
on a Windows Vista computer with UAC en-
abled. Now you want to start Active Direc-
tory User & Computers (ADU&C) with your 
Active Directory administrative account, so 
you try the runas command, as follows:

runas /user:mydomain\admin 
"mmc.exe %windir%\system32\dsa.msc"

Unfortunately, this does not cause ADU&C 
to launch. Instead, you receive a runas error 
that says “The requested operation requires 
elevation.” What is happening in this case is 
that the MMC executable is marked to run 
at the highestAvailable privilege level. Since 
the highestAvailable level for your network 
administration account is as administrator, 
launching ADU&C in this manner would re-
quire elevation. Since runas does not cause a 
prompt for elevation, the error occurs.

So Windows Vista makes this scenario dif-
ficult by not providing a context menu item 

UAC was created 
to make the OS less 
vulnerable to malware 
by having users run 
apps with standard 
privileges
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for Run as… and by providing no built-in 
means to run a process as another user that 
requires elevation. 

This would be a frustrating article if there 
was no solution to this, but as luck would 
have it, one of my original Elevation Power-

Toys provides the key to solving the second 
problem, and I’ve whipped up another one 
to solve the first. (I wish I could claim that 
I thought up the solution to the elevation 
problem, but this was hit upon by Gov Ma-
haraj of the Windows AppCompat team.)

It turns out that the Elevate Command 
PowerToy can be used with the runas com-
mand. Where the previous command failed 
to cause an elevation prompt, the following 
will cause the prompt:

runas /user:mydomain\admin
"elevate mmc.exe%windir%\system32\dsa.msc"

This causes runas to launch elevate.cmd 
(technically, the process being launched is 
cmd.exe) as the other user, and the elevate 
command takes care of launching mmc.exe 
with an elevation prompt.

Finally, I’ve taken this trick, combined it 
with file associations for .exe and .msc files, 

and given it an HTML Application UI to cre-
ate a PowerToy that creates a Run as Another 
User option available through the right-click 
menu. When you select Run as Another User, 
you get an HTML Application like the one 
shown in Figure 1.

Here, just enter the user name and do-
main – for an account on the local comput-
er, check the Use Local Account checkbox. 
You can then click the Run button to launch 
the application as a standard user, or you can 
click the Run as Admin button to launch 
the application with elevated privileges. Af-
ter you click either of these two buttons,  
runas.exe will run and prompt for a password 
or smart card pin.

Since this PowerToy uses the Elevate Com-
mand PowerToy, you need to install that first. 
Then right-click on the RunAs.inf file, select 
Install, and approve the elevation. To unin-
stall the tool, use the Programs and Features 
Control Panel.

You will find that some of the shortcuts to 
.msc files in the Administrative Tools (such 
as Computer Management) will work with 
this PowerToy. But note that if you install 
the Windows Server 2003 administrative 
tools using adminpak.msi, the shortcuts that 
are created are not standard shortcuts to the 
.msc files. Instead, they are Windows Install-
er shortcuts, and as a result Windows Explor-
er will not display the Run as Another User 
option for those shortcuts. 

For those shortcuts you will either have 
to find the actual .msc files and right-click 
on them or create new shortcuts to the .msc 
files. Additionally, runas does not work with 
Internet Explorer® due to the way Internet 
Explorer was re-architected for Protected 
Mode in Windows Vista (you can find addi-
tional information concerning this issue at 
http://support.microsoft.com/?id=922980).

Note: between the time I finished these 
PowerToys and the publication of this article, 
Windows Sysinternals has released a new tool 
that is functionally very similar to my Run as 
Another User PowerToy. It’s called ShellRu-
nas and can be found on the Windows Sys-
ternals site: http://technet.microsoft.com/ 
sysinternals/cc300361. 

Since the folks at Sysinternals actually 
write real code for a living, you may prefer 
their tool for your own use. I decided to leave 

Windows Vista offers 
no context menu item 
for Run as… and no 
built-in way to run a 
process as another user 
to be elevated

Figure 1	 Run	as	Another	
User	tool
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mine in the article as an example of how this 
task in particular and shell extensions in gen-
eral can be done using HTML Applications 
with script code.

CMD and PowerShell Prompt Here  
as System
There are times when it is necessary to run 
programs in the Local System context. For 
example, many software distribution tools, 
such as System Center Configuration Man-
ager (SCCM), use a client agent that runs as 
Local System to accomplish its tasks. 

To test the behaviour of a software instal-
lation program running as Local System be-
fore attempting a distribution with a product 
such as SCCM, it can be helpful to start the 
installer using a command prompt running 
as Local System. Therefore, I set out to cre-
ate my CMD and PowerShell Prompt Here 
as System PowerToys.

When using Windows XP, I used to ac-
complish a function like this with a com-
mand shell script:

@echo off
sc create CmdAsSystem type= own type= interact 
binPath= "cmd /c start cmd /k (cd c:\ ^& colour ec ^& 
title ***** SYSTEM *****)"
net start CmdAsSystem
sc delete CmdAsSystem

However, if you try to run this from an el-
evated command prompt on Windows Vista, 
you get the following error message and the 
command prompt running as System will 
not appear:

WARNING:  The service CmdAsSystem is configured as 
interactive whose support is being deprecated. The 
service may not function properly.

The problem is that this script tries to cre-
ate and start an interactive service. Interac-
tive services will not function correctly due 
to Session 0 Isolation in Windows Vista. 
(For an explanation of Session 0 Isolation, 
see the “Services in Windows Vista” white-
paper available at www.microsoft.com/uk/ 
vistaservices)

To work around this limitation, I used 
the Psexec tool that was developed by Sys-
internals (see http://technet.microsoft.com/ 
sysinternals/bb897553.aspx). This tool allows 
processes to be started in the System con-
text. Unfortunately, most Sysinternals tools 
do not include an installer. Therefore, I’ve 

provided an INF file (available in the code 
download) to install the whole Sysinternals 
Suite (which includes Psexec) into Program 
Files\Sysinternals Suite. As an added bonus, 
this INF file creates Start Menu shortcuts for 
the Suite’s graphical tools. 

To install the suite, first down-
load SysinternalsSuite.zip from http:// 
technet .microsoft .com/sysinternals/
bb842062.aspx and unzip it into a folder. 
Copy my INF file (Install_SysinternalsSuite.
inf) into that folder, right-click Install_Sys-
internalsSuite.inf, and select Install. Since 
these new PowerToys use the Elevate Com-
mand PowerToy, install that next. After do-
ing that, you can install CmdHereAsSystem.
inf and PowerShellHereAsSystem.inf. Once 
these PowerToys are installed, you will then 
have the CMD Prompt Here as System and 
PowerShell Prompt Here as System options 
available as right-click items for folders and 
drives in Windows Explorer, as you can see 
in Figure 2.

Figure 3 shows a CMD prompt running 
as system. I selected the bright colours as a 
reminder that this prompt is running as Sys-
tem and can do unexpected (and damaging) 
things to the system if the wrong commands 
are entered.

Finally, these PowerToys add commands to 
the system so that these prompts can be start-
ed in the Run dialog or a CMD prompt. For 
example, executing the following command 
from the Run box will start a CMD prompt 
as System in the Windows folder:

Figure 3 CMD Prompt 
as System must be used 
responsibly

Figure 4 The drag-and-
drop Elevation Gadget

Figure 2 CMD Prompt 
Here as System and 
PowerShell Prompt Here 
as System options
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cmdassystem "c:\windows"

The equivalent command for Windows 
PowerShell is psassystem. You should note 
that I have also modified the CMD and 

PowerShell Prompt Here as Administrator 
PowerToys to install similar commands – 
cmdasadmin and psasadmin, respectively.

Elevation Gadget
Most of my PowerToys require clicking the 
right mouse button. But as a bonus for this 
update, I have included something a bit 
more fun. This is a Windows Sidebar Gadget, 
which I call the Elevation Gadget (shown in 
Figure 4). It is a drag-and-drop target. Just 
drag an executable or a script from Windows 
Explorer that has a runas action defined and 
it will launch as elevated. 

If you have installed my previous Elevation 
PowerToys, then this will work for Windows 
Script Host scripts, Windows PowerShell 
scripts, HTML Applications, and Windows 
Installer packages and patches (as well as exe-
cutables and command shell scripts that have 
a runas action defined by default in Windows 
Vista). And you can also drag more than one 
item at a time. (Just try dragging a folder to 
the gadget and see what happens.)

To install the gadget, double-click on El-
evation.gadget (available in the code down-
load). If you would like to look at the code 
for the gadget, just add the .cab extension to 
the file name. You can then extract the con-
tents from the Cab file. 

Wrapping up
The download for this article contains both 

the new PowerToys and the ones from the 
original article. I’ve made minor changes to 
a few of the old ones. For example, the origi-
nal versions of Windows PowerShell Prompt 
Here as Administrator and Elevate WSH 
Script both installed their own copies of ele-
vate.cmd and elevate.vbs. Since several of the 
new PowerToys also depend on these files, 
I’ve changed these tools to require Elevate 
Command PowerToy to be installed (and 
then they share that copy). To determine if a 
PowerToy requires the installation of the El-
evate Command PowerToy, check the header 
in the INF file.

Some other original PowerToys have mi-
nor, non-functional changes as well. Always 
uninstall the old version of a PowerToy be-
fore installing the latest. Since this collection 
has now expanded to 17 tools, I’ve included 
command shell scripts to install and unin-
stall the entire collection (InstallAllPower-
Toys.cmd and UninstallAllPowerToys.cmd, 
respectively). You can customise these to in-
stall and uninstall only the tools that you 
need to use. 

You should keep in mind that InstallAll-
PowerToys.cmd does not install the Run as 
Administrator PowerToys for third-party 
scripting tools by default. You can modify 
this script to install only those PowerToys 
for which you have installed the software. 
When you run either of these, it will re-
launch itself as elevated. UninstallAllPower-
Toys.cmd should remove all the old versions 
of these tools as well. 

As with all my PowerToys, these are unsup-
ported, use-at-your-own-risk tools. And they 
are not official Microsoft products – they are 
my own personal creations. These were only 
tested by me and a few other volunteers on 
32-bit Windows Vista with US English as the 
default language. Finally, it is possible that 
any or all of these PowerToys may not work 
with future Windows updates, service packs 

Michael Murgolo is a Senior 
Infrastructure Consultant for Microsoft 
Consulting Services. He focuses on operating 
systems, deployment, network services, Active 
Directory, systems management, automation 
and patch management. He is a subject matter 
expert in the area of desktop deployment and 
migration.

You can drag and 
drop an executable 
or a script onto the 
Elevation Gadget and 
the item will launch as 
elevated
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Sleep or hibernate?
Mark Aggar, Megan Morrone and Michael Walsh

Sustainable computing

Part of living a more sustainable 
life means taking actions, such as recy-
cling, using reusable bags at the grocery 
store, and turning off the lights when 
you leave a room. Just as leaving the 
lights on in an empty room is a waste 
of energy, leaving your computer on 
when it’s not in use also wastes energy.

Windows Vista offers a variety of 
features that can help conserve power 
when you’re not using your comput-
er. Many of these settings are turned 
on by default. And while each of these 
features generally offers just a small 
step toward improved energy efficien-
cy, together they add up to big returns 
– both for your checking account and 
for the environment.

Some people hesitate to use the ad-
vanced power consumption features 
in Windows Vista because they don’t 
want to wait for the computer to shut 
down and start up each time they step 
away for a few minutes. This was a le-
gitimate concern in the past with sys-
tems taking a long time to start back 
up. But Windows Vista addresses this 
issue, offering better reliability and 
more control over the power-saving 
functionality. In particular, sleep, hi-
bernate and hybrid sleep let you use 
different power-saving states for dif-
ferent purposes. 

Time to sleep
Sleep, which is the default power-sav-
ing state in Windows Vista, is a low-
power state that preserves whatever 
you were doing in memory. A small 
amount of power is used to maintain 
that memory (typically less than 1 watt 
on a modern laptop). 

It causes your computer to go to 
sleep automatically if you haven’t used 
the system for a set amount of time. Of 

course, if you know you are stepping 
away from your computer, you can 
also choose to put it to sleep manually.

On most computers that are running 
Windows Vista, you can put the system 
to sleep simply by pressing the power 
button (on a laptop, you can also close 
the lid). This is the default setting on 
most computers. However, if you want 
to customise your experience, you can 
do this by using the Power Options ap-
plet in the Control Panel.

To wake most computers from sleep, 
you can just press the power button 
again, or open the lid if the system is a 
laptop. Your computer will resume full 
power almost immediately. Comput-
ers certified for Windows Vista should 
take around two seconds to resume 
from sleep. (Resuming from hibernate 
takes longer.) 

Note that when your system is in 
sleep mode, it can still wake up at spec-
ified times to download and install 
updates and perform other routine 
maintenance tasks. After these tasks 
have finished, the computer will go 
back to sleep automatically.

When to hibernate
Like sleep, hibernate is a power-saving 
state. In Windows Vista, sleep saves 
your settings in memory and draws a 
small amount of power to maintain 
that memory. Hibernate, on the oth-
er hand, writes your settings and the 
content of memory to the hard disk 
and then completely powers down 
the system. 

On a laptop, this means that the 
computer is not using any power (un-
less the laptop is charging, of course). 
On a desktop that remains plugged 
in, power usage can vary. In fact, hi-
bernate may not use significantly less 
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power than sleep. To put your comput-
er into hibernate mode, click the Start 
button, and then the small arrow next 
to the Lock button, and then click Hi-
bernate. You can wake up most com-
puters from hibernation by pressing 
the power button (or lifting the lid if 
you’re using a laptop). But since not 
all computers are the same, you might 
have to press other keys on the key-
board or click the mouse. 

Waking from a state of hibernation 
takes longer than waking from sleep. 
This is because your computer needs 
to load your data and applications 
from the hard drive back into memo-
ry. Hibernate is particularly useful on 
a laptop when you know you won’t be 
using the computer for an extended 
period of time and you won’t have an 
opportunity to charge the battery.

Hybrid sleep (desktop  
computers only)
Hybrid sleep is a power-saving feature 
designed primarily for desktop com-
puters. Because laptops have batteries, 
there is limited risk that power will 
be completely lost unexpectedly. If a 
laptop is in a sleep state and the bat-
tery starts to run low, the system will 
wake up and immediately go into hi-
bernate, which requires no power to 
preserve memory. But a desktop com-
puter does not typically have a bat-
tery backup, so if the computer loses 
power while in sleep, all the contents 
stored in memory will be lost (includ-
ing any unsaved work). 

Hybrid sleep addresses this issue by 
combining the fast resume capabilities 
of sleep with the reliability of hiber-
nate: specifically, it saves the contents 
of memory to hard disk. This means 
that you can quickly resume from sleep 
in most cases, but if a power failure oc-
curs, Windows Vista can restore your 
work and settings from the hard disk. 

On desktops, hybrid sleep is usually 
turned on by default. When this is en-
abled, clicking Sleep will put the com-
puter into hybrid sleep. (When hybrid 
sleep is turned off, or if your comput-

er doesn’t support hybrid sleep, click-
ing Sleep puts the computer into the 
standard sleep mode.) To wake up most 
computers from hybrid sleep, simply 
press the power button and the com-
puter will resume exactly as you left it. 

Should you use a screen saver?
Screen savers were originally devel-
oped to save older monitors from dam-
age by preventing the burn-in of pixels 
into the screen. Today, screen savers 
are mainly used to personalise com-
puters or to protect them with pass-

words required after a certain amount 
of idle time. 

Screen savers do not conserve ener-
gy. In fact, many of today’s sophisticat-
ed screen savers use more energy than 
your computer would use under light 
conditions. Even when a display goes 
blank, many screen savers continue to 
run and consume energy. And some 
screen savers actually prevent your PC 
from going to sleep.

To increase the energy efficiency 
of your computer and make less of 
an impact on the environment, you 
should use display blanking instead 
of a screen saver. If you want the se-
curity of requiring a password to ac-
cess the computer after the display has 
blanked, configure your PC to use the 
blank screen saver and check the box 

to display the logon screen when ac-
cess is resumed. The blank screen sav-
er doesn’t consume any more energy 
than an idle computer, and it allows 
your PC to go to sleep when the sleep 
idle timeout is reached. 

You might want to set the screen sav-
er timeout to be slightly longer than 
display blanking timeout. This lets you 
avoid having to type your password 
each time your display blanks while 
you are sitting at the computer. Only 
after the screen saver itself starts up 
will you need to type your password to 
get back to your session.

If your computer is unused for a lon-
ger time (and there are no background 
tasks keeping it awake), then Windows 
Vista will automatically put your com-
puter into sleep. By default, this time-
out is set to 60 minutes and requires 
a password to be entered after your 
computer wakes from sleep.

Becoming more energy efficient
Whether you want to save money or 
reduce your environmental impact, 
Windows Vista can help you reduce 
the amount of energy your computer 
consumes. When you’re not using your 
system, press the power button to put 
it to sleep or close the lid on your lap-
top. Try to avoid using elaborate screen 
savers as these generally burn energy. 

We should also point out that  
Windows Vista Media Center has also 
been enhanced to be more energy effi-
cient. A Media Center PC can be con-
figured to go to sleep when not in use 
and can be easily woken by using the 
remote control. It will also wake au-
tomatically to record scheduled pro-
grams and go back to sleep when it 
has finished recording. A Media Cen-
ter PC can even be configured to 
wake up when you turn on your Me-
dia Center Extender. 

Media Center power configuration, 
however, is a topic in itself. So watch 
for a future installment of the Sus-
tainable Computing column dedicat-
ed to Windows Vista Media Center 
power settings. ■
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Exchange Q & A

So when it comes to all HT-to-HT 
and mailbox server-to-HT (that is, in-
tra-org) communication, we don’t 
need to care about high availability (or 
load balancing, for that matter), since 
this is native Exchange 2007 function-
ality. Bear in mind, though, that if you 
install the HT server role on a comput-
er that also has the mailbox server role 
installed, the mailbox server role will 
always prefer the local HT server over 
any other HT servers in an Active Di-
rectory site (even when the locally in-
stalled HT server is unavailable) when 
the Microsoft Exchange Mail Submis-
sion service submits messages.

The preceding information is not re-
ally useful in regard to SharePoint serv-
ers, but it is important to know this 
before we move on. Since an HT serv-

er is resilient by default, load balancing 
intra-org communication between HT 
servers in Exchange 2007 using either 
hardware load balancers or Windows 
Network Load Balancing (WNLB) 
functionality is not supported. 

Actually, there wasn’t any support 
for load balancing inbound SMTP 
traffic to the HT servers based on the 
Exchange 2007 RTM version. But Ex-
change 2007 SP1 changes this. With 
SP1, you still can’t load balance intra-
org communication using hardware 
load balancers or WNLB functionality 
(and why would you do so anyway?), 
but you can load balance inbound 
SMTP traffic from non-Exchange 
sources (such as SharePoint servers) 
and Exchange clients like IMAP or 
POP clients that submit outbound 

Load balancing, edge 
transport and more
Henrik Walther

Q We have several servers running 
Microsoft Office SharePoint® Server 
deployed in our corporate production 
environment. Each of these servers 
needs to relay outgoing messages via 
the Hub Transport (HT) servers in our 
newly deployed Exchange Server 2007 
infrastructure. Since a SharePoint serv
er only allows us to specify the Fully 
Qualified Domain Name (FQDN) of 
a single SMTP (Exchange) server un
der the Central Administration | Opera
tions | Outgoing EMail Settings page, 
as shown in Figure 1, I was wondering 
how we can eliminate this single point 
of failure?

A This is a very good question since 
so many organisations are focused on 
high availability and therefore won’t 
accept any single point of failure 
throughout their corporate produc-
tion environments. This is especially 
true when it comes to messaging and 
collaboration services.

Exchange 2007 HT servers are re-
silient by default. That is, if you have 
more than one HT server deployed in 
an Active Directory® site, and an HT 
server in that Active Directory site is 
unavailable, the source HT server try-
ing to deliver the message will move on 
to the next available HT server in the 
Active Directory site. This is done us-
ing round-robin DNS mechanisms (if 
the first HT server on the list doesn’t 
respond, let’s try the next one). 

Figure 1	 Outgoing	E-Mail	Settings	on	the	SharePoint	Central		
Administration	page
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messages to the Exchange 2007 organi-
sation using the default client receive 
connector on the HT server.

So in order to configure a Share-
Point server to relay messages via an 
Exchange 2007 SP1 organisation, you 
can simply create a DNS record in your 
Active Directory DNS and point it to a 
hardware load balancer that can then 
distribute the traffic among multiple 
HT servers, or use WNLB functional-
ity to accomplish this goal. To use the 
latter method, configure the WNLB 
cluster with a virtual IP address and 
FQDN (such as mail.contoso.com) and 
add port 25 (inbound SMTP traffic 
from non-Exchange servers) and 587 
(inbound SMTP from Exchange cli-
ents such as IMAP and POP) under the 
Port Rules tab. Figure 2 shows what 
your Port Rules tab will look like with 
this configuration. You will also want 
to make sur.e that you assign the spe-
cific virtual NLB cluster IP address to 
both rules instead of selecting all of the 
IP addresses.

When the NLB cluster has been 
configured, you need to create a new 
receive connector that should be con-
figured to listen on port 25 and only al-
low the servers that require it to relay 
messages using this connector. In addi-
tion, make sure this connector uses the 
virtual NLB cluster IP address that was 
created earlier.

Q Our messaging infrastructure is 
based on Exchange Server 2007. In or-
der to make our Exchange 2007 mail-
box servers redundant on both the 
hardware and the storage levels, they 
are all clustered Mailbox servers based 
on Cluster Continuous Replication 
(CCR) technology. Both the active and 
the passive node in each CCR cluster 

Figure 2	 Defined	
port	rules
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are located in the same physical data 
centre. Now that we have upgraded 
our Exchange 2007 servers to SP1, we 
want to use service and data availabil-
ity by replicating Mailbox databas-
es to Mailbox servers at a second site 
using the new Standby Continuous 
Replication (SCR) technology included 
with Exchange 2007 SP1.

We are aware that the SCR sourc-
es can be either Exchange 2007 
SP1 standalone Mailbox servers or 
Clustered Mailbox Servers (CMS) 
based either on CCR or Single Copy 
Cluster (SCC) technology. But what 
about the SCR target servers?

A The SCR target servers (also 
known as SCR endpoints) must either 
be standalone Mailbox servers without 
Local Continuous Replication (LCR) 
enabled for any storage groups or pas-
sive nodes in a Windows failover clus-
ter (formerly known as a Microsoft 
Cluster Server) with the Mailbox serv-
er role installed. This means you can 
form your failover cluster and then in-
stall the Mailbox server role on a pas-
sive node in that failover cluster, but 
you cannot use a clustered Mailbox 
server as the SCR target.

Q Our organisation uses Exchange 
2007 as the messaging platform. We 
even decided to replace our old anti-
spam/antivirus solution in the perim-
eter network with a solution based on 
Exchange 2007 Edge Transport servers 
with Forefront Security for Exchange 
installed so that we can benefit from 
multiple layers of message protection 
and security. Our plan is to deploy at 

least two more Edge Transport Servers 
in the near future. 

This leads to my question. How would 
we go about load balancing inbound 
SMTP connections to our Exchange 2007 
Edge Transport-based message hygiene 
solution and thereby distribute the load 
and make it fully redundant?

A If the Edge Transport servers in 
your perimeter network are the Inter-
net-facing SMTP servers, you can use 
an approach similar to the one used in 
the Microsoft Information Technolo-
gy (Microsoft IT) group. Microsoft IT 
has deployed six Edge Transport serv-
ers (three in Redmond and three in Sil-
icon Valley) that handle more than 16 
million inbound messages a day (and 
more than 13 million messages are fil-
tered as spam). 

Microsoft IT has a total of three Mail 
Exchange (MX) records for the Micro-
soft.com domain. They are: maila.mi-
crosoft.com, mailb.microsoft.com, and 
mailc.microsoft.com (see Figure 3). 
Each MX record has been configured 
with a preference of 10 so it will be 
picked randomly using a DNS round-

robin technique. In addition, two IP 
addresses (mail hosts) are associated 
with each MX record.

Why two IP addresses per MX re-
cord? Because some message transfer 
agents (MTAs) will always pick the 
same MX record, no matter how many 
MX records you have configured for 
a domain. With regard to Exchange 
Server, this hasn’t been a problem for 
many years (not since Exchange 2000), 
but unfortunately there are still MTAs 
out there that have this design flaw. 
Thus, no matter which MTA tries to 
deliver a message to a Microsoft.com 
address, all SMTP connections are dis-
tributed using a combination of DNS 
round-robin and load balancing. 

Q Our Active Directory domain 
is based on Windows Server 2003 
Domain Controllers (DCs). We’re cur-
rently in the planning phase of tran-
sitioning our Windows Server 2003 
DCs to Windows Server 2008 and our 
Exchange 2003 messaging environ-
ment to Exchange Server 2007. Can we 
transition our Active Directory domain 
to Windows Server 2008 by upgrad-
ing all servers running Windows Server 
2003 to Windows Server 2008, before 
we transition the messaging environ-
ment from Exchange Server 2003 to 
Exchange 2007?

A Yes, Exchange Server 2003 SP2 is 
fully supported in an Active Directo-
ry domain consisting entirely of Win-
dows Server 2008 DCs, so you can 
go ahead with your plan. Just bear in 
mind that if you plan to use Windows 
Server 2008 Read Only Domain Con-
trollers (RODCs), you shouldn’t con-
figure the Exchange Recipient Update 
Service (RUS) to use an RODC. ■

Figure 3 MX records and Internet mail hosts for Microsoft.com

How do we load 
balance inbound 
SMTP connections 
to our Exchange 
2007 Edge 
Transport Server? 
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Security versus compliance
Wes Miller

The desktop files

As an IT professional, you may be faced 
with objectives that should complement 
each other but often compete instead. 
Security and compliance are two 
such organisational goals, where the 
achievement of one should enhance the 
other. Alas, this is not usually the case. My 
intention with this column is to give you

an overview of why being secure 
doesn’t always mean being compli-
ant with the initiatives required of 
you, and why being compliant often 
doesn’t mean being secure, or at least 
not as secure as you should be if com-
pliance truly equated to security.

Security isn’t a checkbox
Compliance generally involves require-
ments (people, process, infrastructure, 
technology, and so forth) imposed on 
an organisation, industry, company, 
or product from the outside. Some-
times compliance has to do with stan-
dards promulgated from within the 
industry (such as the Payment Card 
Industry Data Security Standards, or 
PCI-DSS). Ideally these are initiatives 
that align with the way your organisa-
tion already works, at least to a degree. 
As adoption of a standard proliferates, 

you find you can’t afford to ignore it, 
not if you want to do business; even-
tually, you have to jump in and make 
the best of it.

It’s the other kind of compliance 
that’s usually more troublesome. I’m 
referring here to initiatives set forth 
by the government, such as Health In-
surance Portability and Accountability 
(HIPAA) and Sarbanes-Oxley, where 
implementation and timing is seldom 
a matter of choice. 

The key point to understand about 
regulatory compliance is that it often 
involves a “top down” approach. There 
is typically a cookie-cutter template 
that defines the initiative, and you 
must look at your products and pro-
cesses and try to figure out how they 
can mesh with the oddly shaped tem-
plate handed down to you. You need to 
remain aware not only of the intent of 
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the compliance initiative but, perhaps 
more importantly, what the legal or fi-
nancial ramifications may be for not 
following through with it, or for being 
unsuccessful (if indeed there are any).

While we may well agree with the 
intent of many compliance initiatives, 
implementation is often difficult and 
may not meet the desired objective. 
And, regrettably, many are toothless 
(that is, there are no direct legal or fi-
nancial ramifications that can be im-
posed for failing). 

I can tell you that, as a medical pa-
tient, I can’t completely describe the  
net benefit of HIPAA for me. What I 
can tell you is that it means I have a lot 
more paperwork to deal with when I 
go to a physician. Even worse may be 
the unintended consequences. Ever try 
to get important medical information 
from one doctor or agency to anoth-
er? If there’s no written permission, it’s 
not going to happen, no matter how 
urgently the information is needed. 

The point is that, in many senses, 
some compliance initiatives become 
checkbox initiatives. That is, you are 
designing or modifying your process 
or your product solely to meet the 
compliance initiative. As I often ask my 
three-year-old, “is that a good idea?”

Security, on the other hand, is a bot-
tom-up initiative – when done cor-
rectly. Whether you are designing a 
software product or the architecture 
for your organisation’s new network, 

the key concept to remember is mea-
sure twice, cut once. When you are 
designing product architecture, for ex-
ample, just as a good initial pass would 
describe communication, localisation, 
versions, and so forth, so should it de-
scribe the security elements that need 
to be built into the application from 
day one (and which you should contin-
ue to investigate and refine through-
out development). 

If you are working with an applica-
tion or architecture you inherited (as 

I’m sure most of you are), it’s just as 
critical to perform the kind of in-depth 
security review that I often mention in 
this column. If you don’t understand 
how something works, how can you 
possibly understand how secure it is or 
isn’t? For more on the Microsoft Secu-

rity Development Lifecycle (SDL), see 
the sidebar “SDL Resources.”

The big picture
I remember early on being educated 
that security doesn’t equate to simply 
implementing encryption, access con-
trol lists (ACLs) or TLS, or public key 
infrastructure (PKI). Real security is 
all about understanding the big pic-
ture: understanding why that version 
of that protocol was dropped or was 
never even supported; why this new 
piece of plumbing stops man-in-the-
middle attacks; how your implemen-
tation for product v2 is so much more 
secure than v1, even if v1 was much 
faster. And it’s also necessary that you  
understand how all the parts of your 
infrastructure fit together.

Compliance, on the other hand, 
means taking your technology and 
making sure that the infrastructure 
you have built meets certain criteria. 
Some initiatives, like Payment Card 
Industry Data Security Standards 
(PCI-DSS) or North American Electric 
Reliability Council (NERC), are well 
intended and may end up fostering 
real security change. But at the end of 
the day – with a smorgasbord selection 
of “compliance initiatives” that you 
need to mesh with your own particu-
lar projects, and finite resources avail-
able, security initiatives lose ground.

Security has long been the stepchild 
of software development. Surely many 
of you have been in an organisation 
where security was something that 
“we’ll do later.” Well, compliance ini-
tiatives are now here to stay because 
that ethos – that security can wait – 
doesn’t work, and it never has.

Good enough
Recently I’ve changed jobs. I’m now  
working for a startup here in Austin, 
Texas, that is building an application 
whitelisting technology somewhat 
similar to the technology we built at 
Winternals with our Protection Man-
ager product. One thing I’ve found 
very interesting to talk with custom-

 The Security Development Lifecycle by Michael Howard and Steve Lipner 
(Microsoft Press, 2006)

 The Security Development Lifecycle Blog
	 http://blogs.msdn.com/sdl

 A Look Inside the Security Development Lifecycle at Microsoft
	 http://msdn2.microsoft.com/magazine/cc163705

 Security Developer Center
	 http://msdn2.microsoft.com/security

 The Trustworthy Computing Security Development Lifecycle
	 http://msdn2.microsoft.com/ms995349

SDL resources

We, the IT 
professionals of 
the world, must 
make sure the 
infrastructure is 
compliant through 
real security
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ers about is how secure they feel their 
current technologies are – or more 
specifically, how secure they believe 
the suite of technologies they are us-
ing is making their infrastructure. 
While it is entirely likely that most of 
them are secure and aren’t being split 
open with security vulnerabilities, the 
assessment I hear often that makes me 
cringe a little is that a system is “se-
cure enough”.

Compliance initiatives are funny 
– you can meet them or fail to meet 
them. The responsibility is yours. The 
cost of not meeting an initiative is usu-
ally a fine, a penalty, or removal from 
an organisation. Often it’s not enough 
to ensure anything truly changes. 

In the case of a federally mandated 
initiative, I regularly encounter the at-
titude that “it’s good enough to please 
the auditor,” or the willingness to run 
without actually putting any compli-
ance framework into place because the 
backing legislation (such as HIPAA) 
does not adequately fund enforcement 
– meaning it costs a whole lot less to 
drive without insurance and we can 
face any consequences later.

Security often hits the same road-
block, but in my mind at least it is 
more concrete. If you, as a developer 
or implementer, actively tell manage-
ment that leaving section foo out of 
the spec will leave the product mark-
edly more vulnerable to a breach, you 
can at least say after the product ships 
or your deployment is complete, “I told 
you so.” With compliance initiatives, 
my experience is that fulfillment is of-
ten hurried, with as limited a budget as 
possible. The goal is simply to meet the 
bare minimum required by the initia-
tive – thus perhaps meeting the letter 
of the initiative but hardly the spirit, in 
my opinion.

Deciding where you are
While it may be idealistic for me to 
say that you should make your prod-
uct and your organisation as secure as 
possible, the reality is that most com-
pliance initiatives are indeed a compro-

mise resulting from poor engineering 
or, more often, complacency. We live 
in a world where “good enough” is, un-
fortunately, good enough. In the world 
of security, however, rarely is “good 
enough” wise. We, the IT professionals 
of the world, may take compliance ini-
tiatives to heart and try to meet them 
in both spirit and implementation, and 
yet we must also make sure that the in-
frastructure we’re putting in place is 
not merely as secure as it could be, but 
rather as secure as it must be. In other 
words, be compliant through real secu-

rity, not by just meeting the initiative.
It’s important to take a step back 

and look at the technology you are 
building, whether it is a piece of com-
mercial software or a set of technolo-
gies you are looking to integrate into a 
larger system. I can’t stress enough the 
importance of understanding the in-
terlocking parts of the system, how all 
the parts work together, and the larger 
threats posed against your system.

Depending on the industry you 
work in, different compliance initia-
tives may play a role in your work. 
You may encounter them in your dai-
ly life or only when you are design-
ing new projects or technologies. Or, 
it may be the case that they are only 
a part of your work during specifically 
designated compliance reviews or au-
dits. No matter. I don’t think that com-
pliance initiatives should be ignored, 
but I would challenge you to challenge 
the status quo, and instead of work-
ing solely to meet the compliance ini-
tiatives you are tasked with, perform 
a full security review to understand 
your technology from the inside out, 

and model it at the same time as your 
compliance review.

What have you got to lose?
At the end of the day, the penalties for 
failing to meet a compliance initiative 
may seem ambiguous. The lack of com-
pliance puts you at risk for the exact 
scenario the initiative was put in place 
to shield you from. The consequences 
may seem vague or distant, but they 
are real. They may not be your (indi-
vidual) consequences either. Be prag-
matic, but always keep the worst case 

scenarios close at heart.
If you look at the same space, from a 

strictly security perspective, the threat 
should be obvious – and more impor-
tantly, you should be able to imme-
diately identify the potential cost of 
leaving the vulnerability open.

Many people with whom I’ve dis-
cussed this topic have emphasised 
the fact that compliance initiatives 
are sometimes swept under the rug 
– since compliance initiatives often 
leave quite a bit open to interpreta-
tion. Once you’ve conducted a securi-
ty review, however, that should not be 
true about any security omission. The 
immediate threats of ignored securi-
ty should be clearly visible. If they are 
not, you may want to reconsider who 
you are involving in your security re-
views; you may be missing key team 
members who can help find the actual 
issues in your solution.

Chasing the tail
In last year’s security-focused column, 
I discussed “How Not to Lose Your 
Data” (http://technet.microsoft.com/
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magazine/cc162325). A year has gone 
by, more systems have been compro-
mised, more unencrypted laptops have 
been lost, and more personal infor-
mation has been put into potentially 
questionable hands. It’s hard to tell if 
any progress has been made at all. Why 
are we still in the same place? Projects 
often run late, on a shoestring bud-
get, with ridiculously overstretched 
resources, trying to deliver too many 
features in too short a time frame. 

That kind of environment, unfortu-
nately, leads to one where the barest 
minimum of work becomes the norm. 
That’s certainly not a way to ensure 
that a solution is secure or compliant, 
and also not fatal to a project’s time 
line or costs. 

Personally, I’m a firm believer that:

1. You shouldn’t build a solution if you 
aren’t willing to secure it.

2. Any time you add new features, you 
need to design the security in before 
you begin.

3. If your organisation isn’t willing to 

build in security as a step in your en-
gineering process, you should ques-
tion what your overall company or 
organisational objectives are.

Organisations increasingly have cus-
tomer or partner personal data that 
they are responsible for keeping safe. It 
is unfortunate that we live in a world 
where, too often, security is not the 
default and employees don’t feel safe 
questioning the organisation’s dedica-
tion to security. 

The actual failure of security (not 
of compliance) all too often becomes 
the trigger that indicates “it’s time to 
secure the system now,” and “identity 
theft insurance” has become a stan-
dard accountability ploy to appease 
customers, students, patients and em-
ployees whose personal data, and po-
tential financial well-being, have been 
compromised. 

We’re all being asked to do too 
much, often for too little, and usually 
in too short a time. But it’s our respon-
sibility as IT professionals to question 

why security isn’t the key focus, why 
too often management thinks about 
security only in the face of either com-
pliance initiatives or, more likely, se-
curity failure and its real or potential 
legal threats (that could embarrass and 
even damage the organisation). 

Take my challenge
More than anything, I invite you to 
challenge the status quo. If you’re be-
ing asked just to meet compliance ob-
jectives, try to ensure that, as you do, 
you aren’t just wasting time meeting 
someone else’s concept of security. Be 
sure, rather, that your goal is to secure 
the system and, along the way, define 
enough of the process or your infra-
structure to meet the compliance ini-
tiative. For more information on this 
topic, see the “Security and Compli-
ance Resources” sidebar.

In short, remember that compliance 
is all too often not a path to security. 
Security, however, if implemented and 
instrumented correctly, can quite of-
ten be a path to compliance. ■

Question why too 
often management 
thinks about 
security only in the 
face of compliance 
initiatives or 
security failure and 
its legal threats

 Security and Compliance Solutions Guidance 
	 www.microsoft.com/uk/securityguidance

 Security Guidance
	 http://microsoft.com/technet/security/guidance

 Payment Card Industry Data Security Standard Compliance  
Planning Guide 

	 www.microsoft.com/uk/pci-dssguide

 Regulatory Compliance and Security Updates 
	 www.microsoft.com/uk/complianceandsecurity

 Achieving Compliance
	 www.microsoft.com/uk/achievingcompliance

 Office for Civil Rights – HIPAA
	 www.hhs.gov/ocr/hipaa

 PCI Security Standards Council
	 www.pcisecuritystandards.org

 North American Electric Reliability Council
	 www.nerc.com/~comply

Security and compliance resources
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The drop box
Don Jones

Windows PowerShell

At one of the Windows PowerShell™ classes 
I was recently teaching, some students 
were having a tough time visualising what 
the shell’s pipeline was all about. I’ll admit 
that the pipeline isn’t completely intuitive 
conceptually, and thus it can be quite 
difficult for visual learners to picture what 
exactly is going on. When I got to the 
concept of filtering functions, which 
work directly in the pipeline, things 
got really sticky, and I could tell from 
looking at their faces that I was defi-
nitely losing a few folks. 

To try and help them out, I showed 
up the next day with a box, some name 
tag stickers, and some ping-pong balls. 
(Hey, nobody said Windows Power-
Shell can’t be fun.) I decided to do a 
demonstration using the following 
command line:

Get-Process | Where { $_.VM –gt 1000 } | Sort VM
–descending | Export-CSV C:\Procs.csv

Be the cmdlet
Using the name tag stickers – you 
know, the “Hello, my name is …” stick-
ers you’re always made to wear at 
school reunions and similar dreaded 
events – I assigned a cmdlet name to 
each student. I explained that the ping-
pong balls represented Windows pro-
cess objects (more specifically, objects 
of the System.Diagnostics.Process 
type), and I then asked the students to 
tell me which cmdlet name sounded 

like it was most likely to generate pro-
cess objects. 

Looking around at each others’ tags, 
they settled for the obvious choice of 
Get-Process. That demonstrates one of 
the main reasons I really like the cmd-
let names used in Windows Power-
Shell: they are usually very obvious.

So the student portraying Get-Pro-
cess grabbed all the ping-pong balls 
and dumped them into the cardboard 
box. The box represents the shell’s 
pipeline, and what the student did is 
pretty much what a cmdlet does. A 
cmdlet generates one or more objects 
and then dumps them in the pipeline. 

The next cmdlet in the pipeline 
then takes over. In this example, the 
student representing the Where-Ob-
ject cmdlet picked up all of the ping-
pong balls and examined each, one at 
a time, checking to see if a given ball’s 
VM property was greater than 1,000. In 
the shell, “VM” stands for virtual mem-
ory, and for this exercise I’d written in 
marker the various amounts of virtual 
memory on each ping-pong ball. 

Every ball (otherwise known as the 
process) that had a VM of 1,000 or 
more went back into the box (some-
times called the pipeline), while any-
thing of a lesser value was dropped in 
a trash can, never to be seen again. (Ac-
tually, that’s not true: I rescued them 
to be used in future classes.) 

Next up, the student pretending to 
be Sort-Object went through the box 
of ping-pong balls and put them in or-
der, based on their VM property. I have 
to admit that this was one part of the 
exercise that wasn’t so well thought-
out – keeping the balls from rolling all 
over the place was a bit tricky! It seems 
I’ll have to find ping-pong cubes for 
my next class, or else keep some egg 
cartons handy. 

Finally, the student playing Export-
CSV picked up the balls and wrote out 
the info to a CSV file. In the physical 

Function Do-Something {
 BEGIN { }
 PROCESS {
  $obj = New-Object PSObject
  $obj | Add-Member NoteProperty "TimeStamp" (Get-Date)
  $obj | Add-Member NoteProperty "ProcessName" ($_.Name)
  Write-Output $obj
 }
 END {}
} 
Get-Process | Do-Something | Format-Table *

Figure 1 Sample filtering function and command line
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realm, this translates into writing the 
process’s properties onto a flip chart 
that we pretended was a CSV file.

The filtering function
Once we’d got this simple pipeline out 
of the way, we decided to look at fil-
tering functions, which are a bit more 
complicated. I proposed the filtering 
function and command line shown in 
Figure 1. 

First, I want to give a quick review of 
what filtering functions are supposed 
to do. The idea is that the function 
contains three script blocks, named 
BEGIN, PROCESS and END.

When the function is used in the 
pipeline, the BEGIN script block is ex-
ecuted first. This script might do any 
set-up tasks, such as opening a data-
base connection. 

Then, the PROCESS script block ex-
ecutes once for each object that was 
piped into the function. Within the 
PROCESS script block, the $_ variable 
is automatically populated with the 
current pipeline object. So, if 10 ob-
jects are piped in, the PROCESS script 
block executes 10 times. 

Finally, after all of the piped-in ob-
jects have been executed, the END 
script block executes and does any nec-

essary clean-up tasks, such as closing a 
database connection.

Within any of these script blocks, 
anything written using Write-Output 
winds up in the pipeline for the next 
cmdlet. Anything not written using 
Write-Output is discarded.

Since our command started with 
Get-Process, our erstwhile student 
rounded up all the ping-pong balls 
(we’d taken a brief break and somehow 
the balls had been playfully tossed all 
over the room – go figure) and dropped 
them in the pipeline box. With her job 
complete, the student portraying the 

“Do-Something” filtering function 
then took over. 

He first executed his BEGIN script 
block. That being empty, it didn’t take 
much effort. Next, he grabbed all the 
pipeline objects (the ping-pong balls) 
and started looking at them one at a 
time. This was kind of fun, as there 
were about a dozen balls and he was 
trying to balance all of them on his lap 
– well, maybe you had to be there. 

Anyway, he picked up one process 
object at a time and executed his PRO-
CESS script block. That script block 
had him create a brand-new custom 
object. (I used special yellow ping-
pong balls for this, and don’t think 
those weren’t tough to find at the lo-
cal sporting goods store.) On these 
new ping-pong balls, he inscribed the 
current date and time along with the 
name of the process object he was cur-
rently looking at. 

This new custom object was then 
written to the pipeline, meaning he 
placed the yellow ping-pong ball into 
the box, and the original process object 
ping-pong ball was discarded. He did 
this for each process object ping-pong 
ball that was in the box, about 12 in to-
tal. When he was finished, each white 
ping-pong ball had been replaced with 
a yellow custom object ping-pong ball. 
Finally, he executed his END script 
block, which was empty and didn’t 
take any time at all. 

To wrap things up, our Format-Ta-
ble student took over. She picked up 
everything in the box – which was all 
yellow “custom” objects at this point – 
and started constructing a table, using 
both of the properties written on each 
ball. The result was a table, written 
on our flip chart, with two columns 
– TimeStamp and ProcessName – and 
about a dozen rows.

Think physical
This exercise made the pipeline and 
filtering functions really hit home for 
everyone in the class. The ping-pong 
balls did a great job of representing 
objects, something that tends to get a 

How many times have you directed a cmdlet’s output to a file using the > 
symbol? That is something like Get-Process > Processes.txt. Did you know that 
you’re really just using the Out-File cmdlet in disguise? Here’s a command that 
performs the same exact function: Get-Process | Out-File Processes.txt. 

Of course, that requires a bit more typing, so why bother typing out the full 
Out-File cmdlet? One reason is that Out-File is much clearer when read. Some-
one who comes along in, say, six months might look at one of your scripts and 
wonder what the > stands for (it is, after all, kind of a legacy thing). 

By contrast, Out-File makes it pretty obvious that a file is going to be created 
and written to. Furthermore, Out-File gives you the -append parameter (pretty 
much the same as >>), along with -force and -noClobber parameters, letting 
you control whether existing files are overwritten. Finally, typing out Out-File 
also gives you access to the -whatif parameter. This handy parameter will show 
you what Out-File will do, without actually doing it! That’s a great way to test a 
complicated command line with little or no danger.

Cmdlet of the month: Out-File

The ping-pong 
balls did a great 
job of representing 
objects, something 
that gets a bit 
abstract when 
you’re just talking 
about the shell
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bit abstract when you’re just talking 
about the shell. 

Everyone could see how the cmdlets 
manipulated those objects, how the re-
sults were placed in the pipeline, and 
how the next cmdlet picked up those 
results and manipulated the objects 
further. The sequence of events in a fil-
tering function were more obvious, as 
was the PROCESS script block’s tech-
nique of working with one input ob-
ject at a time. 

This also demonstrated the means 
by which a new custom object can be 
created and placed into the pipeline. 
Furthermore, it helps to demonstrate 
the advantages of producing custom 
objects as opposed to simple text – the 
new custom objects were able to be 
consumed by other cmdlets, such as 
Format-Table, offering a lot of flexibil-
ity in how the data could then be used 
and represented. 

Practical applications
The obvious question from the students 
was how can the pipeline and these fil-
tering functions we just demonstrat-
ed be used in practical applications. 
The answer was an easy one for me to 
give, as I’d produced several examples 
for a recent conference session (you 
can download the examples for your-
selves at www.scriptinganswers.com/ 
essentials/index.php/2008/03/25/ 
techmentor-2008-san-francisco- 
auditing-examples). 

One example has a goal of listing 
several properties from the Win32_
UserAccount class in Windows Man-
agement Instrumentation (WMI) 
from several computers. Assuming the 
computer names are listed in C:\Com-
puters.txt, this simple command will 
do the job:

Gwmi win32_useraccount –comp (gc c:\computers.txt)

The problem is that the Win32_
UserAccount class doesn’t include a 
property that tells you which com-
puter each instance came from, so the 
resulting list will be a useless hodge-
podge of accounts from many com-

puters. I solve the problem by creating 
a new custom object that includes the 
originating computer name, as well as 
select class properties that I am inter-
ested in. The code for this custom ob-
ject is shown in Figure 2.

The final command line passes all 
the computer names to the filtering 
function, which produces custom ob-
jects. Next, I filter out all the users ex-
cept those whose PasswordRequired 
property is False (the idea is to produce 
an audit report of problem accounts). 
Then I simply keep the Computer and 
Name properties, so the final report 
is a list of computer names and ac-
count names that need attention due 
to having non-expiring passwords. The 
filtering function makes this multi-
computer report possible because it 
adds the originating computer name 
to the output while trimming down 
the properties to just those that I am 
interesting in seeing. 

While there are other similar ways 
to accomplish this task, this approach 

function Get-UserInventory {
  PROCESS {
    # $_ is a computer name
    $users = gwmi win32_useraccount -ComputerName $_
    foreach ($user in $users) {
      $obj = New-Object
      $obj | Add-Member NoteProperty Computer $_
      $obj | Add-Member NotePropertyPasswordExpires ($user.PasswordExpires)
      $obj | Add-Member NoteProperty Disabled ($user.Disabled)
      $obj | Add-Member NotePropertyFullName ($user.FullName)
      $obj | Add-Member NoteProperty Lockout ($user.Lockout)
      $obj | Add-Member NoteProperty Name ($user.Name)
      $obj | Add-Member NotePropertyPasswordRequired ($user.PasswordRequired)
      $obj | Add-Member NotePropertyPasswordChangeable ($user.PasswordChangeable)
    }
  }
}

Get-Content c:\computers.txt | 
  Get-UserInventory | 
  where { $_.PasswordRequired -eq $False } | 
  selectComputer,Name | 
  Export-Csv c:\BasUsersBad.csv

Figure 2 Using a custom object to gather computer names and select properties

is perhaps the most straightforward. It 
also serves to illustrate important con-
cepts and techniques.

Make time for play
Even if you are comfortable with the 
pipeline, there is a lesson to be learned 
here. Thinking in terms of physical ob-
jects can help you figure out what it is 
you’re trying to do. 

So the next time you’re having dif-
ficulty with a Windows PowerShell 
concept, try stepping away from the 
computer and replicating the task us-
ing everyday objects as an illustration. 
I humbly recommend that you keep a 
small bag of ping-pong balls (or cubes, 
if you can find them somewhere) han-
dy for just this purpose. ■

Don Jones is the coauthor of 
Windows PowerShell: TFM and 
teaches Windows PowerShell classes 
(www.ScriptingTraining.com).

Looking for a quick demonstration of the techniques discussed in this month’s 
Windows PowerShell column? Go to the US magazine website at: http://tech-
netmagazine.com/video to see Don Jones put these cmdlets into action.

 On the Web
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Where is my PII?
Frank Simorjay

Security watch

We all talk about PII (Personally 
Identifiable Information) being the most 
important information to protect. But 
before you can protect PII, you must 
thoroughly understand what PII you have 
collected on your PC. It’s easy to say that 
everything on your computer is sensitive, 
but what do you really mean by everything?
To shed light on this, I started to look 
at the problem in a bit more detail, 
breaking down data types that may be 
sensitive and figuring out where the 
data may end up on your computer. 
First, just how sensitive information 
may be is often a personal judgment. 
For instance, some people feel threat-
ened if their name shows up in a search 
result. Of course, unless you’ve been 
living under a rock, there is a good 
chance that someone has posted your 
name on the Internet in some form by 
now. To investigate, use your favourite 
search engine to search for your name 
online. Keep in mind that the more 
common your name, the harder it will 
be to find instances that refer specifi-
cally to you. And you might consider 
this a good thing.

If you are looking for yourself on 
the Internet, you might also want to 
check out some of the popular social 
networking sites, such as LinkedIn, 
Facebook, and YouTube. It is quite re-
markable to see the Internet’s ability to 
store and disperse private information 

that used to require diligent search ef-
forts to uncover. 

Knowing what information you 
need to protect is more of a science 
than it used to be. To help, I thought 
it would be interesting to see if your 
computer has potentially private in-
formation that you may not be aware 
of and that you may want to protect. 
While you might say that all personal 
information that can be used to steal 
your identity is sensitive, information 
can really be separated into two levels 
of detail. There is information that is 
readily available and information that 
is more private and generally consid-
ered critical to your personal identity. 

Information that is readily available 
is not typically considered as PII. This 
includes your name and may also con-
sist of your phone number, street ad-
dress, e-mail address, gender, and in 
many cases your place of employment 
and some educational information. 
These items are readily available on the 
Internet and in public directories such 
as phone books. Disclosure of this in-

formation, such as accidentally allow-
ing a spammer to pick up your e-mail 
address, can be annoying, but alone it 
would not lead to identity theft.

Sensitive information consists of 
more private data that provides a 
link to your identity. Data that you 
wouldn’t want disclosed publicly in-
cludes your Social Security number (or 
other similar unique identifier provid-
ed by your government), bank account 
numbers, credit card numbers (partic-
ularly when accompanied by the expi-
ration date and card member ID), your 
driver’s licence number, and your fin-
gerprint (or other biometric-related in-
formation). When in the wrong hands, 
these items can be used in very damag-
ing ways. It is important that you con-
trol where and how this information 
is recorded and stored, on the Internet 
and on your PC. To this end, I will now 
discuss a couple of simple methods to 
find any PII that may be stored on your 
system’s hard drive.

Finding PII data on your computer
PII information is scattered every-
where. In fact, if you were to go 
through your rubbish, you would prob-
ably find some PII quite easily. Protect-
ing this information requires diligence 
and a bit of care. I recommend that ev-
eryone invest in a good paper shredder 
and shred anything that has personal 
information on it. 

But what about the PII lurking 
about on your PC? Finding this data 
can be as challenging as storing it se-
curely. Windows Vista, and several 
other desktop search tools, can help 
you find information on your system. 
But you need to know what informa-
tion to look for. 
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To illustrate the problem, I’m using 
a couple of simple tools that will allow 
me to provide quick hands-on exam-
ples of what’s at stake. I’m using scripts 
with Windows PowerShell. Among 

the many things Windows PowerShell 
does, you’ll find that it also provides 
excellent string-matching capabilities. 
For our purposes, I will be focusing on 
its ability to match regular expressions. 
Windows PowerShell (available at 
www.microsoft.com/powershell) is a 
powerful tool that has quickly become 
a standard for administrative tasks. 

Additionally, I will use findstr.exe 
to provide a means to manage false 
positives, meaning the ability to ig-
nore files that may contain strings that 

number structured as XXX XX XXXX 
or XXX-XX-XXXX. Using Windows 
PowerShell, you can simply enter the 
following lines:

Get-ChildItem  -rec -exclude *.exe,*.dll |
select-string “ [0-9]{3}[-| ][0-9]{2}[-| ]
[0-9]{4}” 

Or you can use findstr.exe to ensure 
that binary files are not read for the 
search using this:

Get-ChildItem  -rec | ?{ findstr.exe 
/mprc:. $_.FullName } | select-string 
“ [0-9]{3}[-| ][0-9]{2}[-| ][0-9]{4}”

In this sample, Get-ChildItem –rec 
conducts a recursive directory search 
of files that starts from the directory 
in which the command was executed. 
Findstr.exe searches for strings in files 
and Select-string is the Windows Pow-
erShell string search function. (Find-
str.exe provides similar functionality 
that I am not discussing here.) In addi-
tion, note that the leading space in the 
regular expression is deliberate. This 
helps to reduce false positives by elimi-
nating unnecessary information, such 
as registry strings like HKLM\SOFT-
WARE\tool\XXX-XX-XXXX.

In my sample run, the search pattern 

Figure 1	 Results	when	searching	for	a	number	pattern

Figure 2	 Searching	for	a	specific	number

look interesting (due to the random-
ness of data strings in binary files) but 
are in fact of no interest here. In oth-
er words, non-text files can be ignored 
for this exercise.

I have selected two good PII data 
types: Social Security numbers and 
credit card information. This data 
should be easy to find if it is actually 
stored on your hard drive in clear text. 
The structure and pattern of both data 
types are unique enough to allow for 
a simple script to find the informa-
tion. However, this data is also sensi-
tive enough for me to ask why it needs 
to be stored on your PC. If you are in-
clined to store this information, you 
should ensure that it is protected. I’ll 
cover ways to protect your PII in a mo-
ment. My discussion here is admittedly 
limited – there are other important PII 
data types that I haven’t included here, 
such as user names and passwords. 

Searching	for	a	social	security	
number
Here is a simple string that will look 
for any information in files that con-
sists of a standard U.S. Social Security 

If you are inclined 
to store PII 
information, 
encrypt it
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returned a test sample file I put in a 
subdirectory, and it also found samples 
located in an XML file that outline file 
patterns for credit card and Social Se-
curity numbers (see Figure 1).

I use the exclude capability in the 
first example to drop all .exe and .dll 
files since they can generate unneces-
sary noise. You may discover other file 
types that also cause false positives. If 
you do, you can use exclude to fine-
tune the search process.

If you are searching only for a specif-
ic Social Security number, you can do 
the following (replacing “123 45 6789” 
with your Social Security number):

Get-ChildItem  -rec | ?{ findstr.exe 
/mprc:. $_.FullName } | select-string 
“123 45 6789”,”123-45-6789”

The results of this search effort are 
shown in Figure 2.

Searching for credit card  
information
Credit card information is a bit trick-
ier since the formats vary. And I want 
to limit false positives (meaning results 
that just happen to look like a credit 
card number). Nonetheless, the search 
will probably turn up some random 
sequences that are merely similar to 
credit card numbers. 

I am using information that is pro-
vided in the essay “Anatomy of Credit 
Card Numbers” by Michael Gilleland 
as a reference when building these 
strings (see www.merriampark.com/
anatomycc.htm). For instance, my 
search string specifies that the first 
number must be a 4, 5, or 6 since this 
is defined as the major industry identi-
fier of the credit card. 

Here I have constructed simple 
strings that will search for Discover, 
MasterCard, and Visa cards. In Win-

Frank Simorjay is a Technical 
Program Manager for the Microsoft 
Solution Accelerator–Security and 
Compliance group. He designs security 
solutions for Microsoft customers, speaks 
at events such as the Secure World 
Exposition (of which he is a founder), 
provides security education and train-
ing, and has contributed to a variety of 
papers and books on security. His most 
recent work is the “Malware Removal 
Starter Kit.”

Figure 3 Using exclude to eliminate noise from the results

dows PowerShell, my search string 
looks like this:

Get-CchildItem  -rec | ?{ findstr.exe 
/mprc:. $_.FullName } | select-string
 “[456][0-9]{15}”,”[456][0-9]{3}[-| ][0-9]{4}
[-| ][0-9]{4}[-| ][0-9]{4}”

In the sample shown in Figure 3, I 
used the exclude function to eliminate 
noise from .rtf, .rbl, and .h file types. 
Additionally, the sample code looks for 
credit card strings that have no spac-
es or dashes. This, unfortunately, may 
overload your display. So the follow-
ing is an alternative command for the 
same function, but this one will not 
catch non-spaced or non-dashed card 
numbers:

Get-ChildItem  -rec | ?{ findstr.exe 
/mprc:. $_.FullName } | select-string
“[456][0-9]{3}[-| ][0-9]{4}[-| ][0-9]{4}
[-| ][0-9]{4}”

Since American Express cards are 
considerably different, I have created 
a modified search string to locate that 
card’s pattern. In Windows Power-
Shell, the search string looks like this:

Get-ChildItem -rec | ?{ findstr.exe 
/mprc:. $_.FullName } | select-string
“3[47][0-9]{13}”,”3[47][0-9]{2}[-| ][0-9]{6}
[-| ][0-9]{5}”

Overload of data may affect this result 
also. This alternative command is the 
same function but will not catch non-
spaced or non-dashed card numbers:

Get-childitem -rec | ?{ findstr.exe 
/mprc:. $_.FullName } | select-string
“3[47][0-9]{2}[-| ][0-9]{6}[-| ][0-9]{5}”

When writing this column, I ran 
these searches on my own system and 
I was quite surprised to find several 
instances of my Social Security num-
ber saved in places where it should not 
have been stored. It turns out the infor-
mation was located in a note I wrote a 
while ago and then forgot about. This 

made me rethink what I should and 
should not write down! 

If you find that you do want to store 
this information but only in a safe 
way, try using a tool such as Password 
Safe (available at passwordsafe.source-
forge.net). Or encrypt your hard drive 
with a tool such as BitLocker™ Drive 
Encryption. Finally, the Data Encryp-
tion Toolkit for Mobile PCs provides 
tested guidance on protecting data on 
a mobile PC. These solutions will at 
least make it a bit more difficult for 
someone who happens to be trolling 
your PC for personal information.

Wrapping up
Finding PII information is fairly sim-
ple. Being aware of the information is 
the tricky part. But keep in mind that 
a piece of malware or a malicious user 
who has gained access to your system 
can use similar discovery techniques to 
find information on your system just 
as easily. Be careful about when and 
where you enter PII information, and 
if you are inclined to store the infor-
mation, be sure that you encrypt it.

I’d like to thank Matt Hainje for help-
ing to troubleshoot my Windows Power-
Shell scripts. ■
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Microsoft SharedView
Greg Steen

Utility spotlight

I frequently work with 
teammates on the other side of 
the planet, and I constantly en-

counter situations where, if everyone 
could look at and interact with the 
same desktop, then we could all illus-
trate and communicate our opinions 
so much more effectively. 

Suppose your sales team is out on 
the road and needs to quickly get to-
gether to share information, verify 
quotes, and reduce overlapping effort. 
Think of how much more productive 
it would be if everyone on the team 
could look at and edit the same Micro-
soft Office Excel® spreadsheet or Word 
document almost simultaneously, 
rather than e-mailing around a “living 
document” that can quickly get out of 
sync. Now there’s a lightweight collab-
oration tool that allows just that capa-
bility – Microsoft SharedView 1.0. 

Microsoft SharedView lets you get 
together with up to 15 people and 
share the desktop of the meeting host 
simultaneously, just as if you were 
looking at the same desktop. Your first 
thought may be that if 15 people had 
simultaneous control over the same 
desktop, absolutely nothing but chaos 
would ensue, but what really happens 
is that control of the desktop can be 
passed from one member to another. 

While you’re the one who’s in con-
trol, you can see your collaborators’ 
mouse movements (everyone gets 
a personalised pointer), so they can 
point out items on a document or ap-
plication. Unfortunately, SharedView 
doesn’t have integrated audio capabil-
ities, but you can use Windows Live 
Messenger’s audio client or your favor-
ite Voice over IP (VoIP) client to con-
ference while you share the desktop. 

Installation of SharedView is simple, 

and the client is intuitive enough for 
even less technically savvy users to get 
up and running quickly. After signing 
in with your Windows Live account, 
you can start a SharedView session 
with a couple of clicks. Joining a ses-
sion is just as easy; you simply type in 
the session name (usually the Live ID 
of the host) you wish to connect to 
along with a password. Invitations are 
sent via e-mail or by pasting the gener-
ated invite text into your IM client.

Other options within SharedView 
include enabling or disabling remote 
copy and paste (so session users can 
add text from their local worksta-
tion to the host’s machine); direct-
ly enabling track changes in Word so 
you can see how people are changing 
the shared document; and an explicit 
block list to exclude certain Windows 
Live IDs from participating. The ap-
plication also has a cool Handout fea-
ture that lets you make supplemental 
files available to session participants; 

you can have up to 25 files or a total of 
200MB per session. 

In addition, you can type broadcast 
messages to participants that will ap-
pear at the top of their connected 
session. You can choose to share ev-
erything if you want or, if you’d rather 
keep some things private as the meet-
ing goes on, you can quickly and easily 
start and stop sharing windows from 
your host machine. All in all, if you are 
looking for a quick and easy collabo-
ration tool, Microsoft SharedView will 
probably fit the bill.

To get started, you can just go ahead 
and download Microsoft SharedView 
from the Code Downloads section of 
the US TechNet Magazine website at 
www.technetmagazine.com. ■

Greg Steen is a technology profes-
sional, entrepreneur and enthusiast. He 
is always on the hunt for new tools to 
help make operations, QA and develop-
ment easier for the IT professional.

Microsoft SharedView lets you share the desktop of a meeting host 
simultaneously
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Web Capacity Analysis Tool
Greg Steen

Utility spotlight

Web logs and historical 
traffic analysis may give 
you insight into the kind 

of traffic you can expect over time, but 
how can you tell what your infrastruc-
ture can really handle? To find out, you 
need a tool that can push your infra-
structure and its application stack to 
the breaking point. One such tool is 
the free Web Capacity Analysis Tool 
(WCAT), a lightweight load-genera-
tion utility that plays back scripted 
HTTP requests against a Web server (or 
load-balanced server farm) while gath-
ering performance statistics for later 
analysis. The latest version (6.3.1 as of 
this writing) is available for both x86 
and x64 Windows systems (x86: iis.net/
downloads/1466/ItemPermaLink.ashx; 
x64: iis.net/downloads/1467/ItemPer-
maLink.ashx) and has support for IPv6 
networks. In addition, WCAT is multi-
threaded and supports multiple load-
test clients controlled from a single 
source, so you can simulate thousands 
of concurrent users.

This utility lets you repurpose your 
old machines as test clients, and each 
of those test clients can spawn mul-
tiple virtual clients (the maximum 
number of which will depend on the 
network adapters and other hardware 
of the client machine). You can choose 
either HTTP 1.0 or HTTP 1.1 requests, 
with or without SSL. And, if your test 
scenario requires it, you can use script-
ed basic or NTLM authentication to 
gain access to those restricted portions 
of your site. (If your site uses cookie, 
form or session-based authentication, 
you can create the correct GET or 
POST request to authenticate your test 
user.) WCAT also manages any cookies 
your site may set, so profile and session 
information will persist.

WCAT comes with a great user 
guide that helped me quickly create a 
Microsoft .NET™ Framework console 
application that generated a test client 
script based on user traffic data from 
site traffic audit history, enabling me 
to simulate real-world traffic on a new 
codebase before deployment. And, 
if you have a C programmer on your 
staff, you can create custom functions 
and response handlers that can be 
called by your scenario files to tailor its 
functionality to your environment. 

To use WCAT, you need to config-
ure two files, a controller file that con-
tains the general test settings such as 
the number of clients, virtual clients 
per client, performance counters to 
track and the Web server you are test-
ing against; and a scenario file that 
contains the test scenario, the default 
request parameters and any references 
to custom functions and libraries.

The application logs the test results 
to an XML file to which you can ap-
ply the included XSL style sheet to get 
an organised tabulation of the results 
when viewed in Internet Explorer. 
The report contains summary infor-
mation such as the number of transac-

tions executed, context switches that 
occurred, the percent of CPU utilisa-
tion (of all CPUs), and the total num-
ber of errors encountered. You also get 
a section listing the results of the per-
formance counters you configured in 
the settings file (see the screenshot for 
an example), a response-time analysis, 
a per-transaction statistics report, a 
per-client breakdown section, and in-
formation regarding how your test set-
up was configured. In addition, you’ll 
see the hardware configuration of the 
remote Web server you are testing 
along with a listing of all the updates 
that have been installed. This is a great 
way to determine and track whether a 
patch will have any performance im-
plications for your site.

All in all, if you manage a Web site 
infrastructure, the WCAT utility can 
help you gain insight into how your 
platform will perform under stress be-
fore that next big code release. ■

Greg Steen is a technology profes-
sional, entrepreneur, and enthusiast. He 
is always on the hunt for new tools to 
help make operations, QA, and develop-
ment easier for the IT professional.

WCAT can 
help you test 
the limits of 
your Web site 
infrastructure
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History taking up space
Raymond Chen

Windows confidential

Remember Microsoft Bob? 
It was intended to be a friend-
ly user interface on top of 

Windows 3.1, but instead it flopped in-
famously (earning the dubious distinc-
tion of being named one of the worst 
technology products of all time by PC 
World). In the years that have passed 
since Bob’s demise, the product has 
been relegated to the status of a run-
ning joke with the mere mention of its 
name drawing sniggers. 

Incidentally, Microsoft Bob’s inter-
nal code name was “Utopia” – an ambi-
tious name to be sure, but at least one 
that had some snap and pizzazz. When 
we learned that the marketing folks 
had decided to name the product Bob, 
we all shook our heads in disbelief. 

But there’s more to Bob’s legacy than 
you might know. It turns out Bob was 
actually more useful dead than alive. 

When you intend to distribute your 
software on a CD, one thing you have 
to worry about is making sure your 
product actually fits on a single CD. 
Fortunately, it so happened that even 
after taking into account the disk 
space required for translations, sup-
port tools and the other stuff that has 
to go onto the Windows XP CD, there 
was still about 30 megabytes of storage 
capacity remaining. The people who 
worry about these sorts of things fig-
ured, well, we’ve already paid for all 
that storage capacity on the CD so we 
might as well use it, right? 

The result was a rather feeble at-
tempt to slow down the people who 
like to make illegal copies of Windows. 
Somebody decided to fill that extra ca-
pacity on the CD with dummy data 
and to have the Windows Setup pro-
gram verify that the dummy data was 
still there. This, the logic went, would 

force people downloading a copy of 
the CD image to download an addi-
tional thirty or so megabytes of data. 
Remember, this was back in the days 
when “broadband” hadn’t yet become 
a household word and mainstream us-
ers were using dial-up connections. 
Having to transfer an additional thirty 
megabytes of data over a 56Kb modem 
was a bit of an obstacle to slow users 
down – not that it would slow them 
down much by today’s standards. 

The person who was asked to im-
plement this check needed a source 
for the dummy data. Now, he could 
have just called the CryptGenRandom 
function to generate 30 megabytes of 
cryptographically random bytes, but 
where’s the fun in that? Instead, he 
dug through the archives and found a 
copy of Microsoft Bob. He took all the 
floppy disk images and combined them 
into one big file. The contents of the 
Microsoft Bob floppy disk images are 
not particularly random, so he decid-

ed to scramble up the data by encrypt-
ing it. When the time came to enter 
the encryption key, he just smashed his 
hand haphazardly across the keyboard 
and out came an encrypted copy of 
Microsoft Bob. That’s what went into 
the unused space as ballast data on the 
Windows XP CD. 

In the end, Windows XP became the 
most effective Microsoft Bob deploy-
ment tool ever developed. And if you 
go way back into your closet, dig out 
your copy of Windows XP, and can 
somehow channel the right spirits to 
mash your hands on the keyboard in 
exactly the right way, then out of your 
encryption program will come a copy 
of Microsoft Bob. ■ 

Raymond Chen’s Web site, The Old 
New Thing, and identically titled book 
deal with Windows history and Win32 
programming. He wonders whether 
nuclear fusion will become viable in his 
lifetime.

Microsoft 
Bob’s internal 
code name was 
“Utopia”—an 
ambitious name 
to be sure, but 
at least one that 
had some snap 
and pizzazz
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