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The way you all experience Windows is something we really 
care about and this issue we’re celebrating two important 
steps. Windows Server 2008 has now been launched in the UK, 
and you’ll already have seen that this month we have a cover 
mount of Springboard Series – a resource kit for evaluating, 
deploying and managing Windows Vista. Windows Server 
2008 and Windows Vista really can be ‘better together’ for a 
whole host of reasons. They are very closely related; in fact they 
originated as part of the same development effort and enable 

many new features that will make management more efficient. 
Service packs are part of our traditional software lifecycle; they’re something we do 

for most major products as a commitment to continuous improvement, and the latest 
service pack for Windows Vista is no exception. When we released Windows Vista last 
year, the changes we’d made to improve reliability and security meant some important 
architectural modifications to the system. This led to some customers encountering 
problems such as finding the right device drivers for some of the hardware devices 
that they used, while some applications weren’t available in Windows Vista versions. 
The good news is that in this last year we’ve made much progress in Windows Vista in 
terms of improving application and device compatibility.  For example, 98 out of the 
top-selling 100 applications have versions available for Windows Vista. And through 
the great work of our hardware partners, we now have 78,000 devices and components 
supported by Windows Update, up from about 34,000 in November 2006. Service Pack 
1 brings new improvements that are based on feedback we’ve had from our customers, 
and it further improves Windows Vista’s reliability and performance.

The operating system you use is the foundation everything else is built upon; lose 
your data, and you’ve lost your work – it’s as simple as that. As IT professionals, one 
problem you face is ensuring all the data you’re responsible for is securely backed up, 
just in case the unthinkable happens. To help you in this undertaking, Calvin Keaton 
takes an in-depth look at Data Protection Manager, which can protect everything 
from Exchange and SQL Server to branch offices and SharePoint sites. Meanwhile, Pav 
Cherny shows how you can manage your documents, their associated metadata and 
behaviour in a centralised and reusable way by making use of SharePoint 2007.

As a lighter read, take a look at this issue’s ‘Field Notes’, which talks about how Bill 
Gates gets away twice a year for something he calls a “thinkweek”. I don’t know about 
you, but I think I’d like a “thinkyear”. And as always, please make sure you send me any 
feedback about this issue or anything you would like to read about in future issues.

Georgina Mitcham, IT Professional Audience Manager
email: gmitcham@microsoft.com   blog: http://blogs.technet.com/curiousgeorge
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A contact management add-on for 
Microsoft Office Outlook® that inte-
grates with Office Accounting 2008 is 
available in a standalone version. 

Microsoft Outlook 2007 with 
Business Contact Manager does every-
thing that Office Outlook 2007 does, 
while simultaneously making it easy 

for small businesses to track 
sales and marketing activities 
in one place. It can be used 
to organise contact, prospect 
and customer information; to 
manage sales leads and busi-
ness opportunities; to create, 
personalise and track direct 
marketing campaigns; and to 
centralise project information 
and task management. 

Used with Office Accounting 
2008, Outlook 2007 with Business 
Contact Manager offers small busi-
nesses extra benefits, such as the 
ability to view customer financial 
history and create invoices directly 
from Outlook. Microsoft also offers 
the free Microsoft Office Accounting 
Express for startups and home-based 
businesses. 

The UK version is available from:  
www.msofficeaccounting.co.uk
Find out more on Business Contact 
Manager at: www.office.microsoft.com

Microsoft opens European R&D centre 
Microsoft has launched its first Microsoft 
Embedded Systems Development Centre 
(MESDC) in Aachen, Germany. European regional 
development centres now exist, or are planned, 
in Denmark, France, Ireland, Serbia and the U.K. 
As well as supporting global product develop-
ment, the MESDC will drive smart, connected, 
service-oriented device development. “Due to 
the immense engineering talent pool and high 
concentration of enterprise customers and key 
Windows Embedded partners in the region, we 
see tremendous growth opportunities for the 

Windows Embedded Business in Europe,” said 
Kevin Dallas, general manager of the Windows 
Embedded Business at Microsoft. The company 
hopes to have up to 15 embedded systems engi-
neers at the MESDC by the end of 2008. 
More information can be found at: 
www.microsoft.com/emic/default.mspx 

Our biggest ever product launch in 
the UK took place in March with the 
launch of Windows Server 2008, Visual 
Studio 2008 and SQL Server 2008. 
Everyone attending the launch had lots 
of opportunities to try the products for 
themselves, as well as taking advantage 
of technical sessions and demonstrations, 
some led by Microsoft experts, some by 
specialist Partners and some by external 
subject experts. 

In addition to the sessions, attendees 
could try the products for themselves 
in self-paced hands-on labs where staff 
answered any questions that arose. An 

Ask the Experts area was also available, 
staffed by members of the technical 
teams from Windows Server 2008, 
Visual Studio 2008 and SQL Server 2008. 

If you missed out on the launch, 
TechNet Roadshows focusing on 
Windows Server 2008 are being held 
around the UK. The promise is that the 
roadshows will be heavy on demos and 
light on PowerPoint®. Roadshow dates 
include Manchester on 30 April 2008, 
Glasgow on 12 May 2008 and Newcastle 
on 15 May 2008. 

To make sure as many people as 
possible experience the full fun of the 

launch, we’ve set up The Virtual Launch 
Experience, where you can watch the 
keynote, ‘attend’ up to 20 breakout 
sessions and visit Microsoft, community 
and sponsor stands. The Virtual Launch 
Experience was designed and built with 
Visual Studio 2008 and Expression 
Studio, is hosted on Windows Server 
2008 accessing SQL Server 2008, and 
presented in Microsoft Silverlight. 

To try the Virtual Launch for yourself, 
visit: www.microsoft.com/virtualevents/uk 
We’d love to hear what you think of the 
Virtual Launch, you can email me at:  
gmitcham@microsoft.com  

Heroes Happen Here UK

Contact management for small businesses
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A new service that extends 
Microsoft Office, provides 
access to documents from 
anywhere, and enables 
document sharing, is now 
available from Microsoft. 
The Microsoft Office Live 
Workspace beta is a new 
Web-based extension of 
Microsoft Office that lets 
people access their docu-
ments online and share 
their work with others. 

You can sign up for free 
and will be granted imme-
diate access to the service. 
Microsoft is also unveiling 
a number of new Office 
Live Workspace features, 
such as an activity panel, 
notifications, direct links 
and the option to upload 

multiple files as a single 
operation. 

Users can save more than 
1,000 Microsoft Office doc-
uments in a single online 
location, and access and 
share them via the Web. 
They can view and com-
ment on documents in the 
browser as well as create 
simple Web lists and Web 
notes, and share documents 
in real time through inte-
gration with Microsoft 
SharedView. Other benefits 
include an activity panel 
that shows all the activity in 
a workspace at a glance, as 
well as the ability to receive 
e-mail notifications about 
changes made to a work-
space or documents.

Students can go further 
by using the workspace as 
part of Microsoft’s Live@
edu initiative. In addition to 
Office Live Workspace, the 
Live@edu program offers 
students and alumni 5GB 
e-mail inboxes, 5GB of pass-
word-protected online stor-
age space, shared calendars, 
blogging tools, and access to 
these services on a mobile 
phone – all at no costs to the 
schools or students. 

More information about 
Microsoft Live@edu can 
be found at:
www.get.live.com/edu. 
Why not try the beta 
of Live Workspace for 
yourself? Sign up free at: 
www.workspace.officelive.com

Cisco and Microsoft have joined 
forces to improve branch office 
connectivity. Cisco will embed a 
virtualisation component within 
its Wide-Area Application 
Services (WAAS) appliance 
family to help customers host 
Windows Server 2008 services 
within their existing branch 
office network infrastructure. 
Cisco will offer Windows Server 
2008 pre-installed on its new 
virtualised WAAS appliances, 
which are due out later this year. 
The initial offering of Windows 
Server 2008 services as part 
of Cisco WAAS platforms 
will include Domain Name 
System (DNS), Dynamic Host 
Configuration Protocol (DHCP), 
Active Directory® and Print 
Services. Cisco WAAS is an 
application acceleration and 
WAN optimisation solution that 
boosts the performance of any 
TCP-based application operating 
in a WAN environment. 
Customers will be supported by 
both Microsoft and Cisco.  
More information from:  
www.cisco.com/en/US/
products/ps6870/index.html

Catch up on our exciting competitions
Entries for the Design IT 2008 competition have 
been whittled down by the judges and, in April, 
were put to public vote. All five finalists will  
receive a free ticket to IT Forum 2008 in Barcelona. 
The winner will have their design implemented by 
Microsoft for their chosen charity with a budget of 
up to £15,000. 

Meanwhile, if you’re an IT professional and you’ve 
done something great with technology (or you know 
someone who has), don’t forget our Champion IT 
competition. Anyone can submit an entry in one of 
three categories: Latest and Greatest, for work with 

the latest version of a product; Legacy, for work with 
previous releases and beyond; and Interoperability, 
for a solution in a mixed vendor environment. The 
judging panel will choose three finalists, and there’s a 
public vote for the winner. The prize winner gets an  
annual subscription to Technet Plus Direct, a copy 
of Windows Vista Ultimate, a copy of Microsoft 
Office Ultimate, and The ChampionIT award. 

To view the winner of Design IT or to 
keep updated on how nominees Champion 
IT are getting along, follow the links at:  
www.microsoft.com/uk/designit

Cisco WAAS 
integrated 
with Windows 
Server 2008 

Green, portable, ergonomic mice

Office Live Workspace

If you’re tired of your boring beige mouse, Microsoft is 
offering alternatives in the form of new wireless laser 
mice. The Wireless Laser Mouse 6000 is a new desktop 
mouse design combining the comfort of a full-size mouse 
with the portability of a snap-in transceiver, which allows 
it to be used with mobile devices. If going green is more 
important, Microsoft has also announced the Wireless 
Laser Mouse 7000. By choosing a rechargeable mouse, 
users can reduce their battery consumption by up to 80 
percent over three years of use.  
More details from www.microsoft.com/hardware
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Microsoft Dynamics Customer 
Relationship Management system

Q What is Dynamics CRM, and what 
does it do?

A  As the name suggests, it’s part 
of Microsoft Business Solutions 
Dynamics range, and it’s a Customer 
Relationship Management system. 
When you use it you can track your 
customers from first contact through 
purchase and post sales. 

This is a product developed from the 
ground up on Microsoft technology, 
and it makes strong use of products 
including SQL Server and Internet 
Information Server (IIS),  as well as our 
desktop products such as Windows XP 
and Windows Vista, and of course the 
Office System. You can use Dynamics 
CRM in a variety of different ways, 
though most people use it primarily 
through Outlook, Word, Excel and 
the rest of the Office Suite. If you’re 
working away from the office, it 
can also be used via devices such as 
Windows Mobile®, and you can 
also use it on your laptop, work in a 
disconnected session then synchronise 
when that’s possible. 

Q  The Microsoft website says it’s 
available in three versions – Online, On-
Premise, and Partner-Hosted; what are 
the relative advantages of each option?

A  The Online version (where the 
software is hosted by Microsoft) is 

being beta tested in North America. 
It’s currently not available in the UK, 
although the intention is that it will 
become available here when appropriate. 
The Online version is intended more 
for deployment in smaller organisations 
where there’s no requirement for 
running server-side code. In the UK, 
the choice is between on-premise and 

hosted. In the on-premise model, the 
software is installed locally at your 
organisation. In the hosted model, the 
software is located at the company 
from whom you licensed the software, 
your software partner. You then use 
it remotely as online services, though 
the beauty is that you still experience 

Dynamics CRM via the same interfaces 
– Outlook, usually. One advantage of 
the hosted model is that it’s very easy 
to turn your subscriptions on and off as 
required with no work locally. You also 
have no up-front capital costs, no need 
to buy hardware and provision it. All 
you need is the URL to link to. 

The beauty is that you can swap 
between the hosted and the on-
premise model and move either way as 
appropriate. We use one single code base, 
so you really won’t notice any difference 
between the versions. Of course, even 
an on-premise installation can be truly 
Internet facing, and you can choose 
always to access it via web browsers. 

Q  The new version adds multi-tenant 
architecture – what’s that? 

A  The multi-tenant architecture 
makes it easier for hosting companies to 
set up a new customer with Dynamics 
CRM really quickly and easily. The term 
refers to the ability to have multiple 
customers hosted on the same server 
in a secure fashion. Earlier versions in 
essence needed a server per customer, 
which was not very cost effective, and 
from the customer’s viewpoint had the 
added disadvantage that if you asked for 
a hosted Dynamics CRM installation, 
the hosting company had to install and 
provision an entire server. Using a multi-
tenant configuration, a partner can 

Kay Ewbank talks to Phil Rawlinson, Partner 
Technology Specialist, Microsoft Dynamics UK about 
what Dynamics CRM offers IT professionals

When you use 
Dynamics CRM, 
you can track 
your customers 
from first contact 
right through to 
purchase and  
post sales



via email, or SMS, or instant messaging. 
What’s more, when you want to make 
contact with that team member, you 
can do so from within Dynamics CRM, 
so you can set up your instant message 
conversation, make your phone call 
using VOIP, or of course send an email. 
It’s also integrated into their SharePoint 
Mysites, so that team members can view 
relevant information with other team 
members. It’s a great tool for keeping 
teams working effectively.

Q  You’ve also released an SDK 
(Software Development Kit) for Dynamics 
CRM. Do you see Dynamics as a product 
people will want to develop for?

A  Absolutely. If you have in-house 
developers (or you’re a developer 
yourself), one great feature of Dynamics 
CRM is that while its current main use 
is for Customer Relations Management, 
in essence it doesn’t have to be about 
sales and marketing, in fact you can 
think of it as Dynamics xRM, where 
the x represents whatever business 
element you want to manage. If you 
want to create new functionality, add 
a new line of business capability, it’s 
very easy for developers because we 
have an SDK (Software Development 
Kit), a toolkit that integrates with CRM 
and lets you create the data structures 
necessary, manage the relationships, 
create new forms for working with 
the underlying data, all without going 
into technologies such as ASP.NET. 
The toolkit automatically creates a 
web service that will access the new 
data structures you’ve defined. The 
functionality you add doesn’t have to 

be traditional CRM, it could be more 
focussed on financial services, say, or 
government. The functionality is then 
delivered through Office and Outlook, 
so it’s a great way to create business 
applications very quickly. We also have 
support for the Workflow Foundation, 
extending the developer capabilities 
even further. 

Q  Tell us more about the Workflow 
foundation and what it means to 
Dynamics CRM?

A  Windows Workflow Foundation 
is the programming model, engine and 
tools that developers can use to quickly 
build workflow enabled applications 
on Windows. Dynamics CRM now 
has its own interface into Workflow 
Foundation so developers can create 
workflow enabled business processes. 
Developers can make use of an events 
based model, and can intercept events pre- 
or post- database transactions. BizTalk® 
is the primary route for integration from 
Dynamics CRM. We’ve a web-services 
aware BizTalk adapter that can be used 
to get data into the system, and going the 
other way there are plug-ins to export 
XML data on updates, and to send that 
data to the appropriate location such 
as Microsoft Message Queue. We’ve 
got some good content on the SDK site 
showing how to create web services and 
how to take advantage of Dynamics 
CRM’s plug-in architecture.  

The most important thing I’d like 
to say about Dynamics CRM is that 
there’s a 90 day free trial available, so 
you can try it for yourself and see just 
how good it is. 

For more information about: Dynamics 
CRM and the 90 day free trial, visit the 
main site at: www.microsoft.com/dynamics 

The download site for Dynamics CRM 
SDK at: www.microsoft.com/uk/dynamicscrm

The Dynamics CRM UK blog at:  
http://blogs.msdn.com/ukmscrm/     ■

provision a new installation in minutes. 
Each customer is deployed in a secure 
way, each with their own SQL instance, 
and if necessary customers can scale out 
across the hosted infrastructure.
 
Q  The new version also promises new 
business intelligence capabilities; what 
are the benefits you’re offering? 

A  Earlier versions of Dynamics used 
a version of Crystal Reports for the 
reporting elements. With the previous 
release, Dynamics CRM 3.0 we moved 
to use SQL Server Reporting Services 
(SSRS), which improved the reports 
we were able to offer. However, our 
customers told us that they want to be 
able to create their own reports without 
always having to go to the IT department, 
so in version 4 we’ve added an end-user 
report wizard. This lets you construct 
your own SSRS reports without it being 
necessary to go to your IT department.

Because we use the capability from 
SQL Server, the range of business 
intelligence features we can offer is 
great. Customers can make use of data 
mining and predictive analytics, and they 
can work on that data in Excel® where 
they feel happy in a familiar interface. 
What’s great is that they can then refresh 
the data because they have a dynamic 
connection to their CRM data. 

Our partners are obviously making use 
of the ability to use SQL Server analysis 
and reporting features, so customers 
who want to carry out analysis on their 
Dynamics CRM data in the form of 
OLAP cubes will be able to do so by 
working with their partners. 

Q  What does the collaboration with 
Office Communications Server 2007 
provide?

A  This adds the ability to include 
presence information in Dynamics 
CRM. If you’re working in a team on a 
particular customer’s account, you are 
able to see whether other team members 
are at their desk, away, best contacted 

TechNet Magazine May 2008   11
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Microsoft Dynamics Customer 
Relationship Management system

Q What is Dynamics CRM, and what 
does it do?

A  As the name suggests, it’s part 
of Microsoft Business Solutions 
Dynamics range, and it’s a Customer 
Relationship Management system. 
When you use it you can track your 
customers from first contact through 
purchase and post sales. 

This is a product developed from the 
ground up on Microsoft technology, 
and it makes strong use of products 
including SQL Server and Internet 
Information Server (IIS),  as well as our 
desktop products such as Windows XP 
and Windows Vista, and of course the 
Office System. You can use Dynamics 
CRM in a variety of different ways, 
though most people use it primarily 
through Outlook, Word, Excel and 
the rest of the Office Suite. If you’re 
working away from the office, it 
can also be used via devices such as 
Windows Mobile®, and you can 
also use it on your laptop, work in a 
disconnected session then synchronise 
when that’s possible. 

Q  The Microsoft website says it’s 
available in three versions – Online, On-
Premise, and Partner-Hosted; what are 
the relative advantages of each option?

A  The Online version (where the 
software is hosted by Microsoft) is 

being beta tested in North America. 
It’s currently not available in the UK, 
although the intention is that it will 
become available here when appropriate. 
The Online version is intended more 
for deployment in smaller organisations 
where there’s no requirement for 
running server-side code. In the UK, 
the choice is between on-premise and 

hosted. In the on-premise model, the 
software is installed locally at your 
organisation. In the hosted model, the 
software is located at the company 
from whom you licensed the software, 
your software partner. You then use 
it remotely as online services, though 
the beauty is that you still experience 

Dynamics CRM via the same interfaces 
– Outlook, usually. One advantage of 
the hosted model is that it’s very easy 
to turn your subscriptions on and off as 
required with no work locally. You also 
have no up-front capital costs, no need 
to buy hardware and provision it. All 
you need is the URL to link to. 

The beauty is that you can swap 
between the hosted and the on-
premise model and move either way as 
appropriate. We use one single code base, 
so you really won’t notice any difference 
between the versions. Of course, even 
an on-premise installation can be truly 
Internet facing, and you can choose 
always to access it via web browsers. 

Q  The new version adds multi-tenant 
architecture – what’s that? 

A  The multi-tenant architecture 
makes it easier for hosting companies to 
set up a new customer with Dynamics 
CRM really quickly and easily. The term 
refers to the ability to have multiple 
customers hosted on the same server 
in a secure fashion. Earlier versions in 
essence needed a server per customer, 
which was not very cost effective, and 
from the customer’s viewpoint had the 
added disadvantage that if you asked for 
a hosted Dynamics CRM installation, 
the hosting company had to install and 
provision an entire server. Using a multi-
tenant configuration, a partner can 

Kay Ewbank talks to Phil Rawlinson, Partner 
Technology Specialist, Microsoft Dynamics UK about 
what Dynamics CRM offers IT professionals

When you use 
Dynamics CRM, 
you can track 
your customers 
from first contact 
right through to 
purchase and  
post sales



via email, or SMS, or instant messaging. 
What’s more, when you want to make 
contact with that team member, you 
can do so from within Dynamics CRM, 
so you can set up your instant message 
conversation, make your phone call 
using VOIP, or of course send an email. 
It’s also integrated into their SharePoint 
Mysites, so that team members can view 
relevant information with other team 
members. It’s a great tool for keeping 
teams working effectively.

Q  You’ve also released an SDK 
(Software Development Kit) for Dynamics 
CRM. Do you see Dynamics as a product 
people will want to develop for?

A  Absolutely. If you have in-house 
developers (or you’re a developer 
yourself), one great feature of Dynamics 
CRM is that while its current main use 
is for Customer Relations Management, 
in essence it doesn’t have to be about 
sales and marketing, in fact you can 
think of it as Dynamics xRM, where 
the x represents whatever business 
element you want to manage. If you 
want to create new functionality, add 
a new line of business capability, it’s 
very easy for developers because we 
have an SDK (Software Development 
Kit), a toolkit that integrates with CRM 
and lets you create the data structures 
necessary, manage the relationships, 
create new forms for working with 
the underlying data, all without going 
into technologies such as ASP.NET. 
The toolkit automatically creates a 
web service that will access the new 
data structures you’ve defined. The 
functionality you add doesn’t have to 

be traditional CRM, it could be more 
focussed on financial services, say, or 
government. The functionality is then 
delivered through Office and Outlook, 
so it’s a great way to create business 
applications very quickly. We also have 
support for the Workflow Foundation, 
extending the developer capabilities 
even further. 

Q  Tell us more about the Workflow 
foundation and what it means to 
Dynamics CRM?

A  Windows Workflow Foundation 
is the programming model, engine and 
tools that developers can use to quickly 
build workflow enabled applications 
on Windows. Dynamics CRM now 
has its own interface into Workflow 
Foundation so developers can create 
workflow enabled business processes. 
Developers can make use of an events 
based model, and can intercept events pre- 
or post- database transactions. BizTalk® 
is the primary route for integration from 
Dynamics CRM. We’ve a web-services 
aware BizTalk adapter that can be used 
to get data into the system, and going the 
other way there are plug-ins to export 
XML data on updates, and to send that 
data to the appropriate location such 
as Microsoft Message Queue. We’ve 
got some good content on the SDK site 
showing how to create web services and 
how to take advantage of Dynamics 
CRM’s plug-in architecture.  

The most important thing I’d like 
to say about Dynamics CRM is that 
there’s a 90 day free trial available, so 
you can try it for yourself and see just 
how good it is. 

For more information about: Dynamics 
CRM and the 90 day free trial, visit the 
main site at: www.microsoft.com/dynamics 

The download site for Dynamics CRM 
SDK at: www.microsoft.com/uk/dynamicscrm

The Dynamics CRM UK blog at:  
http://blogs.msdn.com/ukmscrm/     ■

provision a new installation in minutes. 
Each customer is deployed in a secure 
way, each with their own SQL instance, 
and if necessary customers can scale out 
across the hosted infrastructure.
 
Q  The new version also promises new 
business intelligence capabilities; what 
are the benefits you’re offering? 

A  Earlier versions of Dynamics used 
a version of Crystal Reports for the 
reporting elements. With the previous 
release, Dynamics CRM 3.0 we moved 
to use SQL Server Reporting Services 
(SSRS), which improved the reports 
we were able to offer. However, our 
customers told us that they want to be 
able to create their own reports without 
always having to go to the IT department, 
so in version 4 we’ve added an end-user 
report wizard. This lets you construct 
your own SSRS reports without it being 
necessary to go to your IT department.

Because we use the capability from 
SQL Server, the range of business 
intelligence features we can offer is 
great. Customers can make use of data 
mining and predictive analytics, and they 
can work on that data in Excel® where 
they feel happy in a familiar interface. 
What’s great is that they can then refresh 
the data because they have a dynamic 
connection to their CRM data. 

Our partners are obviously making use 
of the ability to use SQL Server analysis 
and reporting features, so customers 
who want to carry out analysis on their 
Dynamics CRM data in the form of 
OLAP cubes will be able to do so by 
working with their partners. 

Q  What does the collaboration with 
Office Communications Server 2007 
provide?

A  This adds the ability to include 
presence information in Dynamics 
CRM. If you’re working in a team on a 
particular customer’s account, you are 
able to see whether other team members 
are at their desk, away, best contacted 
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Should I deploy Windows 
Vista SP1 and Windows 
Server 2008 
concurrently? 

Why it actually may make sense to consolidate 
the adoption of Windows Vista SP1 and Windows 
Server operating systems in your infrastructure
“Oh good grief, I’ve just come to terms with 
deploying Windows Vista, and now you’re 
suggesting I take on deploying Windows 
Server 2008 at the same time?”

Actually, perhaps yes, if you are already 
in the planning process it could be an ad-
vantage to collaborate across teams on this 

effort. While there are aspects of concur-
rent deployment that add to the complex-
ity of the effort, so many of the processes 
and tools are common that it is generally 
more efficient to proceed though testing, 
piloting and rolling out Windows Vista SP1 
and Windows Server 2008 together. In this 
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piece we will explain the potential benefits 
of this approach, but first we would like to 
explain how Windows Vista and Windows 
Server 2008 work better together in your in-
frastructure.

Windows Vista SP1 and Windows
Server 2008 – better together
Windows Vista and Windows Server 2008 
have a common heritage – they originated 
as part of the same development effort at 
Microsoft (code name: Longhorn), and share 
much of the same code base. The intention 
was to create a seamless IT infrastructure 
that spanned PC operating systems and the 
back-up support servers to facilitate stream-
lined management and better interoper-
ability. While Microsoft strives to provide 
backward compatibility and new capabili-
ties on existing platforms, major advances 
often require a new architecture that is only 
possible with a ground-up development ef-
fort. 

With the release of Windows Vista SP1 
(Windows Server 2008 launches with the 
SP1 code improvements), Microsoft brings 
its most advanced operating system technol-
ogies to both the desktop environment and 
back-end services. 

With Windows Vista and Windows Server 
2008, the result of this integrated develop-
ment program is a number of improvements 
for IT professionals that include benefits in 
security and manageability, overall system 
performance, and streamlined planning and 
deployment. So let’s examine this further.

 
Improved security and manageability 
Deploying Windows Vista SP1 and Windows 
Server 2008 concurrently will help enable 
advanced management and security func-
tionality to help provide tighter control 
and increase automation. The integration of 
Group Policy management tools, centralised 
monitoring and reporting, along with new 
technologies for network security and com-
pliance management help to mature the IT 
infrastructure towards a more dynamic and 
protected state. 

Improved system-wide performance 
Concurrent deployment helps enable more 
integrated system architecture and delivers 
system-wide performance improvements, 
including accelerated network file shar-
ing, optimised bandwidth use to help en-
sure appropriate Quality of Service (QoS) 
for critical applications and functions, and 
improved search performance, especially 
across departmental resources. In addition 
to better performance, power consumption 
can be reduced through Group Policy man-
agement and dynamic throttling based on 
workload. 

More efficient planning and deployment 
Concurrent deployment is a more efficient 
approach for IT professionals, leveraging 
common tools and minimising duplicated 
tasks. Several new tools have been released 
that take into account that IT professionals 
will likely be facing large-scale deployments 
for both desktops and servers, integrating the 
planning, testing, piloting and rollout – help-
ing to make the task more manageable. 

Adopting both Windows Vista SP1 and 
Windows Server 2008 will provide great-
er control to IT professionals to ensure se-
curity protocols are enforced, while making 
infrastructure management…well, more man-
ageable. Following are some of the key tech-

Many IT organisations are responsible 
for branch operations, where the servers 
and desktops are distributed over a wide 
geographical area. Physical constraints 
make the deployment of new IT 
infrastructure much more challenging and 
the lack of local resources often delay 
implementation of necessary upgrades. In 
a concurrent deployment scenario, using 
Microsoft Deployment tools, the central 
IT organisation can plan, test and roll-out 
upgraded server and desktop operating 
systems without visiting the physical 
location – essentially upgrading the 
entire branch operation in one contained 
process! 

“Branch office in a 
box” scenario 

14   To get your FREE copy of TechNet Magazine subscribe at: www.microsoft.com/uk/technetmagazine 



Figure 1 Exchange support in DPM

nologies enabled in this environment. 

Network Access Protection (NAP) is a 
platform that provides policy enforcement 
components to help ensure that comput-
ers connecting to or communicating on a 
network meet administrator-defined re-
quirements for system health. With NAP, 
developers and administrators can create 
solutions for validating computers that 
connect to their networks, provide needed 
updates or access to needed health update 
resources, and limit the access or commu-
nication of noncompliant computers. The 
restricted network contains resources need-
ed to update computers so that they meet 
the health requirements for unlimited net-
work access and normal communication. 
Windows Vista SP1 expands the ability to 
remediate noncompliant PCs to include up-
dates from Windows Update or Microsoft 
Update.

The following illustration shows the basic 
architecture of an environment using NAP: 
Expanded and integrated Group Policy in 
Microsoft Windows Vista and Windows 
Server 2008 provides an infrastructure for 
centralised configuration management of 
the operating system and applications that 
run on the operating system. Group Policy 
is improved with a greater number and cov-
erage of policy settings and extensions, bet-
ter network awareness and reliability, and 
easier administration. Predefined Group 
Policy templates are available for Windows 
Vista (Windows Vista Security Guide) and 

Windows Server 2008 (Windows Server 
2008 Security Guide) to reduce the time 
needed for identifying important settings 
and implementing Group Policy manage-
ment. 

Using Windows Server 2008, administra-
tors can use Group Policies to configure 

wired and wireless settings, including IEEE 
802.11 wireless support for native Wi-Fi ar-
chitecture, added support for wired 802.1X 
policies, user interface improvements for 
wireless connections, enhancements in 
wireless auto configuration, WPA2 support, 
802.11 wireless diagnostics, and integration 
with Network Access Protection when us-
ing 802.1X authentication, and TCP/IP stack 
enhancements for wireless environments. 

In addition, for IT organisations employ-
ing the Microsoft Desktop Optimisation 
Pack (MDOP), the Advanced Group Policy 
Management feature extends change-man-
agement functionality, including role-based 
delegation and offline editing of Group 
Policy Objects. Compliance management is 
augmented and integrated between servers 

This integrated program includes 
benefits in security and manageability, 
overall system performance, and 
streamlined planning and deployment
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and desktops. Rights Management Service 
helps safeguard sensitive information on-
line and offline, behind and outside the fire-
wall, and is native to Windows Vista. With 
Centralised event monitoring and report-

ing, Client PCs can monitor specific events 
and forward to Windows Server 2008 for 
centralised reporting. Event subscription al-
lows IT administrators to be alerted when 
certain events occur on client PCs so that 
they can take immediate corrective action. 
In addition, Advanced Auditing in Windows 
Server 2008 helps provide a more robust 
view of data and event changes, along with a 
trail of previous values. Auditing can also be 
enhanced through the use of Desktop Error 

Monitoring available through the Microsoft 
Desktop Optimisation Pack. 

BitLocker™ Drive Encryption provides 
a common technology for encrypting serv-
ers and desktop/laptop computers, defined 
through Group Policy for greater task auto-
mation. Encryption helps protect the OS vol-
ume on the hard drive, along with early boot 
components to protect from hacking from 
another OS booted on the disk. In Windows 
Vista SP1, administrators can encrypt local 
drive volumes beyond the C drive. On com-
puters with Trusted Platform Module (TPM) 
1.2, BitLocker helps ensure data is accessible 
only if boot components are unaltered and 
encrypted disk is located in the original com-
puter. Further, Windows Vista SP1 enables 
authentication through a combination of a 
start-up key stored on a USB storage device 
with a user-generated PIN.

Single Worldwide Service Model – 
Windows Vista and Windows Server 2008 
were developed from the same codebase. 
Derived from this will be a single servicing 
model, helping to ease application compat-
ibility testing and service pack updating. IT 
administrators will be able to use a single up-
date for both client and server operating sys-
tems, across multiple languages.

In an environment based on Windows 
Server 2008 and desktops running Windows 
Vista SP1, several technologies work to-
gether to help optimise overall system  
performance: 

Network architecture advances to opti-
mise bandwidth utilisation.

Figure 2 Single update covers client PCs and Servers, across multiple languages

With a single 
servicing model, IT 
administrators will 
be able to use a single 
update for both client 
and server operating 
systems, across 
multiple languages
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•  The Next Generation TCP/IP Stack with 
native IPv6 support across all client and 
server services helps create a more scal-
able and reliable network, while the 
next generation of platform networking 
only available in Windows Vista and the 
Windows Server 2008 stack helps make 
network communication much faster 
and more efficient. The extensibility of 
the new TCP/IP stack provides the flex-
ibility to adopt new networking stan-
dards and address customer needs well 
into the future 

•  Windows Vista renders print jobs locally, 
reducing demand on the print server, al-
lowing print servers to scale to more cli-
ents 

•  Windows Vista caches copies of server files, 
helping to reduce traffic. Synchronisation 
uses differential copy to help further re-
duce network bandwidth use 

•  Server Message Block (SMB) 2.0 technol-
ogy, incorporated into both Windows 
Vista and Windows Server 2008, helps 
improve file-sharing performance over 
high-latency links by compounding op-
erations and reducing the number of 
‘round trips’ and increasing buffer sizes 

Power consumption of both servers 
and desktops can be reduced through the  
ability to manage power settings through 
group policy, and to dynamically throttle 
power consumption of servers based on 
workloads. 

Quality of Service (QoS) policies can be 
created using Group Policy to help improve 
performance for specific applications or ser-
vices that require prioritisation of network 
bandwidth between specified clients and 
servers (such as Finance users connecting to 
Finance Servers). This allows administrators 
to make the most efficient use of bandwidth 
in the organisation. 

Receive Window Auto-Tuning continu-
ally determines the optimal receive window 
size on a per-connection basis by measuring 
the bandwidth-delay product (the bandwidth 
multiplied by the latency of the connection) 
and the application retrieve rate, and automati-
cally adjusts the maximum receive window size 
on an ongoing basis. With better throughput 
between TCP peers, the utilisation of network 
bandwidth increases during data transfer. If all 
the applications are optimised to receive TCP 
data, then the overall utilisation of the network 
can increase substantially, especially for net-
works that are operating at or near capacity. 

Terminal Services Gateway and Terminal 
Services RemoteApp are designed for easy 
remote access and application integration 
with the local desktop, enabling secure and 
seamless application deployment without 
the need for a VPN. TS RemoteApp can help 
reduce complexity and administrative over-
head in many situations, including Branch 
office infrastructure, ‘hoteling’ workspac-
es where users share PC resources, instanc-
es where multiple versions of an application 

Power consumption 
of both servers and 
desktops can be 
reduced through the 
ability to manage 
power settings 
through group policy
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set, renamed the Microsoft Deployment 
Accelerator, allows users to create images 
and define the deployment process work-
flow via an updated task sequencing en-
gine. Predefined deployment task sequence 
templates are provided for Windows Vista 
and Windows Server 2008. Microsoft 
Deployment also integrates and extends 
Server Manager in Windows Server 2008 to 
automate server role configuration. 

Imaging in Windows Server 2008 and 
Windows Vista uses a new file-based image 
format (WIM), simplifying image manage-
ment and reducing the number of images 
deployed. Windows Deployment Services 
(WDS), an update of Remote Installation 
Service (RIS), provides a simplified, more se-
cure means of rapidly deploying Windows 
operating systems to PCs and Servers by us-
ing network-based installation, without the 
need for an administrator to work directly on 
each computer, or to install Windows compo-
nents from CD or DVD media. Two forms of 
multicasting – ScheduledCast and AutoCast 
– allow both scheduled ‘push’ and client ‘pull’ 
deployments while conserving bandwidth.

Volume Licensing 2.0 provides more  
efficient license initiation and management:
• Key Management Service (KMS). For larg-

er environments (>25 PCs), KMS provides 
activation through the DNS hosted local-
ly, automatically configuring Windows 
Vista machines when they connect to the 
domain. PCs that activated through KMS 
will be required to reactivate by connect-
ing to the KMS host at least once every six 
months, and the host needs to renew its 
activation every six months.

•  Multiple Activation Key (MAK) is available 
for smaller environments and for decen-
tralised infrastructure. PCs are activated 
once against Microsoft; once the machines 

TechNet Springboard series

are installed locally. Windows Vista SP1 al-
lows Remote Desktop Protocol (RDP) files 
to be signed, improving security and allow-
ing differentiated user experiences. 

New deployment planning, testing and 
roll-out tools are designed to streamline the 
effort for IT professionals, taking advantage 
of the common code base between desktops 
and server operating systems to consolidate 
processes. Adding more moving parts to a 
major OS migration may sound crazy, but 
the integration of planning tools and roll-
out processes actually should result in less 
overall effort. Here are the key tools and how 
they work together: 

Enhanced hardware compatibility  
analysis: Often, the first step in a large-
scale deployment is determining necessary 
hardware upgrades. The new Microsoft 
Assessment and Planning (MAP) accelerator 
allows you to scan the clients and servers 
in an organisation to determine Windows 

Vista or Windows Server 2008 compatibili-
ty and performance expectations of current 
hardware. 

Faster and more reliable OS deployment: 
The popular Business Desktop Deployment 
(BDD) toolset has been expanded to sup-
port automated Windows Server 2008 and 
Windows Vista deployment using the same 
tools and procedures. This expanded tool-

New deployment planning, testing and 
roll-out tools are designed to streamline 
the effort for IT professionals and 
should result in less overall effort
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are activated they require no further com-
munication with Microsoft. MAK keys 
have predetermined numbers of activa-
tions depending on the agreement type, 
which can be increased at request. 
While tackling the deployment of 

Desktop operating systems and Server op-
erating systems is more complex than just 
managing one of the events, the design, 
structure and tools available in Windows 
Vista and Windows Server 2008 converge to 
help make concurrent deployment a more 
efficient option and approach for IT pro-
fessionals in the long run. Not only is the 
process streamlined to eliminate redundant 
tasks and increase automation, the end re-
sult provides performance and manageabili-
ty improvements sooner – perhaps allowing 
you to get out of the office a bit earlier from 
now on!                 ■ 

For more information, visit:  
Springboard Series – a set of resources 
for evaluating, deploying and managing 
Windows Vista at:  
www.microsoft.com/uk/springboardseries
Microsoft Deployment Toolkit 2008 at: 
www.microsoft.com/uk/mdt2008 
Windows Vista TechCenter at:  
http://technet.microsoft.com/en-gb/ 
windowsvista/default.aspx 
and Windows Server 2008 TechCenter at: 
http://technet.microsoft.com/en-gb/ 
windowsserver/2008/default.aspx

With Multiple 
Activation Key 
(MAK), once the PCs 
are activated against 
Microsoft they 
require no further 
communication with 
Microsoft

Microsoft anticipated the demands of deploying a new operating environment across both 
servers and desktops, and designed the new Microsoft Deployment toolkit to address the 
challenges of such a complex undertaking. Building on the Solution Accelerator for Business 
Desktop Deployment (BDD) toolkit, Microsoft Deployment automates the deployment 
process while optimising for available resources and bandwidth

Major improvements with the new Microsoft 
Deployment toolkit 



At a glance:
Content lifecycle 
management with 
SharePoint
Creating document 
information panels
Editing Office and 
SharePoint documents via 
InfoPath

SharePoint

Standardise data 
management with 
custom content types 

The large number of documents and other 
content items typically found in an enterprise 
environment pose business and technical 
challenges for managing the documents, their

Pav Cherny

metadata, and their behaviours in a cen-
tralised and reusable way. Microsoft Office 
SharePoint Server 2007 promotes company-
wide collaboration by allowing diverse teams 
within an organisation to share workspaces 
on web sites, document libraries and lists. 

SharePoint 2007 makes it possible to stan-
dardise many aspects of content and lifecy-
cle characteristics through content types. 
Site content types are metadata definitions 
that can be established independently of any 
specific site collection, site, list, or document 
library. This enables you to establish compa-

nywide properties, workflows, information 
management policies and other elements 
consistently, while also allowing individu-
al departments or site owners to customise 
content types for specific purposes.

In this article, I will show you how to use 
the new SharePoint content model intro-
duced with Windows SharePoint Services 
(WSS) 3.0 and Microsoft Office SharePoint 
Server (MOSS) 2007 to build hierarchies for 
enterprise content based on general charac-
teristics. These content hierarchies enable 
uniform application of metadata, workflows 
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and information management policies at a 
global level, while also providing the flexi-
bility to accommodate unique content man-
agement needs at the level of site collections, 
sites, document libraries and lists. 

To illustrate some of the low-level aspects 
of SharePoint content types, I have included 
a number of custom tools in the companion 
material, and I have also included the source 
code in case you want to extend these tools 
according to your specific needs. Just keep in 
mind that these tools have not been tested 
thoroughly and should not be used on a pro-
duction system. You can download the code 
from the TechNet Magazine web site at www.
technetmagazine.com/code08.aspx.

Content lifecycle and content type 
definitions
There are many details to consider when 
managing documents and other content in 
an organisation. Among other things, it is 
necessary to define which person or process 
needs to perform what action as content is 
created, published, archived and disposed. It 
is often also necessary for an organisation to 
develop specific templates for content cre-
ation, define roles to assign responsibilities 
and access privileges to users, provide ver-
sion control, monitor compliance, store and 
archive, define metadata and so forth.

However complex a particular content 
lifecycle may be, the SharePoint content 
model recognises that there are some gener-
al characteristics and typical phases that de-
termine how the individual content items 
should be handled. For example, you can 
structure content creation through tem-
plates and input forms, and content display 
and searches through metadata. You can also 
use editing, approval, or other workflow re-
quirements, archiving requirements, expira-
tion timeframes, and applicable information 
management policies to distinguish individ-
ual content pieces. Some content might not 
require any special templates or might never 
be archived, but even these are lifecycle char-
acteristics that proceed to distinguish these 
items from other items. 

The SharePoint content model allows you 
to define individual content types and estab-
lish hierarchical relationships. In a hierar-
chical relationship, children inherit general 

characteristics from parent content types, 
adding specific characteristics as needed. 

The best way to illustrate this is to exam-
ine the built-in content types of SharePoint. 
WSS 3.0 and MOSS 2007 include a number 
of predefined content types for typical items 
that can be stored in a document library or 
list, including documents and tasks. You can 
find the definitions of these standard con-
tent types on a SharePoint server in the 
%CommonProgramFiles%\Microsoft Shar-
ed\Web Server Extensions\12\Template\
Fea tures\Ctypes folder. There you’ll find 
a manifest file called feature.xml. Looking 
at this file, you can see that SharePoint im-
plements the standard content type defini-
tions as a hidden feature (Hidden=“TRUE”) 
with a site collection scope (Scope=“Site”) 
and that the Element manifest file, which 
contains the actual content type elements, 
is ctypeswss.xml (<ElementManifest Lo ca-
tion=“ctypeswss.xml” />). 

If you are interested in learning more about 
SharePoint features, I recommend you read 
Ted Pattison’s Office Space column in MSDN® 
Magazine titled “Features for SharePoint”, 
which is available at: www.msdnmaga zine.com/is-
sues/07/05/OfficeSpace.

Now, let’s open the ctypeswss.xml file in 
Notepad to examine the standard content 
types regardless of their visibility in the Share-
Point user interface. You should not modify 
ctypeswss.xml. If you’re thinking of editing 
ctypeswss.xml to add new fields to standard 
content types or to make hidden content 
types visible so that SharePoint users can use 
them to derive new content types, note that 
this is usually not necessary. Plus, it leads to 
unsupported configurations, and later instal-
lation of service packs may overwrite your 
customisations and break your content man-
agement solutions. 

A much better approach is to copy what 
you need into a new element manifest file, 
add your customisations as necessary, and 
then deploy your custom content types as a 
new feature with a site collection scope so 
that they are available to all sites within the 
site collection.

The Collaborative Application Markup 
Language (CAML)-based definition of the 
System content type as specified in ctypes-
wss.xml is revealed here:

The 
SharePoint 
content 
model allows 
you to define 
individual 
content types 
and establish 
hierarchical 
relationships
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<ContentType ID=”0x”
    Name=$Resources:System
    Group=”Hidden”
    Sealed=”True”
    Version=”0”>
   <FieldRefs>
      <FieldRef ID=”{c042a256-787d-4a6f-8a8a-
cf6ab767f12d}” Name=”ContentType”/>
   </FieldRefs>
</ContentType>

The Group and Sealed attributes show 
that the System content type is hidden and 
sealed so that it cannot be changed in the 
SharePoint user interface. The System con-
tent type has only one FieldRef element 
that references a built-in site column called 
ContentType. This is the highest level of ab-
straction. All other SharePoint content types 
inherit this property from System content 
type. In this way, SharePoint ensures that all 
content items stored in any document librar-
ies or lists have this property in common.

Figure 1 shows you a ContentTypeHier-
archy Web Part, included in the companion 
material for this article, which illustrates the 
hierarchies more intuitively. System is at the 
root of all other content types, followed by 

Item, and so forth. The Item content type, 
for example, establishes the next level of de-
tail. If you check ctypeswss.xml, you can see 
that Item defines a single metadata field that 
references a site column called Title. In that 
way, all built-in content types at lower levels 
have a Title property.

It is also possible to remove an inherited 
field, as the Document content type defi-
nition in ctypeswss.xml demonstrates. The 
Document content type includes several 
corresponding RemoveFieldRef elements, 
yet you might want to keep the Title field in 
place in your custom content types because 
the Title column provides access to the Edit 
Control Box (ECB) dropdown menu in Share-
Point document library and list views. 

A good example that illustrates how to re-
name inherited fields is the Far East Contact 
content type in ctypeswss.xml. Search for 
0x0116, which is the corresponding con-
tent type ID, and then check the FieldRef 
element with the attribute Name=“Title” to 
see how you can use the DisplayName attri-
bute to rename a field in the user interface. 
In this particular example, the DisplayName 
attribute changes the name of the Title field 
in the user interface to a localised data value 
referenced by “$Resources:core,Last_Name;”.

If you take a closer look at Figure 1, you 
can see the ID attribute of the ContentType 
element uniquely identifies the content type 
and establishes the hierarchical relationship. 
All IDs begin with the ID of the parent con-
tent type appended with additional hexadec-
imal values. Standard content types typically 
have two additional hexadecimal values ap-
pended to create a new unique ID for the 
child content type. Another technique is 
to append a “00” and a hexadecimal GUID. 
That’s how the Office Data Connection File 
and Universal Data Connection File content 
types derive from the Document content 
type, for example. 

An important point for users to remember 
is that the ID attribute of the ContentType 
element cannot be longer than 1,024 charac-
ters. This can turn out to be a problem in a 
large hierarchical relationship if all content 
types use the hexadecimal GUID address-
ing technique. However, it is not a good idea 
to start with the shorter technique because 
these IDs may not be unique. Figure 1 WSS 3.0 built-in content type hierarchy
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To ensure uniqueness, use the GUID tech-
nique to establish a global namespace for 
your enterprise content types and switch to 
the shorter technique within that namespace. 
For detailed information about the ID at-
tribute and other elements of content type 
definitions, see the topic “Content Type Def-
inition Schema” in the WSS 3.0 SDK.

Content type dependencies
Now let’s turn to the question of how to use 
SharePoint content types to structure the 
management of content items. You need to 
consider several dependencies, such as the 
interdependencies among document librar-
ies and lists, content types, site columns and 
field types. Libraries and lists reference con-
tent types, which reference site columns, 
which in turn reference field types (such 
as the standard WSS field types text, note, 
choice, number, currency, and so forth), 
which in turn reside in Microsoft .NET 
Framework assemblies, such as the WSS core 
assembly Microsoft.SharePoint.dll. 

For an example, let’s return to the System 
content type as illustrated earlier in the 
CAML definition of the System content 
type manifest file entry. As you saw, this con-
tent type contains a FieldRef element that 
refers to a site column called ContentType. 
Note that the content type definition does 
not define the actual ContentType site col-
umn. ContentType is a Text field, defined in 
the Elements manifest fieldswss.xml, located 
in the %CommonProgramFiles%\Microsoft 
Shared\Web Server Extensions\12\Template\
Features\Fields folder. The Text field type, 
again, is defined in fldtypes.xml, which you 
can find under %CommonProgramFiles%\Mi-
crosoft Shared\Web Server Extensions\12\
Template\XML. An important point to take 
away from this dependency tree is that you 
must ensure that all of the resources are 
available on your SharePoint servers. 

The content types you want to use must 
be created at the site level of your document 
libraries and lists or higher up in the site hi-
erarchy. Similarly, the metadata fields of your 
content types must refer to existing site col-
umns. You can add standard or custom site 
columns based on standard or custom field 
types to your content types, but you must 
ensure that the site columns exist on the lo-

cal site. Furthermore, if you want to use cus-
tom field types, you also need to ensure that 
the underlying .NET assemblies are deployed 
on your SharePoint servers. 

Similar dependencies exist for content 

types that reference document templates, 
custom event receivers, workflows, and other 
components. For example, the content type 
definition can contain a DocumentTemplate 
element that points to the document tem-
plate associated with the content type. The 
content type definition can also contain an 
XmlDocuments element with one or mul-
tiple XmlDocument child elements that de-
fine additional characteristics of the content 
type, such as namespace definitions, docu-
ment information panel definitions, or any 
custom information.

Establishing global content types
Users with authoring permissions can create 
new content types and site columns directly 
in the SharePoint user interface, but the con-
tent types are then only available in the local 
site and below in the site hierarchy. Custom 

The content types 
must be created at 
the site level of your 
document libraries  
and lists

 InfoPath Team Blog
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 Workflows in Office SharePoint Server 2007
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 TechNet Webcast: Installing and Configuring Search in  
SharePoint Server 2007
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site columns are only available in the local 
site. This is not sufficient if you want to es-
tablish global content types. You need to 
ensure that global content types are avail-
able across all site collections in your envi-
ronment. This is where SharePoint features 
come in handy. It is straightforward to install 
and activate SharePoint features across mul-
tiple site collections to apply the correspond-
ing site column and content type definitions 
consistently across all locations.

The companion material for this ar-
ticle includes a sample feature called Ad-
ventureWorks that demonstrates how to 
establish a global content type. The feature 
defines a general content type called Custom-
er Documentation that can be used to cre-
ate any type of customer materials such as 
proposals and sales letters. It is reasonable 
to assume that all these types of documents 
should be associated with customer informa-
tion such as company name, contact details, 
and address. I specifically created a custom 
field called Customer Name for your con-
tent type and added some built-in fields such 
as Department and Primary Phone. You can 
change the content type and fields by editing 
the ContentTypes.xml file and the field refer-
ences by editing the SiteColumns.xml file in 
the companion sample.

If you deploy the feature as described in 
the readme.htm file, you can activate it con-
sistently across multiple site collections. The 
Customer Documentation content type is 
then available globally. With that, the indi-
vidual departments can create specific cus-
tomer documentation through derived 
content types associated with targeted doc-
ument templates. The companion material 
includes sample document templates that 

could be used in sales and consulting. Figure 
2 shows the resulting content types.

You have several options to choose from to 
create features for custom site columns and 
content types in WSS 3.0 and MOSS 2007. 
You can study the WSS 3.0 SDK and write 
XML files from scratch. You can also choose 
to use SharePoint Designer to export a list 
into a personal Web package, rename the re-
sulting .fwp file into a .cab file, extract the 
manifest.xml file from the .cab file, and then 
search for ContentType definitions in the 
manifest.xml file. Unfortunately, both ap-
proaches are inconvenient and error prone. 

In contrast, it is remarkably easy to create 
custom site columns and content types in 
the SharePoint user interface. Yet, the inter-
face does not provide an option to edit the 
XML files of a feature. Features are an effi-
cient way to provision SharePoint resourc-
es, but once provisioned the resources only 
exist in the content database. Perhaps a fu-
ture version of WSS will include the abili-
ty to export site columns and content types 
into XML files through the SharePoint user 
interface, similar to exporting Web Parts. For 
now, you need to work with what’s here. 

The companion material includes a Web 
Part called ContentTypeSchema that can 
serve as a starting point. It uses the SharePoint 
object model to extract the SchemaXML 
property from the selected content type. 
Through eXtensible Stylesheet Language 
Transformation (XSLT)-based transforma-
tions, the Web Part derives Field definitions 
or ContentType definitions depending on 
the option you select in the user interface 
before you click on the Display button.

Figure 3 shows this Web Part in action. It 
displays the Active Directory Documentation 

Figure 2 Parent and child content 
types for customer documentation
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content type, which I based on the Customer 
Documentation content type. The Active 
Directory Documentation content type is 
associated with a custom Microsoft Word 
template (Active Directory Template.dot). 
Note that this content type has no addition-
al fields. All fields are inherited from the par-
ent content type. 

If you are planning to use the Content-
TypeSchema Web Part in your own environ-
ment, keep in mind that this Web Part has 
not been tested thoroughly. My Web Part 
uses relatively complex XSL transformations 
to build a delta between the SchemaXML 
property of the currently selected content 
type and its parent content type. Yet, XSLT 
1.0 is not really designed for advanced XML 
document conversions. There is no built-in 
feature to compare XML nodes. Also, XML 
namespaces, as well as CDATA sections, rep-
resent difficulties that XSLT 1.0 cannot han-
dle efficiently.

SharePoint stores the definition of site col-
umns and site content types created by using 
the SharePoint user interface or SharePoint 
object model in the content database in a ta-
ble called ContentTypes. In Figure 3, take a 
look at the ID of my custom content type. 
Accordingly, the following T-SQL statement 
would deliver exact results: SELECT Def-
inition FROM ContentTypes WHERE Con-
tentTypeId = <content type ID>. 

Whichever approach you decide to use, 
creating features for enterprise-wide content 

types is very straightforward once you’ve ob-
tained the site column and content type defi-
nitions. I recommend that you use a single 
feature for all global site columns and con-
tent types of your department or company. 
That way, it is clear where to add new site 
column and content type definitions. 

Enterprise-wide searches on custom 
metadata
An immediate advantage of content type hi-
erarchies is that all child content types inher-
it the parent content type’s metadata fields. 
Because all content types have metadata 
fields in common, it is quite easy for users to 
create custom views and filters in the docu-
ment libraries. 

The AdventureWorks sample feature dem-
onstrates this quite intuitively. Regardless 
of the content that a consultant or salesper-
son creates, saving the resulting Word 2007 
document in the document library requires 
specifying a Customer Name because the 
Customer Documentation parent content 
type defines this metadata field as required. 
By grouping or filtering the items in a docu-
ment library view according to the Customer 
Name, consultants and sales team members 
can locate all of the existing documentation 
for a customer quickly and conveniently, as 
shown in Figure 4.

Common metadata also makes it easy to lo-
cate content across multiple document librar-
ies and sites by using the search capabilities 

Figure 3 Custom content 
type definition in the 
ContentTypeSchema  
Web Part
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of WSS 3.0 and MOSS 2007. WSS supports 
searches across libraries, lists, and sites with-
in a single site collection. MOSS 2007 goes 
beyond these basic capabilities by allowing 
you to implement an enterprise-wide Search 
Centre and to manage custom metadata in 
the SharePoint 3.0 Central Administration 
user interface. For this reason, the following 
explanations focus on MOSS 2007.

When you configure a Shared Service Pro-
vider (SSP) in MOSS 2007 and crawl your 
SharePoint sites, MOSS 2007 can automat-
ically discover the custom metadata fields 
used in the content sources. Accordingly, 
you can find the custom metadata fields in 
the list of crawled properties. 

Metadata fields defined in SharePoint fea-
tures usually fall under the SharePoint catego-
ry. To find its location in SharePoint Central 
Administration, on the Quick Launch menu 
under Shared Services Administration, click 
on the link to your SSP, click on Search set-
tings, click on Metadata property mappings, 
then click Crawled Properties on the Quick 
Launch menu, and then proceed to open the 
SharePoint category. 

I’ll give you an example of this in action. 
The metadata field named Customer Name 
ends up as a crawled property called ows_
Customer_x0020_Name. SharePoint prefixes 
crawled properties with “ows_”, and “_x0020_
” is the encoded version of a single space. If 
you display the details of this crawled prop-
erty, you can find that it is included in the 
search index by default so that users can em-
ploy the values of this crawled property to 
perform content searches. However, to in-
crease the search precision, you might not 
want to map the crawled property to a man-
aged property so that users can explicitly 
search for content by customer name. 

You have two options when mapping 
crawled properties to managed properties. 
You can automatically generate a new man-
aged property for each crawled property or 
you can map crawled properties manually 
to managed properties. The first option is 
available when you display the settings of 
the desired crawled property category (when 
displaying the crawled properties in a cate-
gory, such as the SharePoint category, click 
on the Edit Category option on the Quick 
Launch link). Under Bulk Crawled Property 

Settings, you would have to select the check-
box “Automatically generate a new managed 
property for each crawled property discov-
ered in this category.” However, SharePoint 
prefixes automatically created managed 
properties with “ows” and escapes spaces 
with “x0020”. The managed property for the 
crawled property ows_Customer_x0020_
Name would be owsCustomerx0020Name. 

This, however, is not a very user-friendly 
property name.

Perhaps a better strategy is to map crawled 
properties to managed properties manually 
after you deploy your enterprise-wide con-
tent types. You can map a crawled proper-
ty to one or multiple managed properties. 
To create new managed properties, in Share-
Point Central Administration, on the Quick 
Launch menu under Shared Services Admin-
istration, click on the link to your SSP, click 
on Search settings, then Metadata property 
mappings, and then click on New Managed 

Figure 4 Grouping various documents in a library based on 
common metadata

An InfoPath form provides 
a convenient way to 
edit the properties of a 
SharePoint content type

32   To get your FREE copy of TechNet Magazine subscribe at: www.microsoft.com/uk/technetmagazine   

SharePoint



Property to specify the required informa-
tion and associate the new managed proper-
ty with the desired crawled property. 

Users can then locate relevant content 
items by using the managed properties ei-
ther in property: syntax or by using advanced 
search. For example, if you map the crawled 
property ows_Customer_x0020_Name to 
a managed property named Customer, us-
ers can then search for all documents of a 
customer simply by specifying Customer: 
<Customer Name> in the standard search 
box, such as Customer: Contoso.

It is also a good idea to include managed 
properties for the most important metadata 
fields of your content types in the properties 
list on the Advanced Search page. To accom-
plish this, display the Advanced Search page, 
then click on-site Actions, and select the 
Edit Page command. Now you can click Edit 
on the Advanced Search Box to select the 
Modify Shared Web Part option. When you 
expand the Properties category and place the 
cursor into the corresponding text field, you 
can click on the button to edit the Properties 
XML document. You need to add a proper-

ty definition to the <PropertyDefs> element, 
such as <PropertyDef Name=“Customer” 
DataType=“text” DisplayName=“Customer 
Name”/>, and you also need to add a refer-
ence to this property definition under a 
ResultType element (for example, the ele ment 
<ResultType DisplayName=“All Results” 
Name=“default”>), such as <PropertyRef 
Name=“Customer” />. Figure 5 displays the 
resulting Advanced Search user interface.

Ensuring information consistency
At this point, I have successfully standardised 
the most important metadata fields and con-
tent types and extended search capabilities 
across site collections in my enterprise based 
on MOSS 2007. Now it’s important to ensure 
that users enter accurate information into 
the metadata fields. 

There are two ways to do this. First, you 
can replace the standard document informa-
tion panel in your document templates with 
a custom InfoPath® form that provides your 
users with a predefined selection of input op-
tions, such as you have in a listbox. Second, 
you can bind an event receiver to the con-

Figure 5 Searching for IT 
infrastructure documentation based 
on customer name
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tent type and then check the accuracy of 
metadata and other information whenever 
users create, modify, or delete corresponding 
content items. 

Both options complement each oth-
er. An InfoPath form primarily provides a 
convenient way to edit the properties of a 
SharePoint content type, whereas an event 
receiver can ensure valid metadata even if 
users edit the content type properties out-
side the InfoPath form. You can bind event 
handlers to a specific content type, which 
enables you to specify events and their re-
sponses for all documents associated with an 
individual content type in all site collections, 
regardless of the document library. You can 
find more information on how to develop 
and deploy event handlers at http://msdn2.mi-
crosoft.com/ms453149. 

Perhaps the easiest method for associating 
a content type with a custom document in-
formation panel is to display the Document 
Information Panel settings of the content 
type in the SharePoint user interface on a 
computer with InfoPath 2007 installed. You 
can then click on the Create a New Custom 
Template link under Document Information 
Panel Template to start InfoPath 2007 in de-
sign mode. However, if your site content 
type includes site columns without an ex-

plicit SourceID attribute, you might encoun-
ter a situation in which InfoPath cannot 
create a valid XSD schema for the Document 
Information Panel form. For example, the 
Customer Documentation content type in-
troduced earlier includes several contact-
specific columns such as Department, Office 
and email that can cause this problem, as il-
lustrated in Figure 6.

At this point, you have two options should 
you encounter this problem. You can either 
remove references to site columns without 
an explicit SourceID attribute from the con-
tent type definition, or you can replace the 
built-in site columns that cause the problem 
with custom site columns that are compat-
ible with InfoPath 2007. Keep in mind that 
you cannot change the field references of a 
CAML-based content type after it was pro-
visioned into the content database, especial-
ly if you already created child content types. 
You cannot simply update the CAML-based 
content type definition file anymore, nor 
can you push down changes to child content 
types because Windows SharePoint Services 
does not track changes made to the parent 
content type definition. 

To push down changes, you must change 
the parent content type through the Share-
Point user interface or object model, or you 

Figure 6 XSD schema 
incompatibilities in 
InfoPath 2007
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must define a new content type that is derived 
from the existing one. The latter technique en-
ables you to remove the critical fields and add 
new columns. Your users can then derive fu-
ture content types from the new content type. 
To prevent users from choosing the wrong con-
tent type, add the previous content type to the 
_Hidden content type group. 

As I said before, you cannot update CAML-
based content types after deploying and ac-
tivating them. Thus, it is very important to 
test global content types before deployment. 
For more information, see the MSDN article 
“Updating Content Types” at http://msdn2.mi-
crosoft.com/aa543504. 

Once you have created a content type with 
proper field references, you can create a custom 
document information panel in InfoPath 2007. 
The best strategy is to let site owners create 
custom document information panels for their 
child content types. InfoPath 2007 provides the 
option to publish the custom document infor-
mation panel directly to the selected content 
type, which facilitates the deployment scenar-
io. Yet, it is also possible to publish the InfoPath 
form at a central location, such as a document 
library, and include a reference to the docu-
ment information panel in the content type. 
This is the best option if you plan to provide 
a custom document information panel along 
with your CAML content types. Figure 7 illus-
trates the implementation architecture. 

The companion download for this article 
includes a feature called AdventureWorks_
Update that extends the previous Adven-
tureWorks feature by adding additional site 
columns that work with InfoPath 2007. The 
AdventureWorks_Update feature marks the 
original Customer Documentation content 
type as hidden and derives a new content type 
called Customer Docs, which replaces the in-
herited built-in fields with the new site col-
umns and associates the new content type 
with a custom document information panel. 

The new Customer Docs content type def-
inition includes an XmlDocument element 
that provides information about the docu-
ment information panel. Specifically, the xsn-
Location element points to the InfoPath form 
http://companyresources/DIPs/customerDIP.xsn, 
which implements the document information 
panel. For detailed instructions on how to ap-
ply the AdventureWorks_Update feature, see 

the readme.htm file in the AdventureWorks_
Update folder.

Wrap-up
You can use SharePoint content types to 
create metadata policies and use them con-
sistently across the enterprise for content 
management. The hierarchy of content types 
enables you to standardise characteristics 
relevant to the entire enterprise environ-
ment and apply them uniformly to all sites 
through inheritance. 

Among other things, it is possible to ex-
tend the built-in search capabilities of MOSS 
2007 so that users can locate specific content 
faster and more conveniently. It is also pos-
sible to enforce information consistency re-
lated to metadata and establish centralised 
information management policies The best 
strategy is to standardise global content types 
on the most abstract metadata characteris-
tics to minimise the need for later changes. 
Based on a carefully designed content model, 
SharePoint content types can provide new 
capabilities to standardise content lifecycle 
management across the enterprise. ■

For more information, visit the DPM 
TechCentre at: http://technet.microsoft.com/
en-gb/dpm/default.aspx

Pav Cherny is the president of Biblioso 
Corporation and an IT expert and author spe-
cialising in Microsoft technologies for collabo-
ration and unified communication. His focus is 
on IT operations and system administration.

Figure 7 XSN file implementation in a central location in MOSS 2007
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At a glance:
Moving away from tape 
backups
Continuous Data 
Protection 
Disk-based backups
More granular control 
with DPM

System Center

Better backups  
with Data Protection 
Manager 2007

The data protection market has recently 
experienced a renaissance of sorts. After years of 
tape-based backup solutions and one-size-fits-all 
approaches to nightly backup, a number of new 

Calvin Keaton

technologies and methods have been intro-
duced in a relatively short period of time. 
These new technologies have included disk-
based backup, Continuous Data Protection 
(CDP), and even something as seemingly sim-
ple as data encryption. Some of these new 
approaches have been made possible or even 
necessary by recent decreases in the price of 
disk storage, by improvements in network 
and processor performance and by new reg-
ulatory requirements. 

Microsoft has a long history of providing 
platform- and application-based solutions in 

this area, such as NTBackup, Exchange Ser-
ver and SQL Server backup tools, to name 
just a few examples. 

System Center Data Protection Manager 
(DPM) 2006 was the first Microsoft stand-
alone software entry in the data protection 
market; it was one of the first products to of-
fer disk-based data protection, and it remains 
one of the only such offerings to have been 
built from the ground up with disk-based 
backup in mind. Most other offerings were 
and continue to be tape-based approaches 
that have been retrofitted for disk.
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DPM is a part of the System Center fam-
ily of products. System Center products are 
designed to work together in making the 
day-to-day management of your complex IT 
infrastructure both easier and more cost ef-
fective. System Center solutions are based 
on automation and best practices derived 
from the Microsoft Operations Framework 
(MOF) and Information Technology Infra-
structure Library (ITIL) and can be used at all 
levels of an organisation. 

DPM is just one part of the System Center 
family. System Center Configuration Man-
ager provides configuration management and 
software delivery. System Center Operations 
Manager gives you proactive system mon-
itoring and automation. System Center 
Capacity Planner can be used for capacity 
planning and what-if analysis of infrastruc-
ture deployments. (See www.microsoft.com/
systemcenter for more information.)

System Center Data Protection Manager 
2006 provided disk-based backup of File 
and Print servers as well as WAN-based disk 
backup of branch offices. It was designed 
to protect file servers in the data centre and 
to get local tape backup hardware out of 
the branch. But it lacked native support for 
Microsoft applications and relied on third-
party products for long-term archive to tape. 

The new version of DPM, System Center 
Data Protection Manager 2007, builds on this 
foundation and continues to provide robust 
disk-based protection of File and Print serv-
ers as well as branch offices, but it also adds 
support for business-critical Microsoft appli-
cations such as Exchange, SQL Server, and 

SharePoint as well as native support for tape 
backups. While it’s not unusual to see a sig-
nificant amount of change in a new version, 
this is especially true in the case of DPM. The 
second version has added a large number of 
new features as well as significant enhance-
ments to existing features. In this article, I’ll 
walk you through several of these new and en-
hanced features and give you a broad look at 
what you can expect from this exciting new 
release. 

Application and platform support
Many backup software vendors take a “pea-
nut butter” approach to application support. 
They spread their engineering investment 
across a large number of applications in an 
attempt to support as many data sources as 
possible. The result is very basic support for 
a large number of applications. Rather than 
attempting to provide limited support for a 
broad range of applications or platforms, Mi-
crosoft has chosen to focus on protecting a 
few very specific applications on the Win-
dows platform. This has allowed us to focus 
our engineering investment on these appli-
cations to build an integrated backup and re-
store experience, which includes features not 
commonly found in other backup products. 

Microsoft Exchange support was the 
number-one feature request of users of 
DPM 2006. With this in mind, DPM 2007 in-
troduces support for both Exchange Server 
2003 and Exchange Server 2007. Protection 
occurs at the storage group level with  
individual storage groups appearing as ob-
jects in the DPM UI, which can then be 

Figure 1 Exchange support 
in DPM
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added to protection groups as necessary to 
enable scheduled, policy-driven backups to 
occur. Clustered Storage Groups appear as a 
single object, removing the need to track in-
dividual members of a cluster and manually 
sync up their protection. Restores can occur 
at the Storage Group, Database or Mailbox 
level. Granular recovery is achieved via au-
tomation, which uses standard Exchange 
tools to restore the data to a recovery storage 
group and then extract more granular ob-
jects like mailboxes once again via standard 
Exchange tools (see Figure 1). 

Unlike some other Exchange backup solu-
tions, DPM does not rely on non-Exchange 
tools or reverse engineering the Exchange da-
tabase when it extracts objects that are then 
restored. So DPM-based mailbox restores are 
fully supported by Exchange. 

DPM 2007 is the first product to fully sup-
port Exchange 2007 Cluster Continuous 
Replication (CCR) and Local Continuous 
Replication (LCR) clusters. Exchange 2003 
clusters are supported as well.

SQL Server 2000 and SQL Server 2005 are 
supported by DPM 2007, with both backup 
and restore occurring at the database level. 
Support for redirected and renamed restores, 
as well as full support for clustered, mirrored 
or log-shipping databases, is also included. 

As with Exchange, clustered databases ap-
pear as a single object in the UI, removing 

the need to configure protection on multi-
ple clustered servers separately (see Figure 2). 
SQL Server support in DPM can be used to 
protect a number of third-party applications 
that rely on back-end SQL Server databases, 
with support for the application occurring 
via file protection and the SQL Server data-
base being protected natively via DPM sup-
port for SQL Server. The flexible scheduling 
engine in DPM allows both the file backup 
and the SQL Server backup to be added to 
the same protection group so that they occur 
simultaneously and share a common man-
agement and scheduling interface. 

Collaboration workloads are protected 
with SharePoint 2007, with Windows Share-
Point Services (WSS) 3.0 and Microsoft Of-
fice SharePoint Server (MOSS) 2007 both 
being supported. Support occurs at the farm 
level, even if that farm spans more than one 
server. So, for example, a farm consisting of 
three web front-end servers, two site collec-
tion servers and a single database server for a 
total of six servers would appear as a single 
object in the DPM UI, would be backed up 
as a single object and could be restored as a 
single object by DPM as well. 

While full farm restores are supported, 
DPM also includes support for site, site col-
lection and individual document, list or item 
restores. Older versions of SharePoint can, of 
course, be protected as SQL Server databases 

Figure 2 Clustering 
backups

System Center
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via DPM SQL Server protection features. 
File and Print Workloads continue to be 

supported in DPM 2007, with Open File sup-
port available at no additional charge. Sup-
port for file and folder exclusions has been 
added, as well as System State backup sup-
port. It’s important to note that File support 
has been further expanded to include Win-
dows Vista and Win dows XP. But support 
for these client operating systems is relative-
ly limited, as support is mainly aimed at sys-
tems that are used as file servers. DPM users 
are permitted to protect a small number of 
clients as needed, but this support will not 
easily scale to larger numbers of desktops. 

Native support for Exchange Servers, SQL 
Server, SharePoint servers and file servers al-
lows DPM to support a vast majority of the 
workloads found in Windows environments. 
But for less-common workloads, DPM 2007 
also includes support for pre- and post-
scripts, which can be run automatically when 
a backup occurs. This functionality allows 
DPM to support a wide range of other ap-
plications or workloads. Such support is not 
as integrated as that offered for Exchange, 
SQL Server and SharePoint, but it does offer 
significant flexibility in data source support. 
White papers detailing how to support some 
key non-Microsoft products such as Oracle 
will be available on the DPM TechCenter at 
http://technet.microsoft.com/dpm.

One of the more interesting innovations 
in DPM 2007 is host-based virtual serv-
er support. While most backup products 
are able to support virtual server guests as  
individual servers, few, if any, are able to 
provide such protection at the host level 
via a single licence and agent install. DPM  
leverages recursive volume shadow copy 
service (VSS) writers to protect all the 
guests that are hosted on a given virtual 
server host via a single agent deployed on 
the host. These recursive VSS writers are 
able to call VSS writers that live on guests 
or even in applications that run on guests 
regardless of what application or operating 
system is installed on the guest. This allows 
DPM to protect any platform or application 
that runs as a guest, regardless of the vendor. 
Such host-based virtual server backups are 
application-consistent and result in a sin-
gle Virtual Hard Disk (VHD) image that can 

be restored on an existing or new host as  
necessary.

These host-based backup images don’t of-
fer the same granularity of restore as do back-
ups made via a DPM agent installed on the 
guest or a standalone server, but they do of-
fer other efficiencies including easy system 
recovery to virtualised environments. 

Speed, reliability and efficiency
In addition to improvements in both depth 
and breadth of application support as com-
pared to the previous version, DPM 2007 
allows increased granularity of full and in-
cremental backups. While DPM 2006 al-
lowed you to synchronise up to every hour, 
the new version of DPM allows you to take 
an incremental backup every 15 minutes 
and a full backup every hour. For custom-
ers with less aggressive service level agree-
ments (SLAs), full backups may be required 
only once a week. Thus those customers 
can reduce the frequency of backups on less 
critical servers while still allowing for aggres-
sive protection schedules for critical servers. 
Even though synchronisation with the DPM  
server occurs up to every 15 minutes, the 
DPM agent is still actively tracking changes 
on the protected server during the interval 
between synchronisations. 

This new DPM agent continuously tracks 
block-level changes as they occur on a pro-
tected server. This is made possible by an en-
tirely new volume filter developed for DPM 
2007 that consists of a bitmap that lives in 
paged pool memory and includes one bit for 
every block on the protected volume. 

Each time a block is written to in the vol-
ume, a bit is flipped in the bitmap. The pro-
cessor and memory impact associated with 
this process is lower than with a typical anti-
virus filter and there is no disk space require-
ment that scales with the change rate. In fact, 
the load associated with this filter doesn’t 
scale at all with the change rate. This is very 
important, as most block-level change track-
ing schemes generally result in high proces-
sor and memory overhead as well as a disk 
footprint that scales with the change rate. 
So higher change rates tend to have greater 
impact, and in some cases very high change 
rates can result in the system running out of 
disk space. With DPM 2007, the impact of 
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the volume filter on processer, memory and 
disk is the same regardless of the change rate. 
Whether it’s one percent or 1,000 percent, 
the change rate simply does not impact the 
low overhead associated with the filter. 

Tracking changed data is only one part of 

the story, however. DPM 2007 also leverag-
es the VSS service on the protected server to 
create application-consistent backup images 
that can be recovered reliably. VSS was devel-
oped by Microsoft to provide the backup in-
frastructure for Windows XP and Windows 
Server 2003, and to serve as a mechanism for 
creating consistent point-in-time copies of 
data (shadow copies). VSS can produce con-
sistent shadow copies by coordinating reads 
and writes with business applications, file-
system services, backup applications, fast-re-
covery solutions and storage hardware. As a 
result, VSS is arguably the most consistent 
and reliable mechanism for producing ap-
plication consistent backups on the market 
today. Several features in Windows Server 
2003 use VSS, including Shadow Copies for 
Shared Folders.

Most products that use VSS for applica-
tion backups create a VSS replica and leave 
it in place on the protected server to track 
changes and get an application-consistent 
image for backup. Unfortunately, keeping 
the replica in place on the protected server 
at all times has some significant performance 
implications, as a copy on write occurs to 
keep the VSS replica up-to-date each time 
the application writes to disk. This can cre-
ate as much as 25 percent processor overhead 
and has a significant impact on write times. 

Since DPM tracks changes via its volume 
filter, it does not need to keep a VSS repli-
ca in place 100 percent of the time. Instead, 
DPM creates a VSS replica when full backup 
occurs, then overlays the volume filter bit-

map to identify only changed data in the rep-
lica. This changed data is moved over to the 
DPM server, which is used to create a recov-
ery point. The VSS replica on the protected 
server is then deleted and the volume filter is 
reset. Block-level change tracking then con-
tinues with little overhead and no need for a 
VSS replica or its associated resource use. 

This solution guarantees that recovery 
points will result in a restorable application 
image, and it reduces the amount of data 
moved between the protected server and the 
DPM server. 

With DPM 2007, a full backup does not 
move a full copy of the data from the pro-
tected server to the DPM server. Instead, it 
moves only the changed data. So a daily full 
backup on a 100GB Exchange Storage Group 
with a 10 percent change rate per day would 
be only 10GB. 

This reduction in the size of full backups 
translates into very efficient storage on the 
DPM server when a snapshot is created to 
capture a recovery point. Each snapshot con-
sists of the changed data that made up the 
last full backup, and it occurs automatically 
when a full backup is performed. When deal-
ing with applications, these snapshots also 
include any intervening incremental back-
ups that have occurred.

Incremental backups are essentially log 
backups in DPM, so every time you take a full 
backup of an application, the changed data is 
moved over to the DPM server and is bundled 
with any intervening log backups to create a 
single snapshot that contains multiple recov-
ery points. In the case of the 100GB Exchange 
Storage Group with a 10 percent daily change 
rate described earlier, if we assume a daily full 
backup and 15-minute increments, a snapshot 
would include 10GB of changed data and ap-
proximately 5-10GB of application logs. But 
it’s important to realise this 15 to 20GB snap-
shot would contain up to 97 recovery points!

Full backups must occur at least once per 
week, and the total number of snapshots is 
limited to 512 for application servers and 64 
for file servers. So, performing weekly full 
backups and incremental backups every 15 
minutes would result in 673 recovery points 
per snapshot and more than 340,000 recovery 
points if all 512 snapshots were used. While 
it’s unlikely anyone would ever have a need 

DPM does a very good job 
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for so many recovery points on disk, it does 
demonstrate the flexibility and scalability 
of DPM with regard to job scheduling and 
point-in-time recovery. 

Including log backups with full backups 
allows DPM to efficiently store a very large 
number of recovery points in a very small 
amount of disk space. But there is some over-
head associated with this process, and the 
process is not technically compression or 
even single instance storage (SIS), though 
there are some data de-duplication compo-
nents to the process, namely the block-level 
change tracking. Whatever the label happens 
to be, DPM does a very good job of using a 
small amount of storage for each recovery 
point created. More importantly, because 
DPM does not use traditional compression, 
single instance storage, or de-duplication to 
perform this task, there is room for addition-
al efficiencies if a compression, SIS or de-du-
plication storage platform is used to provide 
storage to the DPM server. 

Zero data loss recovery and CDP
Perhaps one of the most exciting changes in 
DPM 2007 is its ability to perform lossless 
recoveries of Microsoft applications. This 
is made possible by the block-level change 
tracking and VSS architecture as well as deep 
integration with existing application logs on 
the protected server. 

Generally speaking, there are two  
approaches to data protection and recovery 
in the market today:

Replication-based solutions This is what 
most customers traditionally think of as Con-
tinuous Data Protection (CDP). Replication-
based data protection involves moving 
changes on the protected server over to the 
backup server as they occur. This is a disk-
based solution that purports to allow recov-
ery to any point in time with zero data loss. 

While this is a compelling claim, there are 
a few very real disadvantages associated with 
this approach. First and foremost, a replica-
tion solution has no concept of application 
state, nor does it have any awareness of the 
moving parts in an application. So it doesn’t 
flush buffers or account for data that may be 
in memory or in transit when the backup is 
occurring. This means that replication-based 
recovery points are often not application-
consistent. You can perform a recovery, but 
the application doesn’t actually come back in 
a usable state. This issue is so prevalent that 
some replication-based CDP vendors have 
notes in their documentation telling you to 
try another recovery point for an application 
if the current one doesn’t work. 

In addition to these application-consis-
tency issues, replication-based CDP solu-
tions are generally quite expensive, have 
significant network and processor overhead, 
and require fairly large amounts of storage, 
which may well be located on proprietary 
hardware. Replication-based data protec-
tion solutions are also not particularly well- 
suited to archiving or off-site tape backups, 
both of which many customers require. 

Figure 3 Recovery options 
in the Data Protection 
Manager Administrator 
Console
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Snapshot-based solutions This is a tradition-
al tape backup approach to data protection 
in which point-in-time snapshots are creat-
ed on external media that can then be used 
for point-in-time recoveries. The recovery 
point objective (RPO) is determined by the 
frequency of the snapshots, so a daily back-
up results in 24 hours of data loss. The ad-
vantage of snapshots is that they are cheap, 
easy to manage, have a more limited impact 
on the network and are well-suited to disk 
or tape archiving. They also tend to result in 
application-consistent images because you 
have time to prepare the application prior 
to the snapshot being taken, so you have less 
risk that any moving parts of the application 
will be missed when the backup occurs. 

One recent trend in snapshotting is near-
CDP solutions. These are snapshot solutions 
in which the frequency of snapshots is in-
creased so that the RPO becomes very low. 
Some products now measure their RPO in 
minutes and take such frequent snapshots 
that they have dropped the near-CDP mon-
iker entirely and now call themselves CDP 
products. They still lose some minutes worth 
of data in the case of a restore, however.

DPM 2006 was firmly in the near-CDP 
snapshotting camp, but DPM 2007 is unique 
in its approach to CDP. The new version of 
DPM takes snapshots up to every 15 minutes 
using VSS and its block-level change track-
ing technology to only move the changed 
data from the VSS snapshot on the protected 
server. Thus, individual point-in-time snap-
shots are very small, as they only consist of 
block-level changes. This is essentially a very 
advanced snapshotting approach. The new 
innovation in DPM is deep application inte-
gration for Exchange, SQL and SharePoint. 
It’s so deep that DPM is aware of the app 
logs and is able to roll forward those logs in 
the case of a recovery. As long as your app 
logs are available (they should be if you fol-
low best practices and have them on a sep-
arate drive), DPM will be able to roll them 
forward from the last point-in-time snapshot 
for a lossless recovery (see Figure 3). 

In many ways, this hybrid approach to 
CDP is the best of both worlds. It offers 
the application consistency and long-term  
archive support of a snapshotting solution 
with the zero data loss features of a replica-

tion product, while avoiding many of the dis-
advantages of either solution. 

Support for disk and tape backups
No discussion of the new features of DPM 
2007 would be complete without mention-
ing the addition of tape support to the prod-
uct. DPM 2006 only supported Disk-to-Disk 
(D2D) backups, with data being moved from 
disk on the protected server to disk on the 
DPM server. DPM 2007 includes support for 
both disk and tape media. Therefore, data can 
be moved from disk on the protected server 
to disk attached to the DPM server (D2D), to 
tape attached to the DPM server (D2T), or 
protected data can be staged to disk on the 
DPM server before being moved to tape for 
long-term retention (D2D2T). 

DPM 2007 supports a wide variety of tape 
libraries and autoloaders, as well as a wide va-
riety of different tape media types. 

Tape support in DPM includes many ad-
vanced features, such as software-based tape 
media encryption at no additional cost, as 
well as basic encryption key management 
and tape retention and location tracking. 

Wrap-up
I’ve detailed several of the new features and 
enhancements found in System Center Data 
Protection Manger 2007. These features 
are designed to deliver consistent, reliable 
and easily managed data protection for Mi-
crosoft platforms and applications, setting 
a new standard in Windows application and 
platform data protection. 

In addition to the features outlined in this 
article, there are many more enhancements 
in the product such as Windows-integrat-
ed End User Recovery, flexible bandwidth 
throttling, and an advanced command-line 
interface. I encourage you to download the 
Beta 2 version of Data Protection Manager 
2007 to see these and other features at work. 
For more information and an overview of 
all the products in the System Center fami-
ly, please visit www.microsoft.com/systemcenter. 
From there you can navigate to any solution 
in the system center family, including Data 
Protection Manager. 

For more information: visit the DPM 
TechCentre at http://technet.microsoft.com/en-
gb/dpm/default.aspx. ■

Calvin Keaton is cur-
rently the product planner 
for DPM. Formerly he man-
aged the Microsoft IT Data 
Protection service. Calvin 
had six years of industry 
experience in data centre 
operations and hardware 
prior to coming to Microsoft, 
including managing Data 
Centre Site Operations 
teams for Compaq and, later, 
HP Services.
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Networking

You’ve probably seen 
it happen many times 
– your machine can’t 
communicate with 
other machines and you 
don’t know why. Your 
management system 
sits on one segment 
of a routed network 
connected to other 
network segments by 
means of a router such 
as Microsoft Internet

Christopher Stoneff

Security and Acceleration (ISA) Server or an-
other hardware device. When you attempt to 
manage 10, 20 or even 100 systems, you don’t 
encounter any problems. But when you at-
tempt to manage 500 systems, your comput-
er is unable to communicate on the network 
except with the machines with which it al-
ready has open connections. You cannot 
communicate with any other systems, you 
cannot get onto the Internet, yet no one else 
on the network, including on your segment, 
is experiencing this phenomenon. Where 
would you look first? 

Diagnosing the problem
The most common assumption in this situ-
ation is that the management software is 
faulty. Many proactive management tools 
connect to and manage your systems, but 
sometimes these tools themselves can cause 
the problem you’re trying to track down. 
That’s because a proactive management tool 
can spawn thousands of connections to your 
devices in the name of better management. 
Windows will keep these connections open 

At a glance:
The usual causes of 
network problems
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When troubleshooting 
tools won’t help
Why you need to 
configure connection 
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for two minutes by default even when the 
connections are idle, unless the tool, applica-
tion or service keep them alive longer. This 
means that even though your management 
system has not spoken to any machines in 
two minutes, you may still have more than 

1,000 connections open. (You can view open 
connections by running NETSTAT in a com-
mand prompt. The NETSTAT command will 
show you all open, pending and closing con-
nections to and from your system and give 
you their status. Descriptions of the status 
messages can be found within RFC 793 at 
www.tools.ietf.org/html/rfc793.

To rule out malfunctioning management 
software, you can create a batch file that  
establishes connections to the remote sys-
tems. If the same problem occurs while 
running the batch file, you’ll know the man-
agement software and its threads were not 

to blame. Here’s an example of the required 
batch file’s contents:

Net use \\system01\ipc$
Net use \\system02\ipc$
Net use ...

If the management program in question 
happened to implement its own network-
ing and authentication stack, it might have 
been the culprit, but in agentless solutions 
like most of these management packages, the 
tool uses the operating system’s network-
ing and authentication stacks to perform 
network operations. Using a batch file that 
launches just as many network connections 
without causing the failure will show that 
the issue is not a result of the program’s use 
of the operating system’s networking and 
authentication stacks, as the batch file uses 
them as well.

Logs and error messages that don’t help
You may have noticed that as the connec-
tions began to fail, you received erroneous 
failure information: error 53 – network path 
not found, error 64 – the network name was 
deleted, and error 1203 – no network pro-
vider accepted the given network path. All 
of these might normally indicate name reso-
lution issues, except that all other machines 
are not having any problems resolving names 
and connecting to the same systems. To veri-
fy that your machine settings are not at fault, 
simply run ipconfig to confirm that your set-
tings are correct.

Next, as the phenomenon seems to be lo-
calised to your management system, you 
should look at the event logs. A search of 
the application logs bears no fruit, yet in the 
system log you find a warning event 4226 
from event source TCP/IP stating that the 
maximum number of connections had been 
reached (see Figure 1). 

Conducting a thorough search of the 
Microsoft® Knowledge Base for connection 
limits will reveal the fact that there are con-
nection limitations imposed on incomplete 
connections, but there are no limits placed 
upon completed connections. You have the 
ability to adjust the following registry entries 
under HKLM\System\CurrentControlSet\
Services\TCPIP to control the aforemen-
tioned factors: TcpNumConnections is used 
to set the maximum number of connections 

Figure 1 TCP 
connection limit has 
been reached

A proactive management  
tool can spawn thousands  
of connections to your 
devices in the name of  
better management
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that TCP can have open at the same time 
(the default is 10). TCPTimedWaitDelay sets 
the time a connection stays in the TIME_
WAIT state when it is closing. The default 
half-life is 120 seconds, which means a con-
nection is essentially in use for 4 minutes. 
Finally, MaxFreeTcbs also plays a role in the 
maximum number of connections. If all TCP 
control blocks are in use, TCP should re-
lease connections listed as being in a TIME_
WAIT state to create more connections even 
though the TCPTimedWaitDelay has not yet 

expired. TCPTimedWaitDelay has a value 
range of 30-300 seconds (0x1E – 0x12C).

Depending on your scenario, you may see 
a slight improvement in overall performance 
by making these registry changes. Another 
step you can try is to patch the TCPIP.sys file 
to remove these limits, but this only provides 
improvements in P2P applications. 

Network captures
After other unsuccessful attempts to solve 
the connection issues, a network capture 

Figure 2 Successful communication in Netmon

Figure 3 Attempts to connect to the system over port 445 yield no response 
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from the machines involved seems promis-
ing. When I ran Microsoft Network Monitor 
(Netmon), it produced captures that dis-
played the exact results that I was seeing in 
the management tools and the test scripts: 
everything works and then it doesn’t, with-
out any further indication of error. 

Figure 2 shows the result of running 
Netmon, which indicated successful com-
munication between the first n systems. Note 
that I’m obtaining acknowledgments of RPC 
requests. This is what you want to see – suc-
cessful two-way communication.

Now you need to look at the captures from 
the management system and the remote 
machines that appear to exhibit the error 
53/1203. As you might expect, there is noth-
ing to see, as the machines are not communi-
cating. In the network capture in Figure 3, 
the management system has resolved the IP 
address and attempts to connect to the sys-
tem over port 445 (the Microsoft SMB port) 
but never receives a response.

The error you receive when you have 
more threads than your machine can cur-
rently connect to is not always consistent. In 
some cases, you may see from the source sys-
tem an error 53, indicating that you received 
name resolution but that the IP address sim-
ply could not be found. This is indicative of 
DNS providing an address to which you can-
not connect. You may receive an error 1203, 
indicating that no machine responded to the 
name or IP address that you requested. Error 
1203, in this case, indicates that DNS is un-
available to you. You’ll see that’s the case if 
you run nslookup.

At this point you’re bound to be frustrated, 
but there are more options to consider. Most 

people will not even think to look at the con-
necting infrastructure because of the way in 
which this problem presents itself: your ma-
chine is the only one that cannot connect to 
the rest of the network and the event logs 
show your machine has reached the maxi-
mum number of allowed connections, so the 
problem would not seem to be architectural 
in nature.

While the thousands of connections your 
management solution spawns will not initi-
ate at the same time, transmission keep-alives 
and connection timeouts can mean that you 
have more connections open at any one time 
than you might think. Therefore you must 
also examine those systems that connect the 
rest of your network.

Let me explain. As I mentioned earlier, 
as network traffic passes through your net-
work, it will pass through switches, routers 
and perhaps firewalls. At any one of these 
points, usually the router or firewall, you 
may encounter intrusion detection systems. 
Managed switches and routers may also em-
ploy traffic filtering. You, or whoever has 
control over these devices, will need to check 
the logs for errors or warnings. The commu-
nication problem may very well lie within 
these systems.

Because you are connecting from an in-
ternal system to other internal systems, you 
may find that there are no alerts being gen-
erated, because alerting is not configured 
on the device or because the problem does 
not qualify as an intrusion or denial of ser-
vice (DoS) attack. Once again, you should 
begin with the logs. Using ISA Server as 
an example, these logs can be found in the 
ISA Server Management console at Arrays\
<ArrayName>\Monitoring\Logging. 

If it is a policy that is blocking you, you 
may (in the case of ISA Server) look for the 
following result codes where the source IP is 
your management computer:

•	 0xc0040037	FWX_E_TCP_RATE_QUO
TA_EX	CEEDED_DROPPED

•	 0xc004000d	FWX_E_POLICY_RULES_
DENIED

•	 0xc0040017	FWX_E_TXP_SYN_PACKET_
DROPPED

If you find such results, you have identified 
the root of your connectivity problems.

The error you receive 
when you have more 
threads than your 
machine can currently 
connect to is not 
always consistent



nections per IP address. You should set this 
so that your management machine will be 
able to create all the connections it needs to 
manage your systems without being denied 
access. Click the Edit button next to the set-
ting and change the values. 

The  next prompt (see Figure 5) has a Limit 
box that represents the default limit, applica-
ble to all clients. The Custom limit applies to 
all machines, networks and so forth that are 
defined on the IP Exceptions tab of the flood 
mitigation dialog. If you want every machine 
to be permitted to create more connections, 
then change the value of Limit. To config-
ure the exception for your management ma-
chine only, adjust the Custom limit and add 

Implementing the solution 
Now that you’ve identified the problem, 
the solution can be simple, but department 
politics may make it difficult to implement. 
Before you make any changes, make sure you 
have the proper permissions to do so, as creat-
ing exclusions in the security configurations 
on your firewalls, routers and/or intrusion 
detection systems is not always allowed. 

Again, using ISA Server as the example, 
the following steps show how to increase 
the maximum number of connections for a 
given host or for all machines in the network 
(as shown in Figure 4). Open ISA Server 
Management console and navigate to Arrays\
<ArrayName>\Con figuration\General\Con-
figure Flood Mit igation Settings. 

The two settings of interest are the max-
imum concurrent TCP connections per IP 
address and maximum TCP connect requests 
per minute per IP address. The maximum 
concurrent TCP connections per IP address 
is typically set to a value that would suf-
fice where no active management is occur-
ring, meaning no single computer is actively 
connecting to thousands of other machines 
quickly. In ISA Server, the default limit for 
maximum concurrent TCP connections is 
160. The maximum TCP connect requests 
per minute per IP address is designed to limit 
the damage and visibility of network scans. 
The default limit is 600 connections requests 
per minute per IP.

As stated previously, Windows will keep a 
connection alive for a default period of two 
minutes provided nothing else is attempting 
to keep the connection alive, even if the con-
nection is not in use. This means that even 
though you have already successfully man-
aged a computer and no longer need to com-
municate with it, the connection will remain 
active. This open connection counts toward 
your total allotted connections. Repeat this 
process more than 160 times without re-
moving connections and you will find that 
all connection attempts are being denied by 
your router. Even if your management pro-
gram actively kills a session, Windows may 
well leave the connection in a time_wait 
state waiting for the target machine to agree 
to disconnect the session.

Start making adjustments to the most like-
ly culprit: maximum concurrent TCP con-

Figure 5 Default 
connection limit and 
custom connection limit

Figure 4 Increase the 
maximum number of 
connections for one host 
or all machines using ISA 
Server
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your machine to the IP Exceptions tab. It is 
generally better to allow the exception for 
just your own machine.

If you wish to use the custom limit to 
modify this value for only specific systems, 
then change the value in the Custom limit 
field and click OK. Then add your machine 
to the IP Exceptions tab on the flood miti-
gation dialog. To add your single computer 
to the exceptions list, on the IP Exceptions 
click Add to bring up the Computer Sets dia-
log. Click New to create a new network set 
to contain your system(s) if a network set 
containing these machines does not already 
exist. Select this network set and click Add 
to add the Internal Networks network set 
and click Close. Select the Internal Networks 
network set again and click Edit. This will 

open the properties for Internal Networks 
(see Figure 6). Click Add on this dialog to dis-
play a submenu where you can choose to add 
a computer, address range or subnet; choose 
computer. Type in a name to identify the en-
try, the machine’s IP address and a descrip-
tion so that anyone looking at this entry later 
will not feel compelled to remove your sys-
tem (see Figure 7). Click OK to add your sys-
tem, and click it again to add the exception. 
Now that you have made these changes, you 
must apply the settings. 

Try your proactive management tool again 
and you should find that the performance 
is much better and the connection does not 
fail – at least not as a result of network traf-
fic. In the end, it turned out that the prob-
lem was not the number of connections the 
software initiated, it was the lack of proper 
planning for those connections that caused 
the disruption.

Lessons learned
One of the biggest headaches in IT is  
experiencing and then resolving the real-
ly elusive problems. They’re the problems 
the end user didn’t create, the server team 
didn’t cause, the help desk is unaware of and,  
unfortunately, fixing them may be your  
responsibility. There are a slew of tools avail-
able to help you troubleshoot, isolate and  
resolve problems, but sometimes the tools 
are not enough. Sometimes they’re wrong. 
And sometimes you just need to be smarter 
than the tools. 

Next time you find yourself unable to es-
tablish connections among a number of ma-
chines on your network with no obvious 
explanation, try the steps that I described 
here. There’s a good chance that by following 
the steps, taking a close look at your manage-
ment software and setting allowable con-
nections properly, you’ll solve the problem 
successfully. ■

Christopher Stoneff is a product 
manager at Lieberman Software (liebsoft.com), 
a security and systems management software 
developer. Chris holds more technical certifica-
tions than any sane person should. His biggest 
drive is not just to know how something works a 
certain way, but why.

Figure 6 Internal 
networks properties 
settings

Figure 7 Enter 
computer name, 
IP address and 
description to ensure 
your system is not 
removed
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At a glance:
Balancing network access 
and security
A policy-driven approach 
to network access
New security technologies 
in Windows Server 2008

Windows Server 2008

Policy-driven network 
access with Windows 
Server 2008

Much has been written about the disappearance 
of traditional network perimeters brought about 
by an increasingly mobile workforce and the 
growing diversity of users and devices requiring

Ian Hameroff and Amith Krishnan

access to an organisation’s IT resources. To 
boost productivity, users and line-of-busi-
ness owners alike are driving demand for a 
connected experience that is both fluid and 
free from tedious procedures. Adding to this 
already complex situation are increasing 
regulatory compliance burdens, the evolv-
ing threat landscape and the risks associated 
with the decentralisation of data. 

This tends to leave Windows administra-
tors smack-bang in the middle of a challeng-
ing security balancing act: how to enable 
easy access to resources while still meeting 

ever-increasing information and network se-
curity requirements. 

Though there may not be a single solu-
tion to all these challenges, as Windows ad-
ministrators you do have a number of tools 
at your disposal that can help augment the 
security controls – like edge firewalls – you 
already have in place. A great way to help 
strike the appropriate balance between ac-
cess and security is to shift from tradition-
al connectivity models to one that seeks to 
define network access in a more logical and 
policy-centric fashion.

This article is based on 
a prerelease version of 
Windows Server 2008. All 
information herein is subject 
to change.
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A policy-driven network access approach
Policy-driven network access aims to remove 
the existing limitations encountered when 
trying to base trust primarily on network 
topology edges. For instance, can you really 
determine that a device is trusted and autho-
rised to connect to the servers that run your 
Customer Relationship Management (CRM) 
application, just because it is plugged into 
one of your Ethernet switch ports behind 
the corporate firewall?

Instead, the new model drives access de-
cisions by authenticating both the security 
posture of the device and the identity of the 
user requesting the access, no matter where 
he is connecting from. Once authenticated, 
this same framework can then be used to au-
thorise what information and resources may 
be accessed.

Making the shift from a defensive posture 
to one that is more access-focused involves 
a number of key ingredients, including hav-
ing in place mechanisms that can validate 
the identity and policy-compliance of the 
connecting hosts, issue a trusted user iden-
tity and dynamically control network access 
based on these attributes. To simplify the 
management of these various moving parts, 
a centralised policy store is also an important 
component.

Adopting a policy-driven approach can 
help you weave together a number of poten-
tially disparate network access and host se-
curity controls into a more comprehensive 
solution. This in turn enables you to set net-
work access ground rules at a logical layer 
above the connectivity fabric, thus evolving 
traditional defence-in-depth best practices.

For example, when a user connects his lap-
top to the organisation’s wireless network, 
the device can be checked for compliance 
with the latest security configuration re-
quirements. Once it’s determined that the 
laptop has all the current antivirus updates 
and critical security patches, and has all of 
its endpoint security controls enabled – like 
a host firewall – access to the corporate net-
work can be granted. Then, when the user at-
tempts to access a business application, the 
combination of the laptop’s health state and 
the user’s network identity can be used to 
determine if he is authorised to connect to 
the resources that host the application. By 

operating at this logical layer on top of the 
physical network infrastructure, the policies 
can be continually enforced, even if the user 
moves from wireless to a wired or even a re-
mote-access connection. 

When implemented, policy-driven net-
work access can deliver a more seamless 
connected experience for users, without sac-
rificing security in the process. For adminis-
trators, up-levelling network access controls 
from switch ports or remote access gateway 
configurations can provide a simpler man-
agement experience. In both cases, the end 
result is increased productivity and an over-
all improvement of the health of the organ-
isation’s network, even when the networks 
may play host to parties with differing access 
rights, such as guests (invited or otherwise), 
vendors, partners and employees. 

As with any security project, the first step 
in implementing policy-driven network ac-
cess means developing a set of holistic op-
erational policies. This normally includes 
guidelines for:

•	 Device	security	compliance	–	what	does	it	
mean for a device to be healthy?

•	 Logical	 network	 zoning	 –	 how	 will	 you	
segment unhealthy devices from autho-
rised ones?

•	 Information	 risk	 management	 –	 how	 is	
sensitive data classified and protected 
from compromise?

Luckily,	 a	 variety	 of	 policy-development	
resources are available at the Microsoft 
Tech Net Security Center (www.microsoft.com/
technet/security). 

Once you’ve developed the access policies, 
you will need to select technologies that can 
both easily distribute and effectively enforce 
them. For this, you need to look no further 
than Windows Server 2008. That’s because 
Windows Server 2008 is not only the most 
secure Windows Server to date; it also offers 
administrators a hardened security platform 
that can form the cornerstone of a policy-
driven network access solution. Among its 
long list of new and enhanced features, Win-
dows Server 2008 delivers many of the in-
gredients necessary to implement secure, 
policy-based access to your network, helping 
to ensure that sensitive information is safe-
guarded from compromise.

Windows 
Server 2008 
delivers 
many of the 
ingredients 
necessary to 
implement 
secure, 
policy-based 
access to your 
network
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Next-generation networking
At the core of the network security advance-
ments in Windows Server 2008 is the Next-
Generation TCP/IP Stack, a major update 
to the platform’s networking functionality 
and related services. Besides delivering im-
proved network performance and increased 
scalability, Windows Server 2008 boosts se-
curity through a series of integrated network 
features that provides a solid foundation on 
which a policy-driven network access solu-
tion can be built. 

Internet Protocol security (IPsec) is one 
such feature that was significantly upgrad-
ed in Windows Server 2008 so it could play 
a key role in a policy-driven network access 
approach. Now, this isn’t about using IPsec as 
a tunnelling and encryption protocol but in-
stead leveraging its host-to-host network au-
thentication capabilities. In addition, since 
IPsec	works	at	Layer	3,	 it	can	be	utilised	to	
enforce network access policies across a vari-
ety of network types.

To help make implementing IPsec-based 
network-access controls easier, Windows Ser-
ver 2008 introduces a long list of improve-
ments and new features aimed at simplifying 
policy creation, enforcement and mainte-
nance. For example, the number and types 
of available IPsec authentication methods 
have been increased. This was accomplished 

through the introduction of Authenticat-
ed IP (AuthIP), an extension to the Internet 
Key Exchange (IKE) protocol. AuthIP gives 
you the ability to author connection securi-
ty rules (another name for IPsec policies in 
Windows Server 2008) that require commu-
nicating peers to successfully authenticate 
each other with not only machine creden-
tials but optionally with user or health cre-
dentials. This added flexibility enables the 
design of very sophisticated logical networks 
without the need for upgrading your switch-
ing and routing infrastructure.

Windows Firewall with Advanced Security
The new Windows Firewall with Advanced 
Security builds on top of the IPsec features 
just described. By combining IPsec connec-
tion security rules with firewall filters into 
a single policy, the new Windows Firewall 
adds another policy-driven network access 
dimension: more intelligent authenticating 
firewall actions.

As shown in Figure 1, you now have three 
options to choose from when defining the 
specific action an inbound or outbound fire-
wall filter should take: allow, block, or allow 
only if secure. When ‘Allow the connec-
tion if it is secure’ is selected as the action, 
the Windows Firewall leverages the host-to-
host network authentication capabilities of 
IPsec to determine whether a host or a user 
requesting to connect should be approved 
based on the policy you’ve defined. The fire-
wall rule lets you stipulate which users, com-
puters and groups have the right to make the 
connection. It’s worth noting that this adds 
an additional layer of protection, supple-
menting existing operating system- and ap-
plication-level access controls. 

By now, you should begin to see how it’s 
possible to weave together these different 
network security controls through a cen-
tralised policy for a more effective and scal-
able means to manage network access.

Returning to the CRM example: the ad-
ministrator could create an inbound rule for 
the servers running the company’s CRM ap-
plication (either via the program’s executable 
or service ports) with the ‘Allow the connec-
tion if it is secure’ option checked. Within 
the same firewall policy, the administrator 
can specify that only members of the ‘CRM Figure 1 Defining authenticating firewall rules
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Application Users’ group can connect to this 
network application, as shown in Figure 2. 
If you take this same concept and scale to all 
network communications among all the man-
aged computers on your network, you’ve now 
added	a	Server	and	Domain	Isolation	layer	to	
your policy-driven network access strategy.

Server and Domain Isolation
With most organisations experiencing an  
increasing number of guests and other un-
managed devices connecting to their net-
works, having the means to separate and 
protect your trusted hosts has become ever 
more critical. The good news is there are 
many ways to isolate trusted and managed 
computers from the others on the network. 
However, you should know that many of 
these options are costly (running separate 
physical cabling systems, for example) and 
difficult to maintain (such as switched-based 
VLANs)	as	networks	grow.
Server	and	Domain	Isolation	can	provide	a	

more cost-effective and manageable means to 
segment your environment into logically iso-
lated and secure networks. As Figure 3 shows, 
you essentially use the same connection secu-
rity rules (that is, the IPsec policies) mentioned 
earlier, but map them to all of your managed 
computers	via	Active	Di	rectory	Group	Poli-
cy. This results in a network access policy that 
requires all peers to successfully authenticate 
with each other before any communications 
begin.	Since	this	 isolation	occurs	at	Layer	3,	
the enforcement of these access controls 
spans hubs, switches and routers across phys-
ical and geographical boundaries. 

To create an isolated network, the various 
computers on the network should be sepa-
rated according to the type of access desired. 
Policies can be defined such that computers 
on an isolated network are able to initiate 
communications with all of the computers 
on the network, including those not locat-
ed on the isolated network. Conversely, com-
puters that are not on the isolated network 
cannot initiate communications with com-
puters that are on the isolated network. In 
fact, computers on the isolated network will 
ignore all requests for communication from 
computers outside the isolated network. 
An	Active	Directory	domain	and	domain	

membership are used to enforce the network 

policy.	 Domain	 member	 computers	 accept	
only authenticated and secured communica-
tions from other domain member comput-
ers. Optionally, it can also be mandated that 
all communication within the isolated do-
main be encrypted.
Server	and	Domain	Isolation	provides	sig-

nificant cost benefits since no major changes 
to the existing network infrastructure or ap-
plications have to be made. This solution cre-
ates a policy-enabled veil of protection that 
not only helps defend against costly network 
attacks and unauthorised access to trusted 

Figure 2 Admins can specify who can connect based on this policy

Figure 3 Defining authentication requirements to match  
your network access needs
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network resources but also does not require 
ongoing maintenance based on changes in 
network topology. 

Network Access Protection
As	described	previously,	the	Server	and	Do-
main Isolation solution ensures logical  
separation of the various computers and 
servers on the network. While this solution 
helps prevent unauthorised access to the 
network, there is no guarantee that an au-
thorised computer will not be the cause of a 
security threat.

Network Access Protection (NAP) is a 
built-in platform in Windows Server 2008 
that helps ensure that computers connecting 
to a network or communicating on a net-
work meet requirements for system health 
(that is, security and policy compliance) as 
you have defined it. 

Even authorised users are often responsi-
ble for propagating viruses and spyware on 
the network. For example, when a user goes 
on holiday, his computer could fall out of 
compliance with the security requirements 
set by the administrator. This could have po-
tentially serious repercussions if a mandated 
patch or signature released during the ab-
sence doesn’t make it to the computer.

It is well beyond an administrator’s avail-
able bandwidth to keep track of every user 
who connects to the network. What is need-

ed is an automated tool that can verify the 
health compliance of every computer con-
necting to the network, remediating any that 
are found to be non-compliant, all based on a 
central policy. NAP does just that, adding yet 
another layer to your policy-driven network 
access solution.

The NAP agent – either built into the OS 
of the client computer (such as in Windows 
Vista) or separately installable (for older ver-
sions of Windows as well as non-Windows 
operating systems) – reports any compliance 
issues to the Network Policy Server (NPS), 
which is the policy engine built into Win-
dows Server 2008. It is in the NPS where you 
define the compliance policies that every de-
vice must adhere to. 

While it is necessary to restrict devices that 
fail compliance checks, it’s important to en-
sure they have the option to quarantine and 
remediate. NAP provides the option either 
to automatically remediate the device in cas-
es where the firewall or antivirus solution is 
turned on or to manually remediate the device 
by	forcing	it	into	a	quarantine	zone.	Here,	the	
device has access to a remediation server with 
the latest patches, updates and signatures. 
Once the user manually updates the device, 
it is granted access to the network, subject to 
passing the compliance verification.

With ubiquity, network access has become 
much simpler. However, this has created an 

Figure 4 Network Access 
Protection using IPsec 
enforcement
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added burden of ensuring that devices are 
healthy and compliant irrespective of the 
access mechanism. Computers can access 
the network via a regular 802.1X-compliant 
switch or wireless access point, or they may 
connect remotely from home using a VPN- or 
Terminal Services-based remote access con-
nection. NAP not only ensures compliance 
for computers that connect via these differ-
ent mechanisms but also provide enforce-
ment	 at	 the	 DHCP	 server,	 802.1X	 switch,	
VPN gateway, Terminal Service gateway or 
802.1X-compliant wireless access point.

In Figure 4, the network has already been 
isolated using the server and domain isola-
tion solution. Using NAP with such an iso-
lated network provides additional benefits 
to ensure health compliance for computers 
connecting to the network. The client, on 
startup, sends its statement of health (SoH) 
to the Health Registration Authority (HRA), 
which is a certificate server. The HRA pass-
es the SoH to the NPS for policy validation. 
If the SoH is valid, the HRA issues the NAP 
client a health certificate and the client can 
now initiate IPsec-based secure communica-
tion with secure resources. If the SoH is not 
valid, the HRA tells the NAP client how to 
correct its health state and does not issue a 
health certificate. The NAP client cannot ini-
tiate communication with other computers 
that require a health certificate for IPsec au-
thentication. However, the NAP client can 
communicate with the remediation server to 
bring itself back into compliance. 

Bringing it all together
While we have just skimmed the surface of 
these new features and functionality in Win-
dows Server 2008, it’s important to recognise 
how each component has built upon the 
previous. What transforms this from the tra-
ditional defence-in-depth approach is the un-
derlying policy framework Windows Server 
2008	offers	through,	for	example,	Active	Di-
rectory Group Policy.

Thanks to this integrated experience, you 
will have a strong working foundation to 
define and deploy a policy-driven network-
access solution without having to undo ex-
isting investments. By raising the access 
decision up to a more logical, policy-centric 
layer, you have the opportunity to tip the 

‘Easy Access’ versus ‘Increased Security’ bal-
ancing act in your favour.

Microsoft has published a good deal of 
guidance that drills down into the technol-
ogy areas mentioned in this article. We rec-
ommend first reviewing these articles and 
step-by-step guides to gain operational expe-
rience with the various features. (The links in 
‘Networking resources’ above can help you 
get started.) Then, consider rolling out each 
stage in a way that it provides a strong foun-
dation for the next stage. 

For example, create a set of those authen-
ticating firewall rules for your mission-criti-
cal applications, as outlined in the Windows 
Firewall with Advanced Security section. 
Once you’re comfortable with this, you can 
expand the connection security rules to iso-
late your network domain, and then layer 
NAP on top of that. The benefits of imple-
menting a policy-driven network access 
strategy can be quite significant, including 
helping you keep pace with the ever-chang-
ing world we call our corporate networks.

For more information, visit the Windows 
Server 2008 TechCentre at: http://technet.mi-
crosoft.com/en-gb/windowsserver/2008/default.
aspx  ■
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SQL Q & A

Configuring memory
Q I’m trying to figure out the best 
memory configuration for my SQL 
Server boxes. The admin who preceded 
me set Boot.ini for each machine with 
12GB of RAM on a SQL Server 2000 
two-node cluster as follows: Yes /PAE 
NO /3GB (No AWE set for SQL Server). 
With 12GB of RAM available, should 
I remove the /3GB switch in Boot.
ini, turn on AWE and give SQL Server 
about 10GB of the 12GB? Nothing else 
is on the machines running SQL Server, 
so no other apps need memory. 

A Yes, you should turn on address 
windowing extensions (AWE) and pre
allocate an upper limit of RAM for 
SQL Server – 10GB sounds good on a 
12GB dedicated SQL Server box. (Note 
that preallocating is only valid for SQL 
Server 2000. Starting with SQL Server 
2005, using AWE is no longer static and 
can be changed on the fly.) There has al
ways been a big debate as to whether to 
use both the /3GB and /PAE switches or 
just the required /PAE. Though you only 
truly need /PAE set and AWE enabled, I 
suggest you use both switches; however, 
there are some factors to consider.

Using the /3GB switch boils down to 
whether it’s needed in your particular 
situation. Are you running out of Mem
ToLeave areas of memory that must be  
in the first 2 or 3GB of virtual address 
space? If you do enable the switch, are 

you starving the operating system of 
memory? (See www.support.microsoft.
com/kb/316739 for more information.) 
If you’re working on a cluster, you 
could set /3GB on one node and not 
on the other. That way, if you’re testing 
with /3GB and having problems, you 
can fail the instance over to the other 
node pretty quickly. Keep in mind that 
if you have more than 16GB RAM, the 
/3GB switch is not supported.

By using /3GB, you are increasing 
the virtual address space (VAS) by 50 
percent, so applications that put mem
ory pressure on VAS and not just the 
data cache benefit greatly. Fortunately, 
the 64bit servers, both IA64 and x64, 
eliminate this misunderstood factor. 
Concerns regarding starving the OS are 
not applicable if the machine is dedi
cated to SQL Server. Leaving 2GB for 
the OS is a bit of overkill as well; if this 
server is dedicated to SQL Server with 
only the standard minimal OS services 
running, you’ll find there will be about 
1.3GB of free memory on the server, 
so you might as well let SQL Server 
use that extra 1GB. Start at 10GB, use 
PerfMon to monitor available memo
ry over a long period to see how much 
sits idle, and then adjust accordingly. 
Remember that you will incur swap
ping if you overcommit on SQL Server 
2000, as AWE is not as dynamic as it is 
with SQL Server 2005. The key to decid
ing whether to use the /3GB switch is 
testing it in your specific environment.

Memory configuration, 
performance profiling, setting 
your fill factor, and more
Edited by Nancy Michell

Thanks to the following 
Microsoft experts for  
answering this month’s 
questions: Jacky Chiou, Michael 
Epprecht, Saleem Hakani, Rajnish 
Kaushik, André Prinsloo, Buck Woody, 
Cheng Xie and Jacob Yang.
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Instance names for 
replication
Q Can I use my server’s IP address 
now in SQL Server 2005 Replication to 
indicate which instance to replicate? In 
SQL Server 2000, according to ‘How to 
Replicate between Computers Running 
SQL Server in Non-Trusted Domains 
or across the Internet’ (www.support. 
microsoft.com/kb/321822), doing so 
will cause errors, but I don’t know if 
this is still true.

A When specifying server instanc
es to participate in replication, you 
must supply the SQL Server regis
tered instance name. For example, 
you must use the SQL Server instance 
name when specifying Publisher or 
Subscriber parameters to replication 

SQL Server Integration 
Services
Q I am installing an active/active 
cluster for SQL Server 2005 (64-bit 
Enterprise Edition with two servers) 
and I’ll have a total of four instanc-
es of SQL Server 2005. SQL Server 
Integration Services (SSIS) will be re-
quired for all the instances. What can 
you tell me about clustering SSIS and 
the effect on maintenance plans?

A While you can cluster the SSIS 
service, it is not necessary to do so and 
you could run into a variety of prob
lems, including a lack of support for 
delegation (see http://msdn2.microsoft.
com/aa337083) and that it’s not multi
instanced – you can only have one in
stance running on a node at a time. 

Did you know you can now corre-
late PerfMon with SQL Server 2005 
Profiler? 

Perhaps you’ve noticed CPU usage 
spikes, excessive memory consump-
tion, or overall slow performance in 
Performance Monitor on your SQL 
Server machine and wondered what 
caused these performance anomalies. 
Before SQL Server 2005, you would 
have to use Profiler to capture a trace, 
then look at sysprocesses in Enterprise 
Manager, and finally, capture your 
Performance Monitor logs – which, 
of course, required you to fire up 
PerfMon. And after all this work us-
ing all these tools, you’d still need to 
manually reconcile events between the 
tools to figure out why performance 
was suffering. And that would mean 
slogging one-by-one through each of 
the logs. It wasn’t fun, but you had to 
do it if you wanted to get to the bot-
tom of your performance problems.

With SQL Server 2005, you still need 

Tip: Easier profiling

to capture a trace and examine your 
PerfMon logs, but Profiler now lets you 
attach them. You can scroll through 
your T-SQL statements and Profiler 
will automatically show you, graphi-
cally, what happened. If you click in the 
Performance Monitor user interface in 
Profiler, you will jump to the statement 
that correlates to that timestamp. This 
saves lots of time in troubleshooting 
your SQL Server environment.

Let’s see how to attach PerfMon 
logs to Profiler:

1. Start Performance Monitor and 
begin capturing information from 
the database server. 

2. Create a new counter log under 
Performance Logs and Alerts and 
enter a name for your new log.

3. Add new counters, such as % 
Processor Time. You’ll also want 
to set your logging to start either 
manually or on a scheduled basis 
using the Schedule tab.

4. Click OK and, if you elected the 
manual option, be sure that you start 
logging.

5. Set up a trace on your SQL Server 
through Profiler. You can do this 
by clicking New Trace on the File 
menu. Make sure to include the 
StartTime and EndTime in your 
trace, then name the trace and set 
it to save to a file. Finally, you must 
blast your server to simulate some 
transaction activity, then stop cap-
turing both Performance Monitor 
and Profiler data.

6. In Profiler, select Import Perfor-
mance Data from the File menu. 
Next, choose the location where 
you stored your PerfMon log and 
select File | Open | Trace. Finally, 
select the location where you stored 
your Profiler trace. 
When you’re done, you’ll see how 

much easier it is to figure out what 
effect particular SQL statements have 
had on processing time.

stored procedures or to the replication 
agent connection settings on the com
mand line. If the network name for the 
SQL Server instance differs from the 
registered instance name, replication 
connections by agents will fail.

If the network name of the instance 
and the SQL Server instance name dif
fer, consider adding the SQL Server in
stance name as a valid network name. 
One way to set an alternative net
work name is to add it to the local 
hosts file. The local hosts file is located 
by default at WINDOWS\system32\
drivers\etc or WIN NT\system32\driv
ers\etc. For example, if the computer 
name is comp1,  the computer has an 
IP address of 10.193.17.129, and the in
stance name is inst1/instname, add the 
following entry to the hosts file:

10.193.17.129 inst1
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Say you have a glass completely filled with water, and you try to put more water 
in that glass. What happens? The water overflows.

It’s like that with SQL Server. Whenever a new row is added to a full index 
page, SQL Server moves about half the rows to a new page to make room 
for the new one. This is known as a page split. Page splits make room for new 
records, but they also take time and are very resource intensive. And they can 
cause fragmentation, which may adversely affect I/O operations. So how can 
you avoid them?

To prevent such situations, you must proactively determine the fill-factor 
value. When an index is created or rebuilt, the fill-factor value determines the 
percentage of space on each leaf-level page to be filled with data, reserving the 
remainder for future growth. For example, configuring a fill-factor value of 60 
means that 40 percent of each leaf-level page will be left empty to provide for 
index expansion as data is added to the underlying table.

The default fill-factor value is always 0, which is OK for the majority of 
situations. Basically, a fill factor of 0 means that the leaf level is filled almost to 
capacity, but some space is left for at least one additional index row. (Note that 
a fill factor of 0 and 100 are similar.)

You can set the fill-factor value for individual indexes during a CREATE 
INDEX or ALTER INDEX statement, or you can configure this value directly at 
the server level so that any new indexes created will use the default.

The following example sets the fill-factor value at the server level to 70 
percent, meaning you will have 30 percent free space for future expansion. Of 
course, you must carefully test this option before implementing it in a produc-
tion environment.

USE Master;
GO
SP_Configure ‘show advanced options’,1;
GO
SP_Configure ‘Fill Factor’, 70;
GO
--You must restart SQL Server Engine for changes to take effect.

What if you want to configure the fill factor at the individual index level? 
Assume you are building the following table and you would like to create a 
unique index on the column called Col_A with a fill-factor value of 70. The 
command would look like this:

--Create an Item table
USE Item_DB;
GO
CREATE TABLE ITEM (Col_A Varchar(100),Col_b Varchar(200));
GO;

--Create a unique index on colum Col_A of Item table with a Fill Factor value of 70
CREATE UNIQUE INDEX AK_Index ON Item (Col_A)
WITH (FillFactor = 70);
GO

How do you identify the fill factor for each index? You can query sys.Indexes 
to get the fill-factor value for all the indexes in a database, like so:

USE Item_DB;
GO
SELECT Fill_Factor FROM Sys.Indexes WHERE Object_id=object_id(‘item’) AND name IS NOT NULL;
GO

Tip: Check your fill factor
Previously, SSIS had to be installed 

– not running, just installed—for the 
Maintenance Plan Wizard to run. 
However, this is no longer the case in 
SQL Server 2005 SP1. If SSIS is not 
running, the maintenance plans can be 
executed by SQL Server Agent.  

Rather than clustering SSIS, you 
may consider keeping it running as 
a standalone service and editing the 
MsDtsSrvr.ini.xml to point to any and 
all running instances. This lets you 
manage your packages from any nodes 
and provide the high availability most 
customers are looking for without any 
of the problems associated with clus
tering the service.

For more information on failed 
maintenance plan creation, be sure to 
see the Knowl edge Base article at www.
support.microsoft.com/kb/909036.

Strange execution times
Q During my load test on my SQL 
Server 2005 SP1 box, SQL Server 
Profiler recorded many negative val-
ues of stored procedure (SP) execution 
time and in some cases the SP execu-
tion time, did not match the result of 
subtracting start time from end time.  

A There are a number of things that 
can affect the reporting of SP execu
tion time and other performance times 
in SQL Server Profiler. Remember, 
SQL Server 2005 uses milliseconds to 
count execution time, and if you are 
using any technologies that change 
the unit of measurement, you will get 
inconsistent reporting and execution 
times that don’t add up.

For example, if you’re using oth
er power schemes, CPU stepping or 
AMD Cool ’n Quiet technology, you 
are changing CPU frequencies, which 
then do not match what SQL Server 
Profiler is expecting when calculating 
execution time.

There’s a Knowledge Base article at 
www.support.microsoft.com/kb/931279 
that explains the symptoms, various 
causes and some remedies. ■
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DNS enhancements in 
Windows Server 2008
Joseph Davies

The Cable Guy

Microsoft has included a Domain Name 
System (DNS) Server service in versions of 
Windows Server since Windows NT 4.0. 
DNS is a hierarchical, distributed database 
that contains mappings of DNS domain 
names to various types of data, such as IP 
addresses. With Windows Server 2008, the 
DNS Server service includes new 

background zone loading, enhance-
ments to support IPv6, support for 
read-only domain controllers (RODCs), 
and the ability to host global single- 
label names.

Background zone loading
The DNS Server service in Windows 
Server 2008 makes data retrieval fast-
er by implementing background zone 
loading. In the past, enterprises with 
zones containing large numbers of re-
cords in Active Directory experienced 
delays of up to an hour or more when 
the DNS Server service in Windows 
Server 2003 tried to retrieve the DNS 
data from Active Directory on restart. 
During these delays, the DNS server 

was unavailable to service DNS client 
requests for any of its hosted zones.

To address this issue, the DNS Server 
service in Windows Server 2008 re-
trieves zone data from Active Directory 
in the background after it starts so that 
it can respond to requests for data 
from other zones. When the service 
starts, it creates one or more threads 
of execution to load the zones that 
are stored in Active Directory. Because 
there are separate threads for loading 
the Active Directory-based zones, the 
DNS Server service can respond to 
queries while zone loading is in prog-
ress. If a DNS client requests data in a 
zone that has already been loaded, the 
DNS server responds appropriately. If 
the request is for data in a zone that 
has not yet been entirely retrieved, the 
DNS server retrieves the specific data 
from Active Directory instead.

This ability to retrieve specific data 
from Active Directory during zone load-
ing provides an additional advantage 
over storing zone information in files 
– namely that the DNS Server service 
has the ability to respond to requests im-
mediately. When the zone is stored in 
files, the service must sequentially read 
through the file until the data is found.

Enhanced support for IPv6
IPv6, which has been covered in  
previous editions of this column, is a 
new suite of In ternet standard proto-
cols. IPv6 is designed to address many 
of the issues of the current version – 
IPv4 – such as address depletion, secu-
rity, autoconfiguration and the need 
for extensibility. 

One difference in IPv6 is that its ad-
dresses are 128 bits long, while IPv4 ad-
dresses are only 32 bits. IPv6 addresses 

This column is based on a prerelease 
version of Windows Server 2008. Details 
contained herein are subject to change.



are expressed in colon-hexadecimal no-
tation. Each hexadecimal digit is 4 bits 
of the IPv6 address. A fully expressed 
IPv6 address is 32 hexadecimal digits 
in 8 blocks, separated by colons. An ex-
ample of a fully expressed IPv6 address 
is FD91:2ADD:715A:2111:DD48:AB34:
D07C:3914. 

Forward name resolution for IPv6 
addresses uses the IPv6 Host DNS re-
cord, known as the AAAA record (pro-
nounced “quad-A”). For reverse name 
resolution, IPv6 uses the IP6.ARPA 
domain, and each hexadecimal digit 
in the 32-digit IPv6 address becomes 
a separate level in the reverse domain 
hierarchy in inverse order. For exam-
ple, the reverse lookup domain name 
for the address FD91:2ADD:715A:2111:
DD48:AB34:D07C:3914 is 4.1.9.3.C.7.0.

D.4.3.B.A.8.4.D.D.1.1.1.2.A.5.1.7.D.D.A.2.
1.9.D.F.IP6.ARPA.

The DNS Server service in Windows 
Server 2003 supports forward and re-
verse name resolution for IPv6; 

however, the support is not fully inte-
grated. For example, to create an IPv6 
address record (the AAAA record we 
just discussed) in the Windows Server 
2003 DNS Manager snap-in, you must 
right-click the zone, click Other New 
Re cords and then double-click IPv6 
Host (AAAA) as the resource record 
type. To add a AAAA record in the 
DNS Manager snap-in for Windows 
Ser ver 2008, right-click the zone name, 
and then click New Host (A or AAAA). 
In the New Host dialog box, you can 
type an IPv4 or IPv6 address. Figure 1 
shows an example.

Another example of better support 
for IPv6 is for reverse IPv6 zones. To 
create a reverse lookup zone in the 
DNS Manager snap-in for Windows 
Server 2003, you have to manually type 
the reverse zone name in the Reverse 
Zone Lookup Name page of the New 
Zone Wizard. An example of a DNS 
reverse zone name is 1.0.0.0.0.0.0.0.8.b.
d.0.1.0.0.2.ip6.arpa (for the IPv6 subnet 
prefix 2001:db8:0:1::/64, fully expressed 
as 2001:0db8:0000:0001::/64). 

IPv6 reverse zones in the DNS 
Manager snap-in for Windows Server 
2008 are now fully integrated into the 
New Zone wizard. There is a new page 
of the wizard that prompts you to  
select an IPv4 reverse lookup zone or 
an IPv6 reverse lookup zone. For an 
IPv6 reverse lookup zone, you just 
need to type the IPv6 subnet prefix 
and the wizard automatically creates 
the zone for you. Figure 2 shows an 
example.

Another enhancement for reverse 
zones is the way in which the DNS 
Man ager snap-in displays IPv6 pointer 
(PTR) records. Figure 3 shows how the 
DNS Manager snap-in for Windows 
Server 2003 displays a PTR record.

Although this display accurately re-
flects the structure of the DNS name-
space for IPv6 reverse domain names, 
it makes PTR record management for 
IPv6 addresses more difficult. Figure 
4 shows how the DNS Manager snap-
in for Windows Server 2008 displays a 
PTR record.

Figure 1 New Host dialog box

Figure 3 PTR record for IPv6 in Windows Server 2003

Figure 2 Naming an 
IPv6 reverse lookup 
zone
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The DNS Server service in Windows 
Server 2003 supports operation over 
IPv6, but it must be manually enabled 
with the dnscmd /config /EnableIPv6 1 
command. Windows Server 2008, con-
versely, supports operation over IPv6 
by default. The Dnscmd.exe com-
mand-line tool has been updated to ac-
cept IPv6 addresses in command-line 
options. Additionally, the DNS Server 
service can now send recursive queries 
to IPv6-only servers, and the server for-
warder list can contain both IPv4 and 
IPv6 addresses.

For more information about IPv6 
and how it is supported in Windows®, 
see www.microsoft.com/ipv6.

Read-only domain controller support
Windows Server 2008 also introduces 
the RODC, a new type of domain con-
troller that contains a read-only copy 
of Active Directory information and 
can perform Active Directory func-
tions but cannot be directly config-
ured. RODCs are less vulnerable to 
attack and can be placed in locations 
where the physical security of the do-
main controller cannot be guaranteed 
or where the network contains poten-
tially malicious hosts.

For RODCs, the DNS Server  
service in Windows Server 2008 sup-
ports the new primary read-only zone 
type. When a computer becomes an 
RODC, it replicates a full read-only 
copy of all of the application directory 
partitions that DNS uses, including the 
domain partition, ForestDNSZones 
and Do mainDNSZones. This ensures 
that the DNS Server service running 

on the RODC has a full read-only copy 
of any DNS zones stored in the direc-
tory partitions of a domain controller 
that is not an RODC. You can view the 
contents of a primary read-only zone 
on an RODC, but you cannot change 
them. You must change the contents of 
the zone on a domain controller that is 
not an RODC. 

GlobalNames zone
Windows Server 2008 and Windows 
Vista support the NetBIOS over TCP/
IP (NetBT) protocol. NetBT uses Net-
BIOS names to identify Session-lay-
er NetBIOS applications. Although 
NetBIOS name resolution with WINS 
is not required for current versions 
of Windows that rely on Windows 
Sockets-based network applications 

and DNS for name resolution, many 
Mi crosoft customers deploy WINS in 
their networks to support older NetBT 
applications and to provide name res-
olution for single-label names across 
their organisations. Single-label names 
typically refer to important, well-
known, and widely used servers for 
an organisation, such as e-mail servers, 
central Web servers, or the servers for 
line-of-business applications.

In order to allow these single-label 
names to be resolved across an organi-
sation using only DNS, you might find 
it necessary to add A records to the 
multiple DNS domains of your organi-
sation so that a Win dows-based DNS 
client can resolve the name regardless 
of their assigned DNS domain suffix 
or suffix search list. 

Figure 4 PTR record for 
IPv6 in Windows Server 
2008

After the GlobalNames zone is deployed, when a Windows Vista-based DNS 
client attempts to resolve a single-label name, it appends the primary DNS suffix 
to the single-label name and submits the name query request to its DNS server. 

If the name is not found, the DNS client sends additional name query 
requests for the combination of the single-label name with the suffixes in its 
DNS suffix search list (if configured). If none of those names resolve, the client 
requests resolution using the single-label name. 

The DNS server searches for the single-label name in the GlobalNames zone. 
If it appears there, the DNS server sends the resolved IPv4 address or FQDN 
back to the DNS client. Otherwise, the DNS client computer converts the name 
to a NetBIOS name and uses NetBIOS name resolution techniques, including 
WINS. No changes to the DNS Client service are required to enable single-label 
name resolution in the GlobalNames zone. 

Name resolution with the 
GlobalNames zone
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Suppose, for example, that the 
contoso.com organisation has a cen-
tral Web server named CWEB that 
is a member of the central.contoso.
com domain. To implement a single- 
label name for the server CWEB when 
DNS clients can be assigned the DNS 
domain suffix wcoast.con toso.com, 
central.conto so.com, or ecoast.conto-
so.com, the network administrator 
must create two additional A re-
cords for both cweb.w coast.con to-
so.com and cweb.ecoast.contoso.com. 
However, don’t forget that manual-
ly created A records for single-label 
names must be maintained for chang-
es in IPv4 address assignment or for  
new names.

If contoso.com is already using 
WINS for older NetBT applications, 
a network administrator can imple-
ment name resolution for the single-
label name CWEB by adding a single 
static WINS record to their WINS 
infrastructure. If the IPv4 address 
changes, only the single static WINS 
record needs to be changed. Because 
single-label names are easier to man-
age on WINS, many Windows-based 
networks use static WINS records for  
single-label names.

To provide a single-label name  
solution on DNS that’s as easily man-
aged as static WINS records, the DNS 
Server service in Windows Server 
2008 supports a new zone called 
GlobalNames to store single-label 
names. The replication scope of this 
zone is typically a forest, which pro-
vides single-label name resolution 
across an entire Active Directory for-
est. Additionally, the GlobalNames 
zone can support single-label name 
resolution throughout an organisation 
that contains multiple forests when 
you use Service Location (SRV) re-
source records to publish the location 
of the GlobalNames zone. 

Unlike WINS, the GlobalNames 
zone is intended to provide single- 
label name resolution for a limited 
set of host names, typically the cen-
tral and critical servers of an organ-

isation that are managed by its IT 
department. The Glo bal Names zone 
is not intended to be used to store the 
names of desktop computers or oth-
er servers whose IPv4 addresses can 
change, and under no circumstanc-
es does it support DNS dynamic up-
dates. It is most commonly used to 
hold alias (CNAME) resource records 
to map a single-label name to a Fully 
Qualified Do main Name (FQDN). 
For networks that are currently using 
WINS, the Glo bal Names zone usually 
contains resource records for IT-man-
aged names that are already statically 
configured in WINS. 

The GlobalNames zone provides sin-
gle-label name resolution only when all 
authoritative DNS servers are running 
Windows Server 2008. However, other 
DNS servers that are not authoritative 
for any zone can be running older ver-
sions of Windows or other operating 
systems. The GlobalNames zone must 
be unique in the forest. 

To provide maximum performance 
and scalability, the GlobalNames zone 
should be integrated with Active 
Directory and you should configure 
each authoritative DNS server with a 
local copy of it. Accomplishing this is 
required in order to support deploy-
ment of the GlobalNames zone across 
multiple forests.

For more information about DNS 
support in Windows and about  
deploying the GlobalNames zone, 
see the Microsoft DNS Web page at:  
www.microsoft.com/dns. ■

Joseph Davies is a technical writer 
with Microsoft and has been teaching 
and writing about Windows network-
ing topics since 1992. He has written 
five books for Microsoft Press and is the 
author of the monthly online TechNet 
Cable Guy column.

RODC is a  
domain controller 
that contains a  
read-only copy of 
Active Directory
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Deploying Windows  
in a virtual world
Wes Miller

The desktop files

Virtual computing is everywhere. If you 
aren’t taking advantage of it, you should 
be. Virtualisation reduces hardware 
dependence by essentially creating a 
hardware abstraction layer of its own and 
letting you move one or more guest systems, 
such as Windows Server or Windows client 
operating systems, among host systems.

Virtualisation is, of course, different 
from emulation in that it doesn’t imi-
tate the processor of the guest. It sim-
ply represents the resources of the host 
system in a way that guest systems can 
access them. As a result, host systems 
are generic to guests. You can general-
ly move a virtual guest from a system 
built by one OEM to one built by an-
other OEM – the hardware of the host 
usually doesn’t matter. But there are ca-
veats. For example, if you move a guest 
from hardware with a processor from 
one CPU vendor, such as AMD, to an-
other, such as Intel, you could have 
problems (depending on the virtuali-
sation technology you’re using). That’s 
because virtual computing technol-
ogy only passes information from the 
host to the guest and back; it doesn’t 
emulate a specific CPU for the guest 
(as, for example, Microsoft Virtual PC 
running on a legacy PowerPC-based 
Macintosh does). 

However, virtualisation does emu-
late key hardware components to the 
guest. Most often this is limited to net-

working, video (generally a very con-
strained device without an advanced 
emulated GPU) and mass storage. 
These compounds all function by pre-
senting one or more types of software-
emulated devices to the guest. Now, 
if you’ve been reading my column for 
a while, you’ll notice that is the same 
list of devices that Windows PE cares 
about. In virtualisation, those are the 
same types of devices you need to have 
in order for Windows to really do any 
work. Additionally, all virtualisation 
technologies must emulate a BIOS. 
While they could also emulate the Ex-
tensible Firmware Interface (EFI), the 
limited selection of EFI-based operat-
ing systems today renders that of lim-
ited use. All of this emulation allows 
virtual guests to boot. The BIOS and 
each of the devices emulate an actual 
device in software and present that de-
vice to guests. This means they require 
the same drivers (not always Windows-
provided drivers) that the actual device 
would require. This is an important 

concept to bear in mind.
While some virtualisation tech-

nologies also allow for USB (or USB 
2.0) devices to interface with them, I 
won’t dive into the particulars of these 
technologies here. Aside from those 
USB devices that require either driv-
ers (printers, USB wireless NICs, and 
so forth) or certain DirectX® support 
(not usually present in most virtuali-
sation technologies), there isn’t much 
you should have to do to get them to 
work. Keep in mind that support for 
USB or other non-emulated devices is, 
of course, dependent on the virtualisa-
tion technology you are using. Be sure 
to know the limitations (sharp edges, 
as I like to say) of the virtualisation 
product you’re using before trying to 
get new devices to work with it.

There are two primary vendors of 
virtualisation technology today on 
Win dows: Microsoft and VMware 
(vmware.com). There are additional up-
and-coming vendors such as Parallels 
(parallels.com) as well. 

Now that you have an idea of what 
virtualisation is all about, I’m going to 
spend the rest of this column explain-
ing how to set it up, how to avoid the 
most common pitfalls, and how to de-
ploy it across a number of machines in 
your environment.

Virtual deployment
Deployment of virtual systems doesn’t 
have to be different from deployment 
of physical systems. But as you’ll see, 
there are some good reasons to make 
it different. 

In the early days of Windows NT®, 
you had to deploy via setup. You could 
script it, but you had to run through 
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the whole process. Once setup com-
pleted, copying that image to multiple 
systems, while quite a handy concept, 
simply wasn’t supported. 

Eventually, though, Microsoft de-
cided it made sense to support disk-
duplicated or “cloned” Windows NT 
systems. So today, every method avail-
able when deploying physical systems 
is available for virtual system deploy-
ment as well. You can use: Winnt32 (or 
setup.exe in the case of Windows Vista 
and Windows Server 2008); Windows 
PE (1.x or 2.x, depending on the client 
you are deploying as explained in my 
earlier columns); Remote Installation 
Services (RIS) or Windows Deployment 
Services (WDS); or Sysprep (the System 
Preparation tool for deployment intro-
duced with Windows NT 4.0) and your 
favourite disk duplication technology 
(ImageX, for example).

But of course you only have to do 
that the first time you deploy a spe-
cific OS. After that, you may want to 
just copy it. But there’s a problem with 
disk-based duplication methods like 
those I just mentioned. 

Using Sysprep
The original Microsoft decision not 
to support disk-based duplication 
was prompted primarily by the Win-
dows NT Security Identifier (SID). For-
tunately, Sysprep provides a solution. 
But first let’s look at the problem it 
solves. As discussed at www.support.mi

crosoft.com/kb/314828, the SID consists 
of a SID structure revision number 
(usually a Globally Unique Identifier, 
or GUID) that identifies an individu-
al Windows-based computer. This ID 
is then used as the root portion of the 
identifier for all local accounts. Local 
accounts have their own unique iden-
tifier, called a Relative Identifier (RID). 
The RID consists of an account ID con-
catenated onto the end of the SID. So 
the combination of the two becomes 
the identifier for local accounts.

Let’s see why this is a problem by 
using the Administrator SID S-1-5-
21-191058668-193157475-1542849698-
500. Here, S-1-5 is the descriptor that 
defines that this is a SID (the S is om-
nipresent in the textual representation 
of a SID) and 1 and 5 represent the Win-

dows NT SID revision number and the 
authority identifier value (here Win-
dows Security), respectively. The rest 
is the actual SID, including 500, which 
identifies this as a well-known SID – 
the Win dows Administrator account. 
The Administrator account created by 
default (and unable to be deleted) on 
all Win dows installations has an SID 
that ends in 500. Local user accounts 
added to Windows after installation 
begin iteration above 1000.

PSGetSID, available from Win dows 
Sys internals (mentioned in my column 
on the PSTools at www.tech net maga
zine.com/issues/2007/03/Desk top Files), 
allows you to enumerate a SID for 
a given user on a system or the sys-
tem’s SID. See Figure 1 for the output 
of PSGetSID for my virtual system’s 
SID and the SID for my user account, 
1003.

Since local account RIDs are based 
on this SID, the problem that occurs 
when you disk-duplicate a system 
or just copy a virtual machine image 
should be relatively apparent. By not 
changing the SID (Sysprep’s primary 
but not sole task), you end up with a 
copy of the key component that makes 
a Windows system unique. If both 
System A and System B had the same 
Ad min istrator SID, users on each of 
the systems would legitimately identify 
themselves as the same user. The same 
would be true of all local accounts 
from System B when authenticating to 
System A, and vice-versa. Worse, these 
systems will have the same SID when 
presented to Active Directory. So if 
you allow System A to authenticate to 
a domain resource, but you don’t allow 
System B, you will wind up with a col-
lision. If you set B to deny, then A will 
actually be denied as well. 

Thus, it is critical that you regener-
ate SIDs on systems using Sysprep – 
especially in virtual system scenarios 
because system images can propagate 
all too easily. You shouldn’t use a third-
party SID-changing tool either – only 
Sysprep. Sysprep is designed, tested, 

Figure 1 Output of PSGetSID for a virtual system’s SID and the SID of user 
account 1003

Figure 2 ‘Don’t regenerate security 
identifiers’ should be unchecked when 
preparing for duplication
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and supported by Microsoft for pre-
paring systems for duplication (even 
virtual systems). See Figure 2 for an 
example of what Sysprep looks like 
before changing the SID on a system.  
Now make sure the ‘Don’t regenerate 
security identifiers’ option is always 
unchecked if you are preparing the 
system for duplication as its next step.

In addition to updating the SID to a 
new ID, Sysprep also modifies any pri-
vate data stores that it is aware of to re-
flect the SID and machine name or to 
change their encryption to work with 
the new SID. Some examples are the 
Scheduled Tasks data store and values 
in the IIS Metabase (if IIS is installed).

Sysprep also forcibly deletes every 
NIC on the system and takes with it 
the network configuration data for the 
NIC. Because the network configura-
tion “hangs off of” the NIC in the reg-
istry, and the relationship of that NIC 
is based on the Hardware ID of the 
NIC (which outside of a virtual-to-vir-
tual system move is frequently likely 
to break), Sysprep cleans up this tradi-
tionally abandoned data.

Sysprep also cleans up all Active 
Directory membership information 
from a system. As a result, it must forc-
ibly remove a system from the domain 
as a part of its work. This ensures that 
the systems that have just received 
new SIDs can be joined to the domain 
securely. Some SID-changing utilities 
let you change a machine’s SID with-
out removing it from the domain, but 
this is neither reliable nor secure. If 
you absolutely must run Sysprep on 
a machine that is a domain member,  
either remove it from the domain pri-
or to running Sysprep or run Sysprep 
and let it handle that task for you.

On a related note, if you’re virtual-
ising any of your domain controllers 
(DCs), you need to duplicate systems 
that are simply standalone servers that 

have not been promoted to DCs and 
are not joined to the domain. With 
the exception of Windows Server 2003 
Small Business Server Edition, you 
cannot safely disk-duplicate a DC. To  
create new DCs safely, you should cre-
ate a disk image of a server that is ready 
to be joined to the domain and pro-
moted to a DC. Sysprep (except in the 
very specialised SBS instance, which is 
single forest/single server) is not aware 
of how to safely change SIDs on a DC.

Finally, in addition to changing the 
SID and removing the machine from 
the domain, Sysprep also changes the 
name of the machine.

It may seem heavy-handed to say 
that you need to perform all of the 
above tasks when imaging (or even just 
copying) virtual systems. But it is criti-
cal – especially if you are using these 
systems on a network with other phys-
ical or virtual systems, in a domain, or 
with any other copy of themselves on 
the network.

If you don’t use Sysprep when dupli-
cating virtual systems, you will almost 
certainly run into a number of obvi-
ous issues (Active Directory or other 
networking collisions) and quite a few 
you may not expect. For example, your 
virtual images are very susceptible to 
hacks since hacking one will grant  
access to the others.

Drivers and hardware  
abstraction layers 
I mentioned that the virtual devices in-
cluded in a virtual image may not have 
‘in-box’ drivers for Windows. En sure 
that you have drivers handy for your 
devices when deploying (or when de-
ploying disk images using Sys prep), for 
the dreaded 0x0000007B driver error 
can come up just as easily when mov-
ing a virtual image from one storage-
bus driver to another as it can when 
working with physical hardware. The 
same is true of NICs. While most vir-
tualisation products have sought to 
provide a virtual device that is rather 
universal, you may still need an addi-
tional driver for it. 

You can’t ignore that pesky hard-
ware abstraction layer (HAL) either. 
Ideally, you want to create your virtu-
al machines supporting advanced con-
figuration and power interface (ACPI) 
multiprocessors (see www.intel.com/
technology/iapc/acpi), if that is what 
your virtualisation technology sup-
ports. Con verting among HALs isn’t 
generally supported (see www.sup port.mi
cro soft.com/kb/309283 for more infor-
mation on specifics). However, some 
virtualisation technologies – or, more 
importantly, many migration technol-
ogies – promise that they can safely 
move a Windows installation that is 

Figure 3  HAL in 
Device Manager on a 
virtual machine
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non-ACPI to an ACPI installation, or 
vice versa. This is not true and, to boot, 
the resulting Windows installation is 
not supported by Microsoft when and 
if you do run into problems. The same 
limitations discussed on the support 
Web page I just mentioned hold true 
for virtualised systems. See Figure 3 
for an example of what the HAL looks 
like in Device Manager on one of my 
virtual machines – in this case running 
using the ACPI uniprocessor HAL. 
Not to be confused with single proces-
sor, this one is interchangeable with its 
multiprocessor kin.

Miscellaneous changes 
In addition to changing the SID and 
the machine name, you also need to 
change certain values that may be spe-
cific to the virtual computing tech-
nology you’re using. In particular, you 
need to change the MAC address (the 
unique ID for networking devices). 
Plus, many virtual applications also 
have their own unique identifier. Most 
store these in their own machine con-
figuration files, so you’ll want to know 
how to manipulate those entries (and 
maintain their validity). Note that 
many virtualisation products that sup-
port Pre-Boot Execution Environment 
(PXE) key the SMBIOS UUID based 
on their own unique ID – emphasising 
the need to change this (or let the vir-
tualisation software change it for you, 
if supported) if you’re joining it to a 
domain; otherwise, managing WDS or 
RIS-client systems can become impos-
sible (if GUIDs conflict). Most of the 
virtualisation solutions I’ve worked 
with can have severe networking prob-
lems in the case of duplicate MAC ad-
dresses; so if you are not just moving 
a virtual machine, it’s very important 
that you change the MAC address if 
the virtualisation software does not do 
it for you.

Other components you need to bear 
in mind when preparing a virtual sys-
tem for deployment are any linked disks 
or snapshots. Depending on your vir-

tualisation solution, these may also be 
referred to as differential disks or may 
have another name. But if you run Sys-
prep to prepare a system and you have 
snapshots (or other revertible state) 
that go with the virtual system, these 
must be destroyed for the image to re-
main safe, reliable and secure when it 
is duplicated. In the case of a snapshot 
or other ‘undo disk changes’ technolo-
gy approach, reverting a snapshot could 
mean regressing back to where more 
than one system that was sourced from 
the original virtual machine now con-
flicts with another (or even the original 
source system if it is brought back up). 
So any snapshots or differential disk 
relationships should already have had 
Sysprep executed on them.

Optimisation
Most virtualisation technologies in-
clude virtual machine additions or 
tools that will help improve the per-
formance and experience of interact-
ing with the guest from the host. This 
usually includes work optimising the 
mouse and keyboard input, among 
other performance enhancements, 
and often includes improved copy and 
paste (or other host-to-guest) interac-
tion. Install the most recent version of 
these tools in your virtual systems be-
fore deployment.

You also need to ensure that the cli-
ent memory is configured optimally 
for the guest OS, but also in context 

with the hosts it will be deployed to. 
The last thing you want to do is deploy 
a Windows XP image set to use 1GB of 
RAM to host systems that don’t have 
that much RAM to begin with. 

Also remember the limitations that 
most virtual technologies have today 
– so it’s important to your users how  
to interact with any peripherals at-
tached to the virtual system as well 
as what applications will and will not 
function on the guest OS (most do not 
support DirectX 9 or 10, for example, 
or support older versions in a limited 
manner). Users may not know what 
that means or how it manifests itself 
(some applications don’t handle such 
failure well).

Host concerns
Note that in general there is not much 
you need to concern yourself with re-
garding the host PC running the vir-
tualisation technology, regardless of 
whether what is running underneath 
is a full operating system or a Type 1 
Hypervisor that runs directly on top 
of the hardware. Most virtualisation 
technologies are designed to ensure 
that the guest OS does not need to 
know anything (or needs to know lit-
tle) about the host. Ensure you know 
what hosts are in use, however, in case 
a guest that’s moved from one host to 
another has problems. Also ensure you 
know the limitations of your virtual-
isation vendor’s product on certain 

The following documents will give you lots of help with Sysprep:
 Designing Image-Based Installations with Sysprep 

 www.microsoft.com/uk/sysprep
 How to Use the Sysprep Tool to Automate Successful Deployment of 
Windows XP

 www.support.microsoft.com/kb/302577
 How to Use the System Preparation Tool (Sysprep.exe) to Perform  
Disk Duplication 

 www.support.microsoft.com/kb/298491
 Using the System Preparation Tool on Dissimilar Computers 

 www.support.microsoft.com/kb/216915

Related Sysprep links
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platforms. While you may be able to 
move from one to the other, you may 
lose or gain certain features of the host 
OSs Type 2 Hypervisor (the virtualisa-
tion application) in the process.

Other deployment mechanisms
Using Sysprep or disk duplication (or 
simply running Sysprep and copy-
ing the virtual machine) are obvious 
choices for deploying virtual systems, 
but there are others. In fact, whether 
you are using imaging or setup, using 
Windows PE can be easier with virtu-
alisation than with physical machines 
since you’re working with ISO files in-
stead of a physical CD. Note that some 
virtualisation technologies can’t deal 
well with DVD media, so be sure to 
check with your virtualisation vendor 
about support. You can use winnt32 or 
setup.exe (in the case of Windows Vista 
or Windows Server 2008), but there 
aren’t any specific benefits. If you use 
other Microsoft deployment technol-
ogies such as Automated Deployment 
Services, your virtualisation technolo-

gy supports PXE to kick off a network-
based deployment, just as if you were 
utilising RIS or WDS.

Migration
Finally, aside from actually migrating 
an entire PC, don’t forget about the 
User State Migration Tool (USMT). 
USMT allows you to move a user’s set-
tings from a physical client to a new 
virtual system easily. So if your users 
want to migrate their old data and set-
tings to a new virtual machine, you 
could, for example, easily get the files 
and settings from Windows XP, store 
them to a UNC, and push them onto a 
new virtual machine.
For more information, visit www.micro
soft.com/virtualization ■

When considering the migration of physical to virtual or vice versa, you need to 
remember the things that can and cannot change. You can change the following 
aspects of a Windows installation:

 The HAL (but only from uniprocessor to multiprocessor or visa versa, as long 
as they are based on the same power configuration).

 Mass-storage controllers (this is not easy – but most physical-to-virtual  
migration solutions attempt to do this already on their own). Note that most 
vendors provide an IDE and a SCSI storage solution. Choose wisely when  
deploying, as moving from one to the other isn’t terribly easy. Generally, 
choosing SCSI results in a more reliable device (this is the case with most 
vendor SCSI device emulation implementations).

 Network controller (though in a virtual-to-virtual migration scenario, this will 
generally be the same within one vendor’s technologies).

You cannot change the following aspects of a Windows installation:

 The HAL (except in the case mentioned earlier, when the same power 
configuration is in use). You should not assume that a migration solution that 
does this will result in a Windows installation that is stable or reliable (and 
more importantly, it will not be supported by Microsoft).

Change what you can 
and accept what you can’t

Wes Miller lives in Austin, Texas. 
Previously, he worked at Winternals 
Software in Austin and at Microsoft as a 
Program Manager and Product Manager 
for Windows. Wes can be reached at 
technet@getwired.com.



Progress report
Don Jones

Windows PowerShell

I was recently writing a fairly long and 
complicated Windows PowerShell script 
that, as it was running, became fairly 
unresponsive. I had written it to be run as 
a scheduled task, so it didn’t really produce 
much in the way of visible output. When 
I ran it for its first big test, I nevertheless 
started to get a bit worried that I’d 
accidentally written an infinite loop or 
some other problematic bit of script. 

As the shell just sat there, patheti-
cally blinking its little cursor, I asked 
myself, “Did I kill it?” Apparently, I 
have no confidence in myself because 
I quickly hit Ctrl+C to break the script. 
Time to add some progress reporting.

Blather, blather, blather
The first thing I wanted to do was to 
add a bunch of status messages, letting 
me know exactly what the script was 
doing. The shell lets you do this quite 
easily with the Write-Verbose cmdlet. 
Go ahead and try it in the shell:

Write-Verbose “Test Message”

If you just tried this, you will have 
noticed that it didn’t do anything. 
That’s because Write-Verbose sends 
objects to the special Verbose pipeline, 
which, by default, doesn’t display its 
output. A built-in shell variable, $Ver-
bose Preference, controls this pipeline. 
The default value for this variable is  
Si lent lyContinue, which suppresses 

verbose output. Setting it to Con tinue, 
however, opens the pipeline:

$VerbosePreference = “Continue”

Now I can add a bunch of Write-Ver-
bose statements to my script and get a 
detailed look at what’s going on as it 
runs. And the beauty of this technique 
is that, when I’ve finished testing and 
troubleshooting, I can shut off all that 
extra chatter by setting $VerbosePref-
erence back to SilentlyContinue at the 
beginning of my script. 

There’s no need to go and remove all 
the Write-Verbose statements. In fact, 
since they stay there in the script, any-
time I need to run the script manually, 
I can easily switch the Verbose pipe-
line back on if necessary.

But I need real progress
Once I was satisfied that the script 
wasn’t caught in an infinite loop and 
was, in fact, working perfectly, I shut 

This month, I want to take a look at one of my favourite troubleshooting cmd-
lets. Take this, for example:

Get-WMIObject Win32_Service | Where { $_.State -ne “Running” -and $_.StartMode -eq “Automatic” 
} | ForEach-Object { $_.Start() }

On the surface, this would seem to start all services that are set to start auto-
matically but have not yet started for some reason. This doesn’t actually work, 
though, and finding out why it doesn’t work can be tricky since you can’t peer 
inside the middle of the pipeline. That is, you can’t peer inside the pipeline  
unless you use Tee-Object. 

Tee-Object redirects objects to a file (or into a variable) and passes them 
down the pipeline. For example:

Get-WMIObject Win32_Service | Tee-Object AllServices.csv | Where { $_.State -ne “Running” -and 
$_.StartMode -eq “Automatic” } | Tee-Object FilteredServices.csv | ForEach-Object { $_.Start() 
}

This modification lets me see what happens after each pipeline command, and 
I quickly discover that my FilteredServices.csv file contains nothing! No wonder 
this script didn’t work! A bit more research reveals the root cause of the prob-
lem – StartMode is ‘Auto’ not ‘Automatic’ – and Tee-Object let me pinpoint 
exactly where the problem was occurring.

Cmdlet of the month: Tee-Object
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off the Verbose pipeline and ran it 
again – just to be sure. 

The problem now is that, despite 
knowing that the script is functioning 
perfectly fine, I just can’t bear staring 
at a blinking cursor. (I have attention 
span issues. I desperately looked for 
some paint so I could sit and watch it 
dry instead.) 

What I needed was a general indi-
cation of how far along the script had 
progressed and some idea of when it 
would be done. Basically, I wanted 
something like a progress bar.

Fortunately, Windows PowerShell™ 
includes the Write-Progress cmdlet. 
This cmdlet doesn’t provide a graphical 
progress bar like you see in Windows, 
but it does produce a nice progress bar 
nonetheless, as shown in Figure 1. It 
looks a bit like the file copy progress 
bar used by the text-based portion of 
Setup in Windows Server 2003 or even 
Win dows XP. 

Using Write-Progress requires a bit 
of explanation. Actually, I think an ex-
ample would be even better. Consider 
this script:

for ($a=1; $a -lt 100; $a++) {
  Write-Progress -Activity “Working...” `
   -PercentComplete $a -CurrentOperation
   “$a% complete” `
   -Status “Please wait.”
  Start-Sleep 1 
}

It uses Write-Progress to display a 
progress bar. I’ve used Start-Sleep to 
make the script pause one second each 
time through the loop, so that it exe-
cutes slowly enough for us to actually 
see the progress – without the pause, 
the loop counts from 0 to 100 so quick-
ly that the progress bar merely flashes 
briefly on the screen.

As you can see, the Activity – which 
I’ve set to Working – shows up in the 
top of the progress bar. The Status 
is shown right below it, and the 
CurrentOperation is shown at the 
bottom. The shell only supports a sin-
gle progress bar at a time. Any use of 
Write-Progress will either create a 
new progress bar if one isn’t current-
ly shown or update the bar that is cur-
rently shown.

What I haven’t done here is told the 
bar to actually go away when it’s fin-
ished. I can do that by simply adding 
this to the end of my script:

Write-Progress -Activity “Working...” `
 -Completed -Status “All done.”

Generally speaking, the progress bar 
will vanish by itself once your script 
is complete, but if your script has oth-
er things to do you’ll want to hide the 
progress bar when you’re done with  
it; the -Completed parameter simply 
removes the bar from the display.

Tick, tick, tick
Another common use for Write-Prog-
ress is to create a ‘seconds remaining’ 
display, rather than an actual progress 
bar. Here’s an example:

for ($a=100; $a -gt 1; $a--) {
  Write-Progress -Activity “Working...” `
   -SecondsRemaining $a -CurrentOperation
   “$a% complete” `
   -Status “Please wait.”
  Start-Sleep 1
}

All I’ve done here is change the 
loop to count from 100 to 1, and I 
used the SecondsRemaining parame-
ter of Write-Progress, rather than Per-
cent Com plete. The result is shown in 
Figure 2. As you can see, the progress 
meter is gone, replaced by a countdown 
clock. The shell automatically converts 
the total number of seconds remain-
ing into hours, minutes and seconds, 
offering more user-friendly informa-
tion. The percent complete shown 
here actually counts down from 100, 
since that’s simply the CurrentOpera-
tion parameter I provided. There is no 
actual calculation of percent complet-
ed; the Windows PowerShell is simply 
displaying the current value of $a fol-
lowed by the string “% complete.”

Scripts that communicate
I’m a big fan of writing scripts that 

communicate what they’re up to. It 
can take the form of verbose output or 
just a simple progress bar. It can be in-
tended for my own attention-deficient 
benefit or for the benefit of someone 
else who will need to run my script 
months from now. In the end, display-
ing some kind of status and progress 
information will be a huge benefit. 

For more help, read the Windows 
Powershell blog at: http://blogs.msdn.
com/powershell    ■

Don Jones is a contributing editor for 
TechNet Magazine and co-author of 
Windows PowerShell: TFM (SAPIEN 
Press, 2007). He teaches Windows 
PowerShell (www.ScriptingTraining.com) 
and can be reached through the 
ScriptingAnswers.com web site.

Figure 1 How far 
has your script 
progressed?

Figure 2 How long 
until your script is 
complete?
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Island hopping: mitigating 
undesirable dependencies
Jesper M  Johansson

Security watch

In the last month instalment of Security 
Watch, I discussed the beginning steps of 
using a USB flash drive to attack a network. 
The attack started with an infected USB 
flash drive being plugged into a computer. 
The malicious code then executed, either 
automatically or with minimal help from 
the user (making use of some simple social
engineering). This attack remained  
local to the workstation, but it is clear 
that the malware could have spread to 
the rest of the network. I discuss this 
form of attack on a network in detail 
in my upcoming book, Windows Server 
2008 Security Resource Kit (Microsoft 
Press®, 2008), and I am adapting parts 
of that chapter for this column.

Obviously, one option for protec-
tion is to ban removable drives. While 
this may seem prudent, your users are 
likely to ambush you on the way to 
your car if you try to do this; and it can 
be hard to fault them for doing so. The 
better option, in all but the most sen-
sitive environments, is to attempt to 
manage the risk involved and contain 
the exposure. 

Furthermore, removable drives are by 
no means the only method of compro-
mising a client computer. Remember 
the ‘10 Immutable Laws of Security’ 
(www.microsoft.com/uk/lawsofsecurity)? 
Well, the general sentiment of Law 3 
is still true: “If a bad guy has unrestrict-
ed physical access to your computer, 

it’s not your computer anymore.” In 
the context of this discussion, if an 
attacker has access to your comput-
er, that computer must be considered 
compromised. This can even be perpe-
trated remotely if the attacker can get 
you to run his code on your computer. 
You may recognise this as Law 1 of the 
Immutable Laws: “If a bad guy can per-
suade you to run his program on your 
computer, it’s not your computer any-
more.”

It’s safe to assume that the immu-
table laws still hold—they have prov-
en to be remarkably resilient, and they 
are unlikely to change significantly un-
til we fundamentally change the way 
computers work. Therefore, consider-
ing how these laws apply to the scenar-
io outlined, it’s critical that you defang 
removable drives. And you can do this 
with a few registry tweaks. 

Of course, you must use additional 
layers of protection as well. You can 
reasonably assume that many of your 
client computers have either already 
been compromised or are operated 

by users who do not always have your  
organisation’s best security interests in 
mind. This means you need to mitigate 
their effects on the remainder of the 
network, and it increases the impor-
tance of understanding, analysing and 
mitigating security dependencies.

Definition of a security dependency
A security dependency occurs when 
the security of one computer is de-
pendent on the security of another. 
You may have heard people say that if 
your domain controller (DC) has been 
hacked, your entire network has been 
hacked. This is a simplistic way to state 
that all domain members are depen-
dent on the DCs for their security. If 
the DC is not kept secure, the member 
computers cannot be kept secure. If an 
attacker can change the security con-
figuration of the domain, he can take 
over any computer in the domain by, 
for example, adding new accounts to 
the Administrators group on a mem-
ber computer. Any vulnerability that 
permits compromise by an adminis-
trator just isn’t interesting. An admin-
istrator is supposed to have complete 
access to whatever he is administer-
ing.

Dependencies in computer sys-
tems are unavoidable. In fact, they are 
common and often desirable; how-
ever, that doesn’t mean all dependen-
cies are acceptable. In this column, 
I discuss which types of dependen-
cies are acceptable and which are not,  
and then I will analyse the types of 
dependencies and how to mitigate 
them. In Windows Server 2008 Security 
Resource Kit, I go into more detail on 
the specific dependencies and discuss 
how to manage them.
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Acceptable dependencies
In general, a dependency is acceptable 
when a less sensitive system depends 
on a more sensitive system for securi-
ty. Computers and systems in general  
can be divided into classes based on 
how sensitive they are. (The spe-
cific set of classes in any particular 
environment is irrelevant to the gen-
eral discussion – all that matters is that  
there are inherent classifications.) Just 
for the sake of discussion, assume I 
have two classifications: workstations 
and DCs. In that scenario, it is accept-
able for the workstations to depend 
on the DCs for their security. The DCs 
class is far more sensitive than the 
workstations so, obviously, it must be 
better protected. 

The same argument can be made for 
user accounts. It is acceptable that an 
administrator can compromise data 
owned by a user. This is because ad-
ministrators take on more responsibil-
ity and have unfettered (although not 
always direct or obvious) access to the 
computer and everything on it. If you 
understand this point and manage the 
computers appropriately, there is noth-
ing wrong with this dependency.

Even software can be analysed in the 
same way. It is certainly acceptable for 
a less sensitive piece of software, such 
as a Web browser, to use and depend 
on a more sensitive piece of software, 
such as the operating system, for its se-
curity. If the OS has a bug, the fact that 
the Web browser is now vulnerable to 
some new problem is not surprising 
and is probably low on the list of im-
mediate concerns – the OS and other 
critical apps and data will be the pri-
mary focus of attention. This pertains 
to how bugs are fixed or where hotfix-
es go – a bug should be fixed as close 
as possible to the problem. In doing 
so, the protective impact of the fix is 
maximised. Thus, rather than working 
around the problem in the Web brows-
er, the OS itself must be fixed. 

Alternatively, the dependency can 
be removed by changing the design. 
For example, the Web browser can be 

rewritten to reduce its dependencies 
on the OS. This latter approach is ap-
propriate in cases where the function-
ality of the more secure components 
(the OS, in this case) was never actual-
ly intended to be used in the way that 
the less sensitive component (the Web 
browser) is using it.

Unacceptable dependencies
Given my explanation of acceptable 
dependencies, the definition of an un-

acceptable dependency should now be 
obvious. Basically, a more sensitive sys-
tem must never depend on a less sensi-
tive system for its security. 

If the compromise of a workstation 
means that the DC’s security has been 
breached, you have a serious security 
problem on your hands. It is impos-
sible to protect a network if its ag-
gregate security is dependent on the 
security of every single computer on 
that network.

Consider this statistically. If ev-
ery computer on the network is  

‘secure’ 99.999 percent of the time, you 
might think you have an extremely se-
cure network. In fact, that percentage 
is probably far beyond what is realis-
tic in all but the smallest networks 
today. But now assume that your  
network has 40,000 computers, any 
one of which is vulnerable .001 per-
cent of the time. Anecdotally speaking, 
your overall network would be unse-
cure up to a potential of 40 percent of 
the time.

And, of course, with unmanaged de-
pendencies it just takes one computer 
at that .001 percent of the time to com-
promise the entire network. In these 
terms, how secure is the network? 
Clearly, it is absolutely paramount that 
more sensitive systems are protected 
from less sensitive ones.

This argument can easily be extend-
ed to user accounts and software. For 
example, the new Terminal Services 
client for Windows allows you to store 
user names and passwords for virtual-
ly transparent Terminal Services logon. 
Those credentials are stored using the 
Credential Manager API, protected by 
the credentials used for the primary 
logon session. 

This can create a security dependen-
cy. Consider the case of a network ad-
ministrator logging on to her personal 
workstation. She uses this workstation 
for e-mail, Web browsing, and oth-
er typical information worker tasks. 
Naturally, she uses a low-privileged do-
main account for this purpose. 

At some point during the day, this 
administrator connects to one of the 
DCs to perform some management 
tasks. She uses the Ter mi nal Services 
client to do this and chooses to store 
her password to make future connec-
tions easier. This results in at least one, 
and possibly two, unacceptable se-
curity dependencies. The first is that 
her domain administrative account 
credentials are now protected by her 
low-privileged information worker 
credentials. If this low-privileged user 
account is compromised, the domain 
administrative user account is also 

Figure 1 Ideal domain dependencies

A more sensitive 
system must never 
depend on a less 
sensitive system for 
its security
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compromised and, therefore, the en-
tire domain is compromised. 

The second dependency results 
from the fact that she typed a domain 
administrative credential on a non-
domain controller. Unless her person-
al workstation is protected at least as 
well as the DCs – and it probably is not 
– there is a dependency where the se-
curity of the DCs depend on the secu-
rity of this user’s personal workstation. 
If a disgruntled employee in the same 
office, for example, has installed a key-
stroke logger on the network admin-
istrator’s workstation, the domain 
administrative credentials have now 
been captured. Any time you type a 
domain administrative credential on a 
non-domain controller you expose the 
entire domain to any security flaws on 
the non-domain controller. 

Now suppose an attacker inserts 
a removable drive into a computer 
where a domain administrator is cur-
rently logged on, or has ever logged 
on, or will ever log on. That domain 
ad min istrator becomes compromised 
and, by extension, the entire domain is 
compromised. It is imperative that you 
understand this situation so you can 
avoid it. And, of course, the same situ-
ation can happen with software when 
a secure application relies on the func-
tionality of a less secure application to 
perform a certain task. 

Analysis of an attack
Earlier I described what can happen if 
a malicious removable drive is inserted 
into a computer. How ever, it may only 
be obvious what would happen to the 
computer in which the drive is initially 
inserted. So assume that the computer 
in question is domain joined, as shown 
in Figure 1.

The scenario illustrated here de-
picts an ideal dependency. The arrows 
are directional and point to where the 
dependency is inherited from. For in-
stance, the security of the workstation 
depends on the security of the DC, and 
the security of the user is dependent 
on the security of the workstation. 

The attacker may be able to compro-
mise the workstation, which would 
compromise any information the user 
has placed on that workstation, but the 
compromise would be isolated there. 

But suppose the user logging on to 
the workstation is a member of the lo-
cal administrators group on the serv-
er. And say the domain administrator 
frequently logs on to the server. Now 
you have the dependencies shown in 
Figure 2.

By simply changing the assumption 
as to who has logged on to the com-
puters in question, the security of the 
entire network has been compromised. 
Since a domain admin logs on to the 
server, the security of the DC and, 
hence, the entire domain is dependent 
upon the security of that server. 

This would be acceptable if the serv-
er were managed as securely as the DC. 
However, in this case, a user who logs 
on to the workstation is a member of 
the Administrators group on the serv-
er. Thus, the security of the server is 
dependent on the security of the work-
station. That means the security of the 

entire domain is dependent on the se-
curity of the workstation. And, guess 
what: the user on that workstation just 
unwittingly ran the attacker’s tool.

There are probably few concepts 
in today’s world of information secu-
rity that are more important to grasp 
than security dependencies. If you 
start analysing your network and try 
to understand what the dependencies 
are, you will almost certainly encoun-
ter unacceptable dependencies. In the 
worst-case scenario, which is far more 
common than you might think, the se-
curity of the entire network is depen-
dent on the entire network – in other 
words, the security of every single com-
puter is, in some way, dependent on 
the security of every other computer. 
It is therefore impossible to create any 
kind of reasonable and realistic risk 
management strategy in that type of 
environment since the relationships 
are impossible to control and the com-
plexity is incomprehensible. The so-
lution is to analyse and manage your 
dependencies. 

In this column, I’ve presented only 
a short overview of dependencies 
and how you can analyse and miti-
gate them. You can find more informa-
tion in my book, Windows Server 2008 
Security Resource Kit. It contains an en-
tire chapter devoted to the topic of 
securing the network by analysing de-
pendencies and managing them using 
both sophisticated techniques, such as 
Server and Domain Isolation, as well as 
more mundane techniques, such as ad-
ministrative account management.

I would like to thank David LeBlanc for 
helping shape the embryonic ideas that led 
to this column. ■

Figure 2 Compromised domain 
dependencies 
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The security of the 
entire network is 
dependent on the 
entire network
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Windows Easy Transfer Companion
Lance Whitney

Utility spotlight

It’s time to migrate your 
users from their old Win dows XP 
computers to new Windows Vista 

machines. The biggest chore in any mi-
gration is reinstalling your users’ appli-
cations on their new PCs – and making 
sure those apps work. Now, a free tool 
from Microsoft can spare you those 
countless reinstalls. The Win dows Easy 
Transfer Companion (WETC) can copy 
key software programs from Windows 
XP to Windows Vista.

Currently in beta, WETC is differ-
ent from the Windows Easy Transfer 
wizard in Windows Vista. Whereas the 
wizard copies data files, program set-
tings and user profiles, WETC copies 
entire applications, though only from 
Windows XP SP2 to Windows Vista. 
You must run the transfer under an ad-
min account.

You install WETC on both the 
source and destination computers. The 
PCs can talk to each other over a net-
work or through an Easy Transfer USB 
cable. The driver for the Easy Transfer 
cable is included in Windows Vista; for 
Windows XP you’ll need to install the 
driver from the product CD.

After connecting the cable, you start 
WETC on the Windows XP machine. 
The utility scans the hard drive, gathers 
basic system information and analyses 
all installed software. When that pro-
cess completes, you run WETC on the 
Windows Vista computer. The utility 
communicates with the Windows XP 
machine to display a list of all discov-
ered applications, divided into three 
categories (see the screenshot above): 

1. Programs that transfer well – soft-
ware that will transfer without 
problems and run on the Windows 
Vista PC.

2. Programs that transfer with possible 
limitations – software that’s capable 
of being transferred but may not run 
properly. 

3. Programs that will not be trans-
ferred – software that won’t run on 
Windows Vista and will not be in-
cluded in the transfer.

For each program that can’t transfer 
successfully, WETC briefly explains 
why. Typically, applications might not 
copy because they’re missing install-
er information or other key data, are 
incompatible with Win dows Vista, 
or are already on the Win dows Vista 
machine. Also, WETC will not copy 
specific types of applications, such as 
antivirus and system utilities. Nor will 
it transfer OS frameworks, such as 
Microsoft .NET – you’ll need to install 
those in Windows Vista before you 
copy any apps that require them.

From the list of programs, you check 
off the ones you want to copy. A help 
screen can assist in your decision and 

provide solutions to any problems. You 
can also save a pre-transfer report that 
lists all programs that will and will not 
be transferred.

The transfer then proceeds, copy-
ing the data related to each program. 
At the end, a status message tells you 
which programs were copied and 
whether errors occurred. You can save 
a detailed post-transfer report. After 
exiting WETC, reboot the Win dows 
Vista PC, log in and run the transferred 
programs to make sure they work.

Any problems? The WETC Programs 
folder on Windows Vista includes a 
shortcut to a Resources tool with an 
Undo feature that can remove all apps 
copied to the Windows Vista machine, 
but this information expires within 
three days. You can learn more about 
Windows Easy Transfer Companion 
and download the latest version at 
www.support.microsoft.com/kb/931696. ■

WETC provides a 
categorised list of 
transferable apps

This column is based on a prerelease 
version of Windows Easy Transfer 
Companion. All information herein is 
subject to change.
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Your most important task of the day
Eric N Bush

Field notes

Bill Gates gets away from 
the office twice a year for what 
he calls his “think week”. He iso-

lates himself from people, phone calls 
and e-mail, and he devotes this time to 
reading. He ponders the state of tech-
nology at Microsoft and in the world. 
He tries to understand what his com-
pany and others are working on and 
how they can move forward in a more 
strategic manner. Gates knows the val-
ue of pondering and planning.

Each of us can benefit by reserving 
time every day to simply think and 
plan – time to formulate ideas, prob-
lem solve, prioritise tasks, set goals and 
daydream. Try to carry out this exer-
cise at the same time and place each 
day, and avoid all other interactions 
during this period. Your most impor-
tant task is to plan and prioritise what 
you will do with your day. If you are in 
a management role, you may actually 
spend most of your time planning and 
prioritising the work of others.

Whether you are managing the cor-
porate network, administering a mis-
sion-critical database or designing 
and managing the enterprise infor-
mation systems, there are issues that 
come up daily that can divert your at-
tention from making progress on the 
work that really counts. By the end of 
the day, you can’t really tell if you have 
actually moved forward or just fallen 
further behind.

Your goal should be to become more 
be preemptive, better organised and bet-
ter prepared to respond to IT emergen-
cies. By planning, you can move from 
being reactive to proactive. In order 
to make that switch, though, you have 
to ponder, plan and prioritise. It helps 
to maintain a task list – organised un-
der three categories – and to start each 

day by reviewing this list: In Progress,  
ASAP and Wish list. Using these lists, 
you can make time to create solutions 
that prevent crises from happening in 
the first place.

ally for those strategic plans that will 
save your company time and money 
and thus make it more competitive. 
Identify these tasks and go after them 
slowly and methodically, moving them 
into your In Progress list as they be-
come more of a priority.

Don’t forget, though: just because 
you have these prioritised lists doesn’t 
mean that anything will actually get 
done. Here are some tips to help you 
work through your tasks:

•	 Get	the	fast	and	easy	tasks	out	of	the	
way first.

•	 Next,	do	those	things	you	are	not	as	
motivated to do.

•	 Finally,	get	on	to	the	exciting	tasks.
•	 Avoid	 context	 switching.	 Serialise	

your work if at all possible.
•	 However,	if	you	get	blocked	on	one	

thing, go on to the next task until 
you can switch back.

•	 Delegate	 or	 refuse	 tasks	 that	 don’t	
make sense for you to do, or suggest 
alternatives.

•	 Know	when	you	work	best	and	are	
most productive. Reserve this time 
to focus on important tasks.

Knowing	 how	 to	 plan	 your	 time	
wisely will help you do your best work. 
People who drift through life with-
out a plan are never really happy with 
where they arrive because they never 
really knew where they were going in 
the first place. ■

Eric N Bush is a Software 
Development Lead in the Engineering 
Excellence group at Microsoft. He works 
as an internal consultant and classroom 
instructor driving engineering and 
organisational improvements in the areas 
of people skills, process and technology. 
Reach him at ericbush@microsoft.com.

Knowing	how	to	
plan your time 
wisely will help you 
do your best work 

The In Progress list is the one that’s 
critical to get right. It’s vital that you 
make progress on these critical tasks 
each day. Deliver first on your compa-
ny’s and group’s primary goals. Tasks 
that don’t directly affect that priority 
can move lower down the list. If you 
are in a management position, put a 
process in place that helps all employ-
ees stay in sync with the top priorities.

The ASAP and Wish lists are usu-
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Remind me never to do that again
Raymond Chen

Windows confidential

There’s an old tool for  
the Windows 95 series of oper-
ating systems that’s known as 

the Automatic Skip Driver. Your first 
reaction to the tool may have been to 
its clumsy name, and you may even 
have suspected that the letters ASD 
started out meaning something else. 
And you’d have been exactly right.

Windows 95 had to deal with a lot 
of non-Plug and Play devices because 
the vast majority of systems out there 
at the time predated the Plug and Play 
specification. Hardware detection in 
the absence of proper Plug and Play 
devices was a very scary undertaking.

For example, modem detection was 
accomplished by issuing queries for 
the values of dozens of modem regis-
ters. Although there was a fairly well-
established basic modem command set, 
there was significant variation in the 
implementation of the darker corners 
of the command language. Not sur-
prisingly, this inconsistency was frus-
trating for communications programs, 
since it required adding special cases 
for various modem models to accom-
modate their individual quirks; howev-
er, the inconsistency was an accidental 
boon for Windows: since each modem 
behaved subtly differently, Windows 
could investigate those dark corners 
and compare the modem’s behaviour 
against a table of known modems and 
their responses.

There was one person on the Win-
dows 95 team whose job was to install 
what felt like every modem known to 
mankind and run a little program that 
put the modem through its paces, ex-
plored the dark corners and collect-
ed the results from each one so that 
an exhaustive modem database could 
be built up. If you still have access to 

a machine running Windows 95, you 
can take a peek into the Windows\
Inf directory and look at all those 
files whose names begin with MDM. 
There’s over a megabyte of device in-

responses from the device. If the de-
vice responded in just the right way, 
then it assumed it found what it was 
looking for. If not, then it moved on to 
the next video card model.

Of course, if the device installed on 
that I/O port was not the video card 
that Configuration Manager was test-
ing for, it might get very upset that 
somebody sent it values that made no 
sense. Depending on how petulant the 
device was, it might hang or reboot the 
machine. This did not bode well for 
the Configuration Manager. Thus was 
born the module known as ASD. 

Before performing these potentially 
catastrophic hardware probes, the Con-
figuration Manager created a file that 
said, basically, “Oh no! I’m about to do 
dangerous thing X!” This was the com-
puter version of the classic “Open in 
the event of my death” envelope that 
the hero of an action movie leaves with 
his girlfriend before he goes off on a 
suicide mission to fight the bad guy. 

If dangerous thing X did, in fact, 
cause the computer to hang or crash or 
reboot, then the next time the system 
started up, it saw this magic file and 
“opened the envelope” to see that it 
was dangerous thing X that caused the 
computer to crash. The system then 
concluded that the attempt to detect 
device X was catastrophic and knew 
not to do that ever again! 

The module that did this work was 
named ASD. The letters ASD stood for 
‘Attempting Something Dangerous’. ■

Raymond Chen’s Web site, The 
Old New Thing and identically titled 
book (Addison-Wesley, 2007) deal with 
Windows history and Win32 program-
ming. He is careful because the plate is 
very hot.

Depending on 
how petulant the 
device was, it might 
hang or reboot the 
machine

formation files devoted to modems. 
That’s a few years worth of some-
body’s life collapsed into a megabyte 
of unreadable hex numbers.

Detecting modems was pretty safe, 
since nearly all modems behaved 
roughly the same at a high level; all the 
excitement was in the details. Much 
scarier were the devices that used I/O 
ports. For example, to detect whether 
a specific video card was installed, the 
Windows 95 Configuration Manager’s 
video card detection module would 
send carefully selected values out  
specific I/O ports and listen for any  
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