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You probably spend a lot of time worrying 
about things like server uptime and availability, 
software updates and security. But even if your 
infrastructure is running perfectly – every app and
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every file available across the network – your 
users may still be losing productivity. Sure, 
all the data they need is available, but how 
long does it take them to find it? 

A lot has been done to help people deal 
with information overload. Desktop search 
tools have made it easier to find that piece 
of information hidden among all the oth
er data stored on your system. (See my arti
cle ‘Find Anything with Windows Desktop 
Search’, available at: microsoft.com/technet/
technetmag/issues/2006/08/DesktopSearch) 
But what about all the data available on por

tals, stored in shares and trapped in business 
applications, let alone the valuable informa
tion stored in various employees’ heads. This 
information is vital to your users – they need 
this data to do their jobs, and they need it 
quickly for making timely and accurate busi
ness decisions. But think about how long it 
takes one of your users to find and gather 
data spread across the network. Now think 
about the potential impact this has on your 
enterprise’s bottom line. 

You need to reduce the amount of time it 
takes your users to track down information 

This article is based on 
a prerelease version of 
Microsoft Office SharePoint 
Server (MOSS) 2007. All 
information herein is subject 
to change.

You can also read ‘An 
Overview of Microsoft Office 
SharePiont Server 2007’ 
from the US January edition 
of TechNet online at: www.
microsoft.com/technet/ 
technetmag/issues/2007/01/
SharePoint/default.aspx
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stored throughout the enterprise. How can 
you do this? The answer, quite simply, is by 
using a search engine that provides enter
prise search capabilities.

Enterprise search can find information 
stored most anywhere in your organisation. 
Whether looking for data stored on the desk
top, tucked away on an intranet site, locked 
in a line of business (LOB) application, or 
kept in a person’s head, an enterprise search 
tool can help. (Don’t worry, you won’t have 
to implant any chips into your users’ brains.) 

An enterprise search solution combines 
desktop search with fast intranet search
ing capabilities. Ultimately, an enterprise 
search tool must be able to perform feder
ated searches, ones that can access multiple 
data sources with a single query. The user has 
a single interface where he enters the query. 
However, underneath the covers, the query 
is sent to several different search engines and 
then the results are displayed in one aggre
gated view. 

In this article I will discuss how Microsoft 
Office SharePoint Server 2007 (MOSS 2007), 
the next generation of Microsoft SharePoint 
solutions, provides a powerful search engine 
that will help you tear down the silos of in
formation in your organisation. MOSS 2007 
offers numerous improvements from previ

ous versions, completely redeveloped com
ponents and some brand new features. Here 
I will discuss some of these key components 
– such as indexing, propagation, relevancy 
and content sources – and how they will help 
you provide better enterprise search capabil
ities to your users.

Searching the enterprise with SharePoint
Enterprise search will be available in four 
versions with key differences: Microsoft Of
fice SharePoint Server 2007 for Search Stand
ard Edition, Microsoft Office SharePoint 
Server 2007 for Search Enterprise Edition, 
Microsoft Office SharePoint Server 2007 
Standard, and Microsoft Office SharePoint 
Server 2007 Enterprise. 

The main difference between the two 
Search Editions and the full SharePoint Ser
ver editions is that the two Search Editions 
do not include the People Search functional
ity (which also includes the integration with 
Knowledge Network for MOSS 2007), Busi
ness Data Catalog, or the enhanced Search 
Center with customisable tabs. Figure 1 de
tails the key differences. 

The UI offers a number of new features, 
including ‘Did you mean?’ capabilities. A 
mainstay for Internet search engines, this 
advises you when you may have misspelled a 

Microsoft Office SharePoint 
Server 2007 for Search  
Standard Edition

Microsoft Office SharePoint 
Server 2007 for Search  
Enterprise Edition

Microsoft Office  
SharePoint Server 2007 
Standard Edition

Microsoft Office  
SharePoint Server 2007  
Enterprise Edition

Indexes 40 file types out of the 
box (extensible)

40 file types out of the 
box (extensible)

40 file types out of the 
box (extensible)

40 file types out of the 
box (extensible)

Supports (out of the box) 
search on file shares, Web 
sites, SharePoint sites,  
Exchange Public Folders, 
Notes database files 

✔ ✔ ✔ ✔

Supports search on third-party 
document repositories

✔ ✔ ✔ ✔

Supports search for people 
and Expertise

✔ ✔

Supports searching on  
structured data sources

✔

Provides secure content  
access control

✔ ✔ ✔ ✔

Provides enhanced Search 
Center UI

✔ ✔

Document limit 400,000 Unlimited Unlimited Unlimited

Figure 1 Key differences of the four search offerings
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common search term (see Figure 2). The in
terface also includes hit highlighting and full 
support for “best bets”. But this only scratch
es the surface of the new search capabilities.

Finding people knowledge
One of the most interesting new offerings 
is the ability to search for people with cer
tain knowledge and expertise. This lets users 
tap into and leverage the knowledge held by 
employees throughout the organisation – an 
important step in breaking down the silos.

To enable this, indexing and searching can 
be performed on any Lightweight Directory 
Access Protocol (LDAP) directory, includ
ing Active Directory distribution lists and 

SharePoint user groups. In reality, MOSS 
doesn’t search the LDAP directories direct
ly; to enable people search, the LDAP infor
mation needs to be imported into MOSS. 
(Searches can also be performed across the 
entire enterprise infrastructure.) 

Search results can be grouped according to 
an individual’s ‘social distance’ – this refers to 
the distance from a user’s position (a sales as
sistant probably won’t want to give the CFO 
a call) and common interests. Figure 3 shows 
the results from a people search.

Searching business data
SharePoint can also index various types of 
business data. This includes line of business 
applications (such as HR applications, CRM, 
expense reporting, and so on). Traditionally, 
this sort of data is hard to access outside of 
the LOB application’s normal interface, mak
ing it difficult for the majority of employees 
to discover and use any of this data. 

But now MOSS search can retrieve data 
from any LOB application, such as a relation
al database or a Lotus Notes database, that is 
accessible through ADO.NET or Web servic
es. What’s special about this is that it does 
not require custom code to be written. With 
the Business Data Catalog feature, getting 
this business data is as easy as accessing any 
document or Web site. The Business Data 
Catalog feature can be simply integrated 
with the property management and custom
ised scopes offered by the Search Center.

Returning relevancy
Of course, any number of new features 
would offer little value if they didn’t pro
duce accurate results. Fortunately, MOSS has 
made some dramatic improvements in rele
vancy. Before I discuss these improvements, 
however, it’s important that you understand 
how relevancy in the enterprise differs from 
relevancy on the Internet. 

You may wonder why intranet searches 
can’t just rely on the same tools (and thus  
the same accuracy) as Internet searches. 
Simply put, these are two very different en
vironments with very different needs and 
requirements. These differences can be 
grouped into three main categories: security, 
structure and hierarchy. 

Security refers to the simple nature of Figure 3 Finding colleagues with relevant knowledge

Figure 2 The new ‘Did you mean…’ functionality in SharePoint searches
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the Internet versus the enterprise. Data on 
the Internet is commonly accessible anony
mously; indexing and searching does not re
quire authentication or security trimming. 
An enterprise environment, on the other 
hand, must adhere to a strict security model, 
including filtering the results to match the 
searcher’s permissions. 

The impact of structure has to do with 
density. The Internet is very rich and deep, 
with sites linking to other sites to augment 
their content. But in the enterprise, links are 
typically used for navigation, and the struc
ture is much less dense. 

Loosely related to link structure is the site 
hierarchy factor. On the Internet, there is 
typically no hierarchy to the sites and very 
few toplevel sites. An enterprise’s intranets, 
however, are usually planned out and hier
archical in nature. Even when an enterprise 
has multiple main root levels, there is usually 
only one main portal for the organisation.

These fundamental differences change the 
way in which an enterprise search solution 
indexes data and returns results. MOSS 2007 
aims to better meet the different needs of the 
enterprise. It features a new ranking engine, 
which was developed using existing technol
ogy combined with work from Microsoft 
Research and the MSN® team. Relevancy was 
increased through the creation of a series of 
relevance algorithms, which gather both in
ternal and external information about the 
documents and line of business data being 
crawled. When enterprise data is indexed, 
over 200 document types are scanned and 
algorithms are applied to detect language, 
extract metadata and perform text analysis. 
These new algorithms, which are tuned spe
cifically to meet the needs of enterprise data 
and LOB applications, dramatically improve 
the accuracy of results. 

Several metadata tags are included in the 
relevancy calculations. Here are a few of the 
things considered: 
Click distance Browsing distance from au
thoritative sites (shorter distances tend to be 
more relevant).
Anchor text Hyperlinks act as annotations 
on their target. In addition, they tend to be 
highly descriptive.
URL depth URLs higher in the hierarchy 
tend to be more relevant.

URL matching Direct matches on text that’s 
in URLs.
Metadata extraction Automatically extracts 
titles and authors from document text if they 
are missing.
Automatic language detection Helps create 
preference for results in your language.
File type biasing Certain file types tend to 
be more relevant (for example, PPT files are 
often more relevant than XLS files).
Text analysis Traditional text ranking based 
on such factors as matching terms, term fre
quencies and word variants.

How does the indexing work?
MOSS 2007 has made important improve
ments in how the indexing service works and 
how content is managed. For starters, you can 
specify if the content sources are SharePoint 
servers, Web sites, file shares, Exchange Pub
lic Folders, Lotus Notes databases or LOB 
apps. The overall indexing administrative ex
perience has been streamlined, letting you 
freely choose what, how and when to index 
across multiple content sources. This is han
dled through crawling rules, which let you 
specify paths to be included or excluded. You 
can even configure how the crawler follows 
the links of the URL. A builtin log gives a 
comprehensive view of the number of sites 
crawled and how they were indexed.

The index is similar to the index technol
ogy used in Windows Desktop Search. Two 
main components make up the index: a con
tent index and a properties store. This is an 
extremely efficient way to process the data. 
The content index includes the actual text 
contained in files as well as an associated in
verted index of words that are in your enter
prise index. The property store database is 
critical to processing the results. The prop
erty store database holds all the additional 
metadata properties (author, date created, 
document type, and so on) about all the doc
uments in the store. Structurally, the prop
erty store consists of a table of properties 
and their values. Each row in the table cor
responds to a separate document in the full
text index. The property store also maintains 
and enforces documentlevel security that is 
gathered when a document is indexed. 

The indexing and storage process starts 
with the index engine, which is responsi

On the 
Internet, 
there is 
typically no 
hierarchy. An 
enterprise’s 
intranets, 
however, 
are usually 
planned 
out and 
hierarchical 
in nature
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ble for crawling the content source. The en
gine begins crawling after it has verified it 
has an appropriate protocol handler to read 
the content sources. Once the correct proto
col handler for the content source has been 
loaded, the protocol handler and the neces
sary IFilters extract and filter the items from 
the content source. An IFilter is an addin 
that enables the index engine to open, read 
and index the contents of new file types it 
would not otherwise be able to fully index. 
IFilters extract the text and the metadata 
for each document and then pass the stream 
back to the index engine. 

The document properties are then stored 
in the properties store, and the actual text 
of the document is placed in the content 
index. But just before that happens, the in
dex engine removes ‘noise’ words. The en
gine also processes the information using 
wordbreakers and stemmers to streamline 

the data, enabling better query execution. 
(Wordbreakers break the text into words and 
phrases. Stemmers generate inflected forms 
of a given word.) 

The index engine uses continuous prop
agation, which allows the index to be built 
almost immediately. With continuous prop
agation, the index continues to be built even 
as the crawling process moves through the 
content sources. This enhancement allows 
for near immediate results – a dramatic im
provement over SharePoint Portal Sever 
2003, in which large content crawls could 
take days, and the index was only propagated 
when the crawl was completed. 

How does querying work?
When a user inputs a query or a custom ap
plication calls the index, the query engine be
gins processing the request. It first passes the 
query into a languagespecific wordbreaker. 
If the language cannot be identified, a neu
tral wordbreaker is invoked. After the query 
is broken down, the engine passes the infor
mation to a stemmer (if stemming is enabled) 
for further processing. This twostep process 
improves the relevance and effectiveness of 
the results returned by the query. 

If the query specifies property informa
tion, the content index is checked first for 
matches paired with documents in the prop
erty store, and then the properties in the que
ry are checked again to ensure a match. The 
query engine does an additional level of fil
tering to remove results that the user does 
not have permission to access. The match
ing results are returned in a list, ordered ac
cording to relevance. Figure 4 outlines how 
all the components of indexing and querying 
fit together. 

Enhanced management
Administrators will find it easier to manage 
the search environment. An improved set 
of common tools for end users and admin
istrators help to reduce the complexity in
troduced by the different connection points 
into the platform. And the search engine ben
efits greatly from the new management mod
el in MOSS 2007. (Figure 5 shows the main 
page used for modifying search settings.) 

Scopes, which allow you to control the 
different search capabilities, have also been 

Query Engine

Index Configuration
  -Central Administration

Property Store Content Index

Index

Returns Matches
  -Order of Relevance

Processes Data
  -Language
  -Wordbreaking
  -Stemming
  -PrivilegesBuilds Index

  -Wordbreakers
  -Stemmers

Crawls Content
  -Protocol Handlers
  -IFilters

Search Interface
  -Search Center
  -Custom Search App

Index Engine

SharePoint 
Sites

Network
Shares

External 
Web Sites

Exchange
Folders

Lotus Notes
Databases

Active
Directory

Business
Databases

Line of
Business 
Apps

Content Sources

Figure 4 Architecture of the MOSS 2007 enterprise search environment
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improved. Scopes let you easily search with
in a content source, essentially allowing you 
to manage the index in smaller chunks. In 
SharePoint Portal Server 2003, scopes are 
connected to the content sources, making 
them less flexible and somewhat challenging 
to manage. In MOSS 2007, scopes are sepa
rate from content sources, offering a great
er degree of flexibility. You can define scopes 
based on arbitrary content properties such as 
URL, type or author. You can even combine 
scopes to have multiple rules, for example, all 
technical documents by a specific author. 

Of course, if an administrator wants to im
prove the performance of the search engine, 
one of the most important things they can 
do is understand the current usage of the in
dex. One of the best new additions to the ad
ministrative toolset is query reporting. Out 
of the box query reporting functionality lets 
you quickly find information about query 

volume trends, top queries, clickthrough 
rates, queries with zero results, and so on. 
The query reporting can provide details at 
site level and the core service provider levels. 
Figure 6 shows a sample report. You can ex
port the information to Microsoft Excel® for 
further analysis and for pivoting on the data.

Security and privileges 
As I mentioned earlier, the query engine fil
ters out results so the list  that the user sees 
only includes documents that the user has 
permission to access. (In SharePoint Portal 
Server 2003, the user is presented with links 
that he might not have proper permissions to 
follow.) One caveat regarding security trim
ming is that MOSS 2007 does not security 
trim Web crawls. You cannot trim the Web 
sites due to the fact that the HTTP protocol 
has no way to read back the access control 
info. Additionally MOSS 2007 doesn’t let 

Figure 5 Configuring 
search settings

TechNet Magazine April 2007   25

20_26_Search.desFIN.indd   25 27/3/07   13:51:58



you security trim the Business Data Catalog 
or People searches. 

MOSS 2007 respects the existing access 
control lists (ACLs), ensuring the security of 
documents in the index. This is a major dif
ferentiator from several other search tools. 
Unlike some search engines, which require 
you to use a config file to set permissions 
on files manually, MOSS 2007 allows you to 
keep in sync with current permissions. 

The index can quickly reflect changes in 
the ACL for a single document. Say, for ex
ample, there is an Excel spreadsheet current
ly stored in the index and the ACL for the 
document is changed to be restrictive. An ad
ministrator can reindex and crawl just that 
one document and the security trimming 
will happen immediately (and, if necessary, 
the document can be completely removed 
from the index).

In addition, individual documents can be 
assigned unique permissions or be set to in
herit the permission settings from a docu

ment library or parent directory. This makes 
the process of selecting the groups or indi
viduals that are allowed to view, edit and save 
documents much more straightforward. 

There have also been enhancements to au
thentication and signon management. The 
secure credential cache is now extensible, 
making it possible for MOSS to accept sin
gle signon credential caching systems from 
thirdparty sources and customcoded add
ons. In addition, the core authentication can 
now accept thirdparty systems. These two 
enhancements build on the new ASP.NET 
provider model, which allows the use of oth
er directory services. 

Customisation
In MOSS 2007, you have a number of op
tions for modifying the user interface. The 
UI can be customised with many of the 
tools you already use to modify Web sites. 
There are also new tools, such as the Office 
SharePoint Designer, which helps you build 
Master Pages (offering an easy way to build a 
branded site). Figure 7 shows a search results 
page being edited.

Out of the box, MOSS 2007 provides two 
tabs for the Search Center interface: All Sites 
and People. You can simply add extra tabs 
that reflect the different types of informa
tion your users search on most frequently. 
For example, you can provide a direct entry 
into any of your enterprise applications, data
bases or even directory services. You can even 
correlate these tabs to scopes. This is handy 
for creating contextualised search tabs on 
specific content. Note that the searchonly 
editions do not support this customisation 
of the search tabs. 

Wrap-up
As you’ve seen, MOSS 2007 provides some 
pretty compelling new enhancements to en
terprise search functionality, allowing your 
users to be more efficient and more pro
ductive. For more info, see: microsoft.com/ 
technet/prodtechnol/office/sharepoint  ■

Matt Hester is a TechNet presenter on 
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Figure 6 Query report in MOSS 2007

Figure 7 Customising the look of a search results page
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