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technologies as well as enhancing those introduced in Windows Vista®. Find out about 
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BitLockerTM To Go and extending authentication profiles.   Chris Corio
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Windows 7 is set to deliver PKI enhancements that significantly improve the deployment 
and operational experience for users. Discover some of the major changes it will make in 
terms of server consolidation, improved exisiting scenarios, software + services and strong 
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39  What’s new in Office communications Server 2007 R2  

Office Communications Server 2007 R2 introduces not only a number of brand-new 
features, it also delivers some significant enhancements to existing functionality. Here’s 
an overview of some of the most important new features and functions you’ll find in this 
latest release.  Stephanie Pierce

50  Deploying applications with Terminal Services  

Without too much effort, you can deploy a terminal server to host the applications 
you need in your environment. But there are some important decisions you’ll need to 
make to ensure your implementation meets user expectations. Greg Shields discusses 
the various options you have and explains how they will affect you.  Greg Shields
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The challenges of SharePoint Server configurations.  Pav Cherny
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Sadly, this is the last printed issue of TechNet Magazine 
UK. From now on, there will be two ways you can read the 
magazine. You can follow our articles online at  
http://technet.microsoft.com/en-gb/magazine. The content 
will be aligned with that of the US magazine and as that is 
published monthly, you’ll benefit from more articles. 

If you prefer a printed magazine, you can subscribe to the 
US edition of the magazine. This is available in two versions in 

the UK. You can get 12 issues of the US TechNet Magazine plus the TechNet Magazine 
CD for £39.95, or just the TechNet Magazine CD for £9.95 including VAT and P&P.  
These are available from our partner publisher at www.parkway.co.uk/technet

Inside we take a look at what the future holds with Windows 7, find out how to 
make the most of information to gain business advantages, and consider joined-up 
communications with Office Communications Server. Windows 7, the next version 
of Windows, is already attracting positive comments. One area that’s proving popular 
is the set of new and improved security features. Chris Corio takes an in-depth look 
at what’s on offer in this area on page 13. On a related topic, John Morello looks at 
the enhancements to PKI (Public Key Infrastructure) in Windows 7 and in Windows 
Server 2008 R2, to make PKI more available and more secure. 

The Microsoft SharePoint team has helped put the information together for our 
feature on Business Intelligence with SharePoint And Excel. Most companies have 
valuable business data that isn’t being used to full advantage, and in these tough times 
you need to make use of all the assets available. Office Communications Server is 
still a relatively new addition to Microsoft’s range of communications software, but 
it’s a great way to bring phone calls and Instant Messaging into a more organised IT 
environment. Find out about the Release 2 features on page 39.

Hopefully this is not goodbye but rather see you in our new home on the 
Microsoft UK TechNet website. Thanks for reading

Georgina Lewis, IT Professional Audience Manager
email: gmitcham@microsoft.com   blog: http://blogs.technet.com/curiousgeorge
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Microsoft SurfaceTM has 
been launched in the 

UK. The coffee-table style  
device has a multi-touch 
screen surface so it can be  
operated from any side by  
several people at once. 

Us i n g  t h e  t o u c h - 
sensitive screen users can drag, 
open, or otherwise interact 
with the information they’re  
being shown. 

The table can also react to objects placed on 
top of it, so that if a digital camera were placed 
on the table, the photos from the camera would  

appear on the screen. Microsoft 
says that Surface will let users  
interact  with digital  
content the same way they have  
interacted with everyday items 
such as photos, paintbrushes 
and music their entire lives: 
with hands, with gestures and 
by putting real-world objects 
on the surface. 

Current applications  
include a Tesco’s Wine Club application and Barclays 
Bank navigation of information about Barclays’ 
Premier banking account. 

Find out more at: www.microsoft.com/surface

Faster, more secure IE8

N
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S
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Office Accounting 
2009 released

Touch sensitive Surface is launched 

Office Communications Server 
2007 Release 2 (R2) is now 
fully available with enriched 
audio and video conferencing, 
powerful new developer  
tools, and enhanced  
voice capabilities.

Office Communications 
Server 2007 R2 delivers 

important new functionality 
that extends software-powered 
voice, particularly for remote 
and mobile workers; provides 
on-premise audio-conferencing 
to help reduce operational 
costs; and introduces 
new developer advances, 
including the ability to build 

communications-enabled 
business processes. These 
enhancements will improve 
business communications 
through a unified infrastructure 
and user experience. 

For more information 
visit: www.microsoft.com/
communicationsserver

OFFIcE cOMMuNIcATIONS SERvER 2007 
Microsoft Office Accounting 
2009 has a number of 
improvements including the 
ability to view accounting 
information conveniently on 
your desktop with the Amounts 
to Pay Today. This Vista gadget 
displays up-to-date information 
about payments that are 
currently due – even if Office 
Accounting 2009 is not running, 
or if it is running with a different 
company open. 

The new version also has 24 
new reports to help analyse 
your company data. The reports 
include summaries of the 
day’s receipts that are ready to 
deposit; analysis of profitable 
customers and who owes 
you money; 
inventories 
of profitable 
items and 
those that 
need to be  
re-ordered; and 
year-on-year 
reports. Office 
Accounting 
Express Edition 
2009 is also available 
for free download.

Find out more at:  
office.microsoft.com/en-us/
accounting

Internet Explorer® 8 (IE8) has been released, with fea-
tures making it easier to use, faster and more secure. 
Security improvements make warnings more obvious, so 
users are shown problems if an attempt has been made 
to send them to a spoof copy of a legitimate website, for  
example. The safeguards are also applied more  
automatically, so that if malicious code has been added to 
a legitimate site, IE8 doesn’t activate it on the page. 

The Smart Address Bar matches what you type into the 
Address Bar with titles from your History and Favourites 
lists and there’s an option to reopen your last browsing 
session if you accidentally close the browser. 

Another improvement is the Accelerator feature. This 
lets you click on a word or phrase, and use a web service 
to map it, share it or email it. The search tool now has 
added real-time search suggestions, including images and 
rich text, from your chosen search provider. There is a 
quick pick menu at the bottom of the Search box, enabling 
people to toggle back and forth between their favourite 
Web sites and search providers’ Search Suggestions with 
a simple mouse click. 

Take a look for yourself at: 
www.microsoft.com/internet-explorer

“Corporate success is 
everybody’s business” was 
the motto for Microsoft at 
CeBIT in March. Microsoft’s 
‘Software + Services’ approach 
to cloud computing was the 
main highlight, along with new 
products such as Windows 7 
Beta and Internet Explorer 8. 

A major focus was on 
Windows Azure, the operating 
system for Internet-based 
applications that is currently in 
development. Microsoft’s plans 
for Office Online Services were 
also announced with details of a 
European trial.  

For further information 
on the Microsoft CeBIT 
announcements visit:   
www.microsoft.de/cebit

cebit in Germany 
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If want to make your 
IT use greener, Microsoft 

has launched websites 
aimed at both personal and  

business users. The Lighten 
Up site has suggestions on how 

to reduce waste and cut costs, while 
the Green IT site has sustainability  

calculators to let you estimate your  
company’s carbon footprint and see the 
savings you could achieve through green 
IT plans. There’s also an Environmental 
Sustainability Dashboard for Microsoft 

Dynamics AX that can help small and midsized 
businesses run more efficiently and measure 
their carbon footprint. 

Microsoft itself plans to reduce its carbon 
emissions by at least 30 per cent by 2012 by  
improving energy use in Microsoft  
buildings and operations, reducing air travel, and  
increasing use of renewable energy.

For more visit:  
www.microsoft.com/uk/reducewaste
www.microsoft.com/environment/greenit/
www.microsoft.com/environment/ 
campaign_dynamics.aspx

Stephen Elop sets out his future vision
Stephen Elop, president of the Microsoft Business 
Division, has celebrated the first year in his role 
with a look forward to how he sees the company 
developing. Elop’s division includes business groups 
such as the Information Worker and Microsoft 
Business Solutions, and products such as Microsoft 
SharePoint, Microsoft Unified Communications, 
Microsoft Office and Microsoft Dynamics®. In his 
keynote address at the Wharton Business Technology 
Conference, he described the future of business  
technology with software that connects people re-
gardless of location and puts at their disposal the 
information they need to make decisions, be more 
productive and perform on their own terms.

The speech was illustrated by a short video  
showing examples such as a business person  
finding a co-worker at a crowded airport through 

GPS and mobile phone  
technology; an architect  
developing a “green” build-
ing while working at home, 
with all the information he 
needs at his fingertips; and 
students in two countries 
working on a joint project 
without worrying about  
differences in location or language.

Elop explained how content will be created in 
simple but compelling ways, even across cultural 
and skill barriers, that information will be relayed 
securely and within context – with computers that 
understand what’s needed to complete a task. 

For more visit:  
www.microsoft.com/uk/whartontechconf

Lighten your footprint

Microsoft online 
Microsoft Business Productivity 
Online Suite, part of Microsoft 
Online Services, has been made 
available for trial to businesses 
in the UK along with 18 other 
countries. It provides online 
access to Exchange, SharePoint, 
Office Communications and 
Office Live Meeting, along with 
the Business Productivity Online 
Deskless Worker Suite, an email, 
calendaring and collaboration 
service for the occasional user. 

Stephen Elop, president of 
the Microsoft Business Division, 
said that customers can save 
between 10 per cent and 50 per 
cent in IT-related expenditures 
as a result of deploying 
Microsoft Online Services.

The Deskless Worker Suite 
is aimed at the 40 per cent of 
users who have no access to 
messaging and collaboration 
products because their level 
of use doesn’t justify full-time 
access. The low price of the 
subscription rate (currently 
listed at €2.56 or £2.01 per 
month per user) will enable 
companies to provide all 
employees with access. 

Visit: www.microsoft.com/
online/en-gb

Visitors to Convergence 2009 
in New Orleans were shown 
how to make the most of 
their investments in enterprise 
resource planning (ERP) 
and customer relationship 
management (CRM). 

Microsoft Business Solutions 
Corporate Vice President Kirill 
Tatarinov emphasised specific 
ways in which Microsoft has 
helped ease costs such as 
zero per cent financing for a 
limited time to approved new 
Microsoft Dynamics ERP and 

CRM customers. An initiative 
called “Unleash Your Potential” 
was also announced. This is 
designed to help customers 
discover further value from 
their Microsoft Dynamics ERP 
solution by identifying the 
system capabilities they need 
to improve their businesses and 
plan ahead for possible strategic 
investments.

A set of eight software 
extensions, the Microsoft 
Dynamics CRM Accelerators, 
were released for download free 

to Dynamics CRM customers. 
The CRM Accelerators are 
add-on solutions that can be 
deployed to extend marketing, 
sales and service capabilities. 
Microsoft Dynamics CRM 
Accelerators are Analytics, 
Business Productivity, CRM 
Notifications, Enterprise 
Search, eService, Event 
Management, Extended 
Sales Forecasting and Sales 
Methodologies, and can be 
downloaded at: www.codeplex.
com/crmaccelerators

FREE DOWNLOADS AT cONvERGENcE 09 
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The UK IT Professional Teams
As the magazine goes online, the UK IT Professional group will continue 
to assist you as you plan, deploy, maintain or support Microsoft products

Manveel Deol
Technical Audience Marketing Manager
I joined as a student last year, and manage the com-
munity plan and am involved in the MVP pro-
gramme. I have worked with a user group leaders in 
and around the Reading and London area, holding 
special events, attractting over 80 people. I’m keen to 
expand this reach geographically and would love to 
set up user groups from in other areas.

http://mannysmicrosoft.spaces.live.com/
t-mdeol@microsoft.com

Community:
http://technet.microsoft.com/en-gb/community
http://technet.microsoft.com/en-gb/community/bb380163

MVP:
http://mvp.support.microsoft.com/

Georgina Lewis
Technical Audience Marketing Manager
I’ve been editor of TechNet newsletter and  
TechNet magazine for two years. I hope the new 
webzine will prove as popular as the print version:  
http://technet.microsoft.com/en-gb/magazine

For the last six months I’ve changed focus to 
think about IT management. We’ve recognised 
that, while TechNet is an awesome resource for 
the technical side of things, we haven’t been  

providing the higher level strategy content. So 
to address this we have launched the TechNet IT 
Management Portal, with information on platform  
solutions, licensing and roadmaps.

gmitcham@microsoft.com
http://blogs.technet.com/curiousgeorge/
http://twitter.com/GeorginaLLewis
http://technet.microsoft.com/en-gb/itmanagement/ 
default.aspx

Phil Cross
Technical Audience Group Manager
I manage the IT Professional Audience team here 
in the UK and have been doing so for 5 years. 

Most of my time is spent working across 
Microsoft in the UK, and Microsoft Corp, trying to 
make a difference to the way we interact with you 
so you get more out of Microsoft technology. 

My focus in the team is on security and I also 
work with the press, analysts, influential bodies and  

communities. I try to make the budget balance as 
fast as the team spends it and I also run a few cross 
Microsoft Virtual teams to drive more collaboration 
across our different groups. A varied job but one I love  
doing and, as I am measured on customer  
satisfaction, if you have any general queries or  
feedback I’d be delighted to hear from you.

philcr@microsoft.com
http://twitter.com/philcr

Alexandria Ball
Technical Audience Marketing Manager
I currently look after the TechNet programme,  
encompassing events, TechNet newsletter, TechNet 
plus and TechNet online, ensuring you get the 
technical content you want when you want it. For 
example Windows TechCentre has lots of great  
resources on Windows 7, Vista and XP for  
whatever stage of the product lifecycle you are at 
(www.technet.com/windows). 

We will also be looking at moving some of our 

face-to-face events to a virtual environment, giving 
you access to the great TechNet content at home or 
at the office. Check out www.technet.com/events to 
find out what events are happening now.

To keep up to date with the latest Microsoft and 
IT professional news sign up to our newsletter  
(www.technet.com/newsletter) which will include the 
latest articles from the online TechNet magazine.

alexandria.ball@microsoft.com
http://twitter.com/alex_ball
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Your UK IT Professional Microsoft team

James O’Neill
IT Professional Evangelist 
I used my first Microsoft product in 1979 and 
joined Microsoft 21 years later, specialising in 
messaging technologies. In the five years before 
joining Microsoft, I ran my own consultancy  
company, and in 1993 I became a Microsoft 

Certified Systems Engineer (MCSE) with a focus on  
messaging and systems management. I am a huge 
fan of Windows Powershell, as you will see from 
my blog.  http://blogs.technet.com/jamesone/

jamesone@microsoft.com
http://twitter.com/jamesoneill

Eileen Brown
Manager, IT Professional Evangelist Team
I’ve been in the IT Professional  Evangelism team 
since its inception in 2004, initially as an Evangelist, 
but now as team manager.  

I’m still really interested in techy stuff and new 
web concepts, so the social media phenomenon, 
which seems to have exploded in the last couple 
of years, really fascinates me. I’m also interested 
in how Web 2.0 has changed the way we interact 
with customers and companies and curious about 

how the development of the Semantic Web world 
of Web 3.0 and beyond will change the way we use 
the Internet.  

Before joining Microsoft I specialised in Enterprise 
messaging systems and host-based computing, so I’m 
really interested in our Unified Communications set 
of products, both as a set of technologies and as an 
enabler for flexible working.

http://blogs.technet.com/eileen_brown
http://twitter.com/eileenb

Viral Tarpara
IT Professional Evangelist
As a Microsoft IT Evangelist I’ve been fortunate 
enough to be able to understand the strategic  
relevance of IT to the success of businesses and  
social projects. Sound IT policy is the cornerstone for 
all organisations and can no longer be neglected in  
today’s competitive landscape.

Understanding the role of employees, vendors, inte-
grators and communities is crucial for any IT manager 
if they’re going to be successful. Being able to separate 
the noise and zeal from pragmatic debate is essential, 
especially when weighing the pros and cons of com-

mercial and free open-source software. My hope is 
that some of the websites b low will give you a well-
rounded view of both sides of the IT spectrum.

Blog: http://blogs.technet.com/tarpara
http://twitter.com/tarpara

Open source lab Port25 – http://port25.technet.com
Microsoft Interoperability – www.microsoft.com/interop
CIO Magazine – www.cio.com
Sharepoint Fantastic 40 Demos – www.wssdemo.com
Slashdot – www.slashdot.com
Developer YouTube Channel – www.youtube.com/ukdpe

Andrew Fryer 
IT Professional Evangelist
Since Joining Microsoft over 18 months ago I have 
focused on SQL Server and Business Intelligence, 
to coincide with the launch of SQL Server 2008. 
And I still enjoy this, especially going to SQLBits.
But it’s time for me to look at another area of  
interest and that is security. From now on I will be 
keeping you abreast of all the best practice and tools 

to ensure that you and your organisation are as well 
protected as is possible. I realise I may be stating 
the obvious here but for you and your friends and  
family the key resource is to get safe online at  
www.getsafeonline.org.

afryer@microsoft.com 
http://blogs.technet.com/andrew
http://twitter.com/deepfat
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Security

An introduction to 
security in Windows 7

Windows Vista introduced a variety of new security 
technologies that had a significant impact on the 
Windows ecosystem. User Account Control made it 
clear that Microsoft wanted to make it easy for users

Chris Corio

to run Windows without being in the  
Administrators group. BitLocker introduced 
full volume encryption for the Windows client.  
Protected Mode Internet Explorer helped to 
make browsing the Internet a safer experience.

In Windows 7, Microsoft has continued 
its investment in security by adding new  
technologies as well as enhancing many of the 
technologies introduced in Windows Vista. 
In this article, I will provide an overview of 
the new security features and enhancements 
you’ll find in Windows 7. 

Windows biometric framework
Windows Vista included a redesign of the  
Winlogon experience. This experience  
removed the GINA (Graphical Identification 
and Authentication) infrastructure and added 
the Credential Provider extension model. The 
Credential Provider infrastructure was a set of 
interfaces that allowed consistency when third 
parties extended the user experience around 
users entering credentials, and it integrates into 
the common Windows credential dialog.  

For Windows 7, Microsoft has added the 
new Windows Biometric Framework (WBF). 
With fingerprint readers becoming far more 
common, it became clear that defining a  
common framework for exposing, managing, 
and using these technologies was necessary to 
drive development and reliability. The WBF is 
intended to make it easier to support biometric 
authentication devices. In Windows 7, WBF 
supports only fingerprint readers, but it can be 
expanded in the future.  

The WBF core platform consists of these 
main components:

•	 Windows	 Biometric	 Driver	 Interface	
(WBDI)

•	 Windows	Biometric	Service	(WBS)
•	 WBF	API
•	 WBF	 User	 Experience	 and	 Integration	

Points 
•	 WBF	Management

 
The	Windows	Biometric	Driver	Interface	

(WBDI)	is	meant	to	provide	a	common	driv-
er interface for biometric devices. It con-

Parts of this article are 
based on prerelease code. All 
information herein is subject 
to change.

At a glance:
Windows Biometric Framework

Extending Authentication Profiles
Bitlocker To Go

UAC Improvements
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sists of a variety of interfaces that expose the  
appropriate data structures and IOCTLs  
(Input/output controls) for biometric devic-
es to integrate into the biometric framwork.  
Drivers	 can	 be	 implemented	 in	 any	 of	 the	 
common driver frameworks, including  
Windows	Driver	Model,	Kernel	Mode	Driver	
Framework,	and	User-Mode	Driver	Framework	
(UMDF).	UMDF,	however,	is	the	recommend-
ed driver framework for biometric devices 
because it provides the additional benefit of 
greater reliability for Windows in case a crash 
occurs in the biometric device driver.
The	Windows	Biometric	Service	(WBS)	is	

the key component that ties together WBF. 
WBS	 interfaces	 with	 the	 biometric	 device	
drivers and also exposes the Windows Bio-
metric Framework APIs, allowing applica-
tions to interact with these devices. 
An	 important	 feature	 of	WBS	 is	 that	 it	

never reveals a user’s actual biometric data to 
unprivileged applications. This is important 
because, unlike a password, it’s very difficult 
for someone to change their biometric sig-
nature once it’s been compromised. Instead, 
the	WBS	exposes	a	handle	(typically	a	GUID	
or	 a	 SID)	 that	 allows	 applications	 to	work	
with the biometric data indirectly.
WBS	 also	 manages	 pools	 of	 biometric	

authentication devices. This enables you 
to control how biometric devices are used. 
Certain devices can be used with any Cre-
dential	 Dialog,	 such	 as	 the	 logon	 prompt	
or a UAC prompt. For example, you can set 
up Parental Controls on your home system, 
and when elevation is required on the sys-
tem, you can simply swipe your finger to 
provide elevation. This pool of biometric 
devices	 is	 referred	 to	 as	 the	 System	 pool.	
There are two other pools of devices. There 
is the Private pool, which allows applica-
tions to offer authentication that is not in-
tegrated with the Windows authentication 
infrastructure. And there is the Unassigned 
pool, which is for devices that, as you might 
have guessed, fit neither of the previous 
two pools.

Each device that is part of a device pool is 
actually	abstracted	away	by	the	WBS	using	
a data class called a Biometric Unit. The Bio-
metric	Unit	plugs	into	the	WBS’s	Biometric	
Service	 Provider	 (BSP),	 which	 implements	
policies and behaviours specific to a set of 

biometric devices. The Biometric Unit allows 
the	BSP	to	provide	any	facilities	that	a	partic-
ular device might not support, such as stor-
ing fingerprint data or processing fingerprint 
data after it’s been acquired by a device.

The third major component of the WBF 
is the set of APIs, also known as the Win-
Bio* APIs, that can be used by applications 
and user mode components to directly in-
teract with the devices. This includes in-
teracting with a device during the original 
enrollment process for obtaining a user’s fin-
gerprint and correlating it with a particular 
user account, as well as the task of verify-
ing a user for logon or UAC. These APIs also 

expose data about the specific biometric de-
vice and its characteristics. In addition, the 
WBF APIs can be extended to allow an appli-
cation to interact with proprietary aspects of 
a particular device.  

The WBF exposes two main ways to con-
figure the use of biometric devices. For end 
users, there is a Control Panel applet, which 
is exposed in a few locations. You can find 
the	Biometric	Devices	Control	Panel	under	
Hardware	 and	 Sound.	 From	 this	 location,	
the user can launch a third party fingerprint 
management application. Windows 7 does 
not provide a built-in fingerprint manage-
ment application, so any third party vendor 
or OEM will have to write its own. (Note 
that the Windows Biometric Framework 
supports local and domain logon, as well as 
fingerprint-based UAC through the built-in 
Biometrics Credential Provider.) 

The Windows Biometric Framework can 
also be managed through Group Policy. An 
administrator can enable or disable the en-
tire framework, as well as manage what types 
of logons can use biometrics (for example, 
local and domain logons can be configured 
differently).

WBS	never	reveals	a	 
user’s actual biometric  
data to unprivileged 
applications
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Extending authentication protocols
Windows 7 enhances the home and small net-
work experience with a feature called Home-
group. Users can share data, such as media 
files, between computers in a home and use 
an	online	ID	to	authenticate	between	these	
computers. Users must explicitly link their 
Windows	user	account	to	an	online	ID	in	or-
der for this functionality to work. Authen-
tication is enabled by a new protocol called 
Public	Key-based	User	to	User	or	PKU2U.	

Windows 7 also introduces an extension 
to the Negotiate authentication package, 
Spnego.dll.	 SpNego	 is	 the	 feature	 that	 de-
cides which authentication protocol should 
be used when authenticating. Before Win-
dows 7, it was typically a choice between 

Kerberos	and	NTLM	(Windows	Challenge/
Response). The NegoEx extension is treated 
as an authentication protocol by Windows 
and it supports two Microsoft security sup-
port	providers:	PKU2U	and	Live.	It’s	also	ex-
tensible to allow for development of other 
security support providers.

Both of these features work when con-
necting to another computer in the Home-
group	 using	 an	 online	 ID.	 When	 one	
machine connects to another, the negotiate 
extension	calls	the	PKU2U	security	support	
provider	on	the	login	computer.	The	PKU2U	
security support provider obtains a certifi-
cate from the certificate authority policy 
engine and exchanges the policy (along with 
other metadata) between the peer comput-
ers. When validated on the peer computer, 
the certificate is sent to the logon peer for 
validation, the user’s certificate is mapped 
to a security token, and the logon process 
is completed. 

BitLocker core enhancements
With Windows Vista, Microsoft introduced 
BitLocker. This is a full volume encryption 
solution designed to protect the data on  
laptops and desktop machines, such as 
branch office servers, even if the machine is 
lost or falls into the wrong hands. In Win-
dows 7, many enhancements have been made 
to the management of BitLocker. These  
include consistent enforcement through 
all interfaces (the UI, the manage-bde com-
mand line tool, and the WMI provider) and 
separate Group Policy settings for fixed data 
drives. There are also new Group Policy  
settings that allow you to update your  
passwords	and	integrate	with	Smart	Cards	on	
non-OS	drives,	 and	you	can	also	 change	 the	
behaviour related to automatic unlocking.

In Windows Vista, there have been com-
plaints about it being difficult to partition 
the	 OS	 drive	 to	 prepare	 for	 a	 BitLocker	
installation – especially when the operat-
ing system is already installed. This problem 
has been addressed with two enhancements 
found in Windows 7. First, by default during 
Windows 7 setup, users will get a separate ac-
tive system partition, which is required for 
BitLocker	to	work	on	OS	drives.	This	elimi-
nates a second step that was required in many 
environments. In addition, you can partition 
a drive for BitLocker as part of BitLocker 
setup if you do not already have a separate 
system partition.(see Figure 1). 

BitLocker To Go
One of the most visible and most impor-
tant additions is BitLocker To Go, which is 
designed to protect data on removable data 
drives. It allows you to configure BitLocker 
Drive	Encryption	on	USB	flash	drives	and	ex-
ternal	hard	drives.	Design	goals	for	BitLocker	
To Go called for the feature to be easy to use, 
for it to work on existing drives, to allow for 
the recovery of data if necessary, and to en-
able the data to be usable on Windows Vista 
and Windows XP systems.

There are many management enhance-
ments for IT managers to take advantage 
of with this feature. The most notable is a 
new Group Policy setting that lets you con-
figure removable drives as Read Only unless 
they are encrypted with BitLocker To Go. 
This is an excellent step forward in ensuring 

One of the most visible 
additions is BitLocker To  
Go, which is designed to 
protect data on removable 
data drives.
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that critical corporate data is protected 
when	 a	USB	flash	drive	 is	misplaced	by	 an	
employee.  

Also notable is the ability to recover data 
from any BitLocker To Go device when the 
data is inaccessible. This technology, called a 
Data	Recovery	Agent,	was	ported	 from	 the	
Encrypted	 File	 System	 (EFS)	 feature	 and	 
allows easy recovery of corporate data on a 
portable drive using the key created by the 
enterprise. 

Getting BitLocker To Go functional-
ity to work on Windows XP and Windows 
Vista required some reengineering of the 
core BitLocker feature. To do this, the team 
refactored the method by which BitLocker 
protects FAT volumes. BitLocker behaviour 
was modified to overlay a “discovery volume” 
onto the physical, original volume and vir-
tualise the blocks overwritten. The discov-
ery volume contains the BitLocker To Go 
Reader as well as a readme file. This is called a  
Hybrid BitLocker drive. By default, when a 
FAT drive is encrypted, a hybrid BitLocker 
drive is created. The discovery drive is visible 
only on the Windows XP and Windows Vista 
operating systems.  

The reader will also be available on the 
Microsoft download center after Windows 7 

is released. The application provides read-only 
access to BitLocker drives that utilise the 
password key protector. Note that smart card 
authentication is not available when using 
the BitLocker To Go Reader.  

UAC improvements
User Account Control (UAC) is an often  
misunderstood technology. First off, it’s  
actually a collection of features rather than 
just a prompt. These features include File and 
Registry	Redirection,	Installer	Detection,	the	
UAC	 prompt,	 the	 ActiveX	 Installer	 Service,	
and more. These features are all designed to  
allow Windows users to run with user  
accounts that are not members of the  
Administrators group. These accounts are 
generally	 referred	 to	 as	 Standard	 Users	 and	
are broadly described as running with least  
privilege. The key is that when users run with 
Standard	 User	 accounts,	 the	 experience	 is	
typically much more secure and reliable.

Many developers have started to target 
their	applications	to	work	well	for	Standard	
Users. Businesses now have a clearer path 
toward	 deploying	 Standard	 User	 accounts,	
allowing these businesses to reduce sup-
port costs and the overall TCO (total cost of  
ownership) of its computers. In the home, 

Figure 1 Preparing a 
Drive for BitLocker
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families	can	use	Standard	User	accounts	for	
children along with Parental Controls to 
create a safer environment.  

Windows 7 includes numerous  
enhancements	to	improve	the	Standard	User	
experience, and new configuration settings 
provide more control over the User Account 
Control prompt when run in Administrator 
Approval Mode. The goal is to improve us-
ability while continuing to make it clear 
to independent software vendors that the  
default security context they should be  
targeting	 is	 that	 of	 a	 Standard	 User.	 In	 
practice, these changes mean that users are not 
prompted for common administrative tasks 
in Windows 7. This is the setting that says  
“Notify me only when programs try to make 
changes to my computer.”

The way this works is fairly straightforward. 
During	process	creation,	the	policy	is	checked	
to see if this setting is enabled. If the process 
being created is part of Windows, which is 
verified by checking the Windows catalog 
files for its signature, the process is created  
without a prompt. This setting does not prompt 
when you change Windows settings but  
instead enables you to focus on administrative 
changes being requested by non-Windows  
applications (such as installing new  
software). For people who want greater control  
changing Windows settings frequently,  
without the additional notifications, this  

setting results in fewer overall prompts and 
enables users to zero in on the key remaining 
notifications that they do see.   

The other significant change is that several 
components no longer require Administrator 
privileges. For example, users can configure 
whether their desktops should be displayed in 
High	DPI	mode,	a	commonly	used	feature	as	
computer screens get larger and pixel sizes get 
smaller.	Another	example	is	that	Standard	Us-
ers can now reset their network connection 
when physically logged into the computer, a 
common request Microsoft has heard from 
both home users and enterprises. 

Reducing prompts also means streamlining 
areas where multiple prompts were encoun-
tered for a single user action. On Windows 
7, for instance, installing ActiveX controls 
in Internet Explorer is much smoother. On 
Windows Vista, Internet Explorer 7 would 
create the IEInstal.exe process to perform 
the installation of an ActiveX control. This 
resulted in a UAC prompt that asked if you 
wanted “Install an IE Add On” to run with 
Administrator privileges. This prompt didn’t 
provide much context about exactly what 
was being installed and Internet Explorer 
would immediately prompt you to approve 
a particular control. On Windows 7 with 
Internet Explorer 8, the install process has 
been modified to use the ActiveX Installer 
Service,	which	will	extract	the	ActiveX	con-

Figure 2 User Account 
Control When Installing 
an ActiveX Control
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trol’s publisher information and display it  
during the installation experience (see 
Figure 2). The new approach also removes 
the second prompt during the installation of 
an ActiveX control.

AppLocker
The ability to control which applications 
a user, or set of users, can run offers signifi-
cant increases in the reliability and security 
of enterprise desktops. Overall, an applica-
tion lockdown policy can lower the TCO of 
computers in an enterprise. Windows 7 
adds AppLocker, a new feature that controls  
application execution and makes it even  
easier to author an enterprise application 
lockdown policy.  
Durga	 Prasad	 Sayana	 and	 I	 discussed	 ap-

plication lockdown policies in last year’s 
security issue in an article titled “Applica-
tion	 Lockdown	 with	 Software	 Restriction	
Policies” (available at www.microsoft.com/uk/ 
technet/applockdown). In the article, we de-
tailed a number of challenges that an enter-
prise must overcome when creating such a 
policy.	Some	of	 these	challenges	 include	 the	
following:

•	 Understanding	 what	 software	 is	 used	 in	
your environment

•	 Knowing	which	applications	various	users	
should be allowed to run

•	 Knowing	 how	 to	 author	 the	 necessary	
policy

•	 Determining	whether	 a	 policy	will	work	
correctly when deployed 

To address these hurdles, AppLocker offers 
a new approach that can audit how an appli-
cation lockdown policy will work. It provides 
the ability to control how users run all types of 
applications – executables, scripts, Windows 
Installer	 files,	 and	 DLLs.	 And	 it	 offers	 new	 
application lockdown policy primitives that 
are more specific and are not subject to break 
as easily when an application is updated.  
Windows 7 also includes support for legacy 
Software	 Restriction	 Policy	 (SRP)	 rules,	 but	
there is no support for the new AppLocker 
rules on Windows XP and Windows Vista.

The enforcement modes are all imple-
mented on top of AppLocker’s underlying 
enforcement agent, which is implement-
ed in the appid.sys driver. This driver offers 

the ability to have kernel mode rule check-
ing for such events as process creation and 
DLL	 loading.	 For	 applications	 that	 imple-
ment enforcement in User Mode, the legacy 
SaferIdentifyLevel	API	is	used	to	determine	
whether	 an	 application	 can	 run.	But	Safer-	
IdentifyLevel will now hand the enforce-
ment check over to a service to perform the 
actual verification of the binary and policy. 
This is a significant architectural enhance-
ment	 over	 the	 legacy	 Software	 Restriction	
Policies feature.

AppLocker is meant to make it easy for 
IT pros to author a simple set of rules that  

express all of the applications that are  
allowed to run and ensure that the rules are 
resilient to application updates.  

To author AppLocker policy, there is a new 
AppLocker MMC snap-in UX in the Group 
Policy Object Editor snap-in UX, which  
offers an incredible improvement in the pro-
cess of creating AppLocker rules. There is a 
wizard that allows you to create a single rule, 
and another wizard automatically generates 
rules for you based on your rule preferences 
and the folder that you select (see Figure 3).  

You can review the files analysed and re-
move them from the list before rules are creat-
ed for them. You can even get useful statistics 
about how often a file has been blocked or test 
AppLocker policy for a given computer.
In	 the	 previous	 Software	 Restriction	 

Policies, it was particularly difficult to create 
policies that were secure but also wouldn’t 
break from software updates. This was due to 
the lack of granularity of certificate rules and 
the fragility of hash rules that would break 
when an application binary was updated. To 
address this issue, AppLocker lets you author a 
rule that combines a certificate and a product 
name, file name, and file version. This makes it 
easy to specify that anything signed by a par-

Overall, an application 
lockdown policy can lower 
the TCO of computers in an 
enterprise.
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ticular vendor for a specific product name 
can run. 

AppLocker policies in Windows 7 have 
other benefits, as well, including separation 
between different types of execution (name-
ly	EXEs,	DLLs,	and	MSI	or	script	hosts).	These	
file types are fit into four buckets called rule 
collections, and enforcement is configured 
separately for each. For example, administra-
tors can enable AppLocker checks for execut-
ables without enabling checks of script files. 

The AppLocker policy is stored under 
the	 HKLM\Software\Policies\Microsoft\ 
Windows\SrpV2	 key.	 The	 policy	 is	 stored	
in an XML format and is translated by the  
Application	Identity	(AppID)	service.	When	
policy is processed, the appid.sys driver is 
notified about new policy by the service 
through	 the	 IOCTL_SRP_POLICY	 and	 the	
driver will reload the policy. 

The first task when approaching changes 
to your IT environment is to assess how the  
environment is currently functioning. Then 
you can carefully plan and test any changes 
to ensure they can be implemented smoothly. 
This is the purpose of the Audit only 
enforcement mode.

Auditing the enforcement of the App-
Locker policy is extremely important. Not 
only does this let you test a policy before 

it’s enforced, but it also offers you the ability 
to watch how the policy performs during its 
lifetime. You’d definitely want to know if a 
certain set of users needed an application to 
work at some point. This can be determined 
by connecting to a system and reviewing the 
AppLocker audit information to see whether 
an application lockdown policy was prevent-
ing a particular app from running.

The primary channel for AppLocker events 
is	in	the	Applications	and	Service	Logs	that	can	
be viewed in the Event Viewer (eventvwr.msc) 
application. In order to view these log entries, 
look	for	the	EXE	and	DLL	and	the	MSI	and	
Script	 logs	 under	 the	 Microsoft\Windows\
AppLocker\	 	 event	 channel.	Many	 different	
events can be generated, including whether 
an application was allowed or blocked and 
whether a policy was applied to a system.  

Global SACLs and granular auditing
Windows 7 extends previous auditing  
mechanisms to offer new features that let you 
manage auditing for users rather than just  
objects and to provide more information 
about AccessCheck failures for file objects. 
This enables new auditing scenarios and  
provides a significant paradigm change related 
to auditing.

In other versions of Windows,  

Figure 3 Automatically 
generate rules for 
AppLocker policy.
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determining whether to audit object access 
was based on whether the security descrip-
tor of an object included an access control 
entry	 (ACE)	 in	 its	 SACL	 specifying	 that	 it	
should be audited. This made it very easy to  
monitor a certain registry key or file to see what  
access was occurring on that object.  
Unfortunately, there was no method to 
watch what a particular user was accessing. If 
you wanted this scenario, you’d likely need to 
turn on auditing for every resource that the 
user could possibly interact with and thus  
every access by any user of the resource 
would end up in the audit log.  

Enabling auditing on a wide enough data 
set to capture what a user could access is an 
incredibly arduous process. Each resource 
needs to be updated to include the audit 
policy	 within	 the	 SACL	 and	 any	 changes	
to	 this	 policy	would	 require	 each	 SACL	 to	
be updated.  To overcome this limitation,  
Windows 7 introduces Global Object Access 
Auditing, which is managed by auditpol.exe 
and is configurable using Group Policy.  

The Global Ojbect Access Auditing in-
cludes	 a	 “Global	 SACL”	 that	 is	 an	 SDDL	
string stored in the registry with other data 
related to auditing. Two new APIs have 
been	 added	 to	 manage	 the	 Global	 SACL:	 
AuditSetGlobalSacl	 and	 AuditQueryGlo-
balSacl.	Updating	the	Global	SACL	requires	
the	 SeSecurityPrivilege,	which	protects	 the	
Global	SACL	from	being	updated	by	a	user	
without administrator privileges.
Security	 auditing	 in	 Windows	 7	 also	 

provides the ability to understand why  
access to an object failed or succeeded. This 

is important information if you’re debugging 
an application failure or trying to understand 
whether your security policy is effective. Both 
the Global Object Access Auditing function-
ality and the inclusion of additional access 
audit data are implemented in a new kernel 
mode	security	API,	SeAccessCheckEx.	The	two	 
resource managers to consume this API 
will	 be	NTFS	 and	 the	Detailed	File	 Share	 in	 
Windows 7, and when enabled, the API will 
put information in the audit log about why an 
access attempt succeeded or failed. Thus these 
features apply to the file system and file shares 
for now and can be expanded to other resourc-
es managers in future versions of Windows.  

Wrapping up
Windows 7 enables new scenarios and makes 
using Windows a more secure experience. 
Many of these features have a strong focus 
on the user experience (for home users,  
business users, and IT professionals) and allow  
Windows 7 systems to work even better.   ■

For more information 
Visit the Windows 7 TechCentre at:  
http://technet.microsoft.com/en-gb/windows/
dd361745.aspx 

Chris Corio was a member of the Windows 
Security team at Microsoft for more than five 
years. His primary focus at Microsoft was 
application security technologies and manage-
ment technologies for securing Windows. You 
can reach Chris at winsecurity@chriscorio.com.

Over the past couple years, DNS-related exploits have 
become a more common problem on the Internet. There is 
a better understanding of how to poison DNS servers, and 
attackers are starting to make use of that information. What 
this means is that a user can potentially visit a Web site and 
not be absolutely sure that he isn’t visiting a different,  
malicious Web site.

Windows Server 2008 R2 and Windows 7 introduce  
support for DNSSEC as per the current standards (RFC 
4033, RFC 4034, and RFC 4035).  Windows Server 2008 
R2 will allow the DNS Server to provide origin authority 

and data integrity artifacts. Basically, a server will be able to 
attach digital signatures to DNS data in responses as well as 
validate data received from other DNS servers.

Windows 7 is the first client operating system to include 
the necessary pieces to allow the client to verify that it is 
communicating securely with a DNS server and verify that 
the server has performed DNSSEC validation on its behalf. 
This technology is currently being tested to ensure the 
maximum compatibility with current Internet infrastructure 
and aims to play a continuing role in securing DNS data in 
the future.

DNSSec validation



22   Visit TechNet Magazine online at: technet.microsoft.com/en-gb/magazine

Security

John Morello

PKI Enhancements in 
Windows 7 and Windows 
Server 2008 R2

This article is based on pre-release code. All information herein is subject to change.

It seems like just yesterday I was writing an article titled “PKI 
Enhancements in Windows.” That article, which ran in the August 
2007 issue of TechNet Magazine, focused on some of the innovations
that shipped in Windows Vista and Windows Server 
2008. These innovations included such things as enroll-
ment UI improvements and OCSP (Online Certificate 
Status Protocol) capabilities. While those enhancements 
were valuable and well received by users, you could ar-
gue that the changes were really incremental changes 
from an IT professional’s perspective. Windows 7, how-
ever, will deliver PKI enhancements that greatly im-
prove the deployment and operational experience for 
users, enabling powerful new scenarios while decreasing 
operational costs. 

The improvements in Windows 7 and Windows Serv-
er 2008 R2 are focused around four core areas (shown in 
Figure 1):

Server consolidation. This allows organisations to reduce 
the total number of certificate authorities (CAs) required to 
meet their business objectives.
Improved existing scenarios. This focus is on such elements as of-
fering more complete SCEP (Simple Certificate Enrollment Pro-
tocol) support and including a Best Practices Analyser (BPA).
Software + Services. This is to enable autonomous enroll-
ment of users and devices for certificates regardless of net-
work boundaries and certificate providers.
Strong authentication. This area focuses on improvements 
to the smart card experience, the introduction of the Win-
dows Biometric Framework, and so on. 

In this article, I explore some of the major changes in 
these areas from the perspective of an IT professional.

At a glance:
Server Consolidation
Improved Existing 
Scenarios
Software + Services
Strong Authentication
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Server consolidation
One of the predominant themes in IT over the past few 
years has been server consolidation. Simply put, this is 
about reducing the total footprint of your server comput-
ing environment while still meeting, or even expanding, 
your business objectives. The current global economy has 
made cost savings a top priority for many IT groups, and 
server consolidation can certainly be one component of 
that general strategy. While most organisations do not have 
large, absolute numbers of CAs, many do have more than 
they need solely based on certificate creation throughput. 
In other words, many organisations have CAs that are vastly 
under-utilised.

There are two primary reasons for this under-utilisation. 
First, some organisations may require separate CAs for reg-
ulatory or security policy reasons. For example, some cus-
tomers have chosen to issue certificates to external parties 
from a completely separate CA than the ones that issue cer-
tificates to internal users and machines. In these cases, vir-
tualising the CA on Hyper-V can eliminate the need for 
separate server hardware (though the CA itself must still be 
managed, even as a VM). 

The second common reason is that autoenrollment has 
only been supported in intra-forest scenarios. Specifically, 
a CA has only been able to automatically enroll entities for 
certificates when those entities are part of the same forest 
that it is joined to. Even in cases where bi-directional forest 
level trusts exist, separate CAs have been required for each 
forest where autoenrollment is used.

One of the key new features in Windows Server 2008 R2 
is the ability to perform autoenrollment across-forest trust 
relationships, creating the potential to drastically reduce 
the total number of CAs required in an enterprise. Consid-
er a typical enterprise network that has already done some 
consolidation work and now has four forests: production, 
development, test, and edge. Prior to R2, if you wanted to 
provide autoenrollment on each forest, at least four issuing 
CAs were required, even though all the forests trusted each 
other. With R2, you can reduce the total number of CAs in 

this scenario down to one, having a single CA in one of the 
forests issue certificates to entities in all the other forests. 

For environments with more complex multi-forest de-
signs, the total reduction in CAs can be even more dramatic 
and provide an immediate return on investment for the up-
grade to R2. 

Cross-forest enrollment also makes it easier to extend a 
PKI during mergers and acquisitions, since certificates can 
start being provisioned to the newly acquired assets as soon 
as a forest trust is put into place. And since cross-forest en-
rollment is a purely server-side change, the enrollment can 
start without making any changes to the client machines 
and it works with older client operating systems, such as 
Windows XP.

So how does cross-forest enrollment work? To the end 
user, the experience is completely seamless. As with any 
other autoenrollment scenario, the user just gets the certifi-
cates with little or no interaction required on his part. End 
users will likely never know from what forest the CAs have 
come and they will not need to take any special actions to 
obtain the certificates. 

For an IT professional, the basic building blocks are most-
ly the same as with traditional intra-forest autoenrollment. 
The key difference is that the CA is now able to process re-
quests received from an external forest and retrieve metada-
ta about the request from a trusted Active Directory.

This ability to receive and properly process a request from 
a trusted forest is the key new capability in R2 that enables 
this scenario to work. In addition to having an R2 CA and 
the bi-directional forest trust, certificate templates must be 
replicated between the forest holding the CA and all oth-
er forests that will enroll against it. Microsoft will provide 
a Windows PowerShell script to automate this replication, 
which should be done after every change to a template. In 
many cases, it will be a good idea to have this script run au-
tomatically as a scheduled task.

There are a few other smaller features that can help with 
server consolidation. One is that the CA now supports non-
persistent requests – these are requests for certificates, typi-
cally short lived, that are not written into the CA’s database. 
For example, consider Network Access Protection Health 
Registration Authorities. These systems may issue thou-
sands of certificates each day that are only valid for a few 
hours. Maintaining all these requests in the CA database 
adds little value, but greatly increases the storage required. 
With R2, these requests can be configured to not be written 
to the database and this configuration can be made at either 
the CA or template level (see Figure 2).

Another feature designed to make server consolidation 
easier is support for Server Core. With R2, the CA role can 
be installed on Server Core, though no other AD CS (Ac-
tive Directory Certificate Services) role service is available 
on Server Core. When installed on Server Core, the CA can 

Figure 1 The four core areas of PKI improvements

Security
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be managed with either local command-line utilities, such 
as certutil, or by using the standard MMCs from a remote 
system. Note that if hardware security modules (HSMs) are 
used, you should ensure that the HSM vendor supports run-
ning their integration components on Server Core.

Improved existing scenarios
Windows 7 and R2 include a number of incremental im-
provements to existing features. First is a change to SKU 
differentiation for Certificate Templates. In prior releases 
of AD CS, advanced (version 2 and 3) Certificate Templates 
that enable the autoenrollment functionality required En-
terprise edition CAs. In Windows Server 2008 R2, a Stan-
dard edition CA will support all template versions. R2 also 
introduces some improvements to the Simple Certificate 
Enrollment Protocol support. In R2, the SCEP component 
will support device renewal requests and password reuse.

New to AD CS in R2 is a Best Practices Analyzer (see 
Figure 3). BPAs were created to provide an easy way for ad-
ministrators to check their configurations against a database 
of best practices created and maintained by Microsoft fea-
ture teams. Data from customer support services indicate 
the majority of support calls on AD CS are caused by incor-
rect configurations, so the BPA should improve customer 
experiences by making it easier to verify that a CA is con-
figured properly. The analyser will check for 
such issues as missing AIA (Authority Infor-
mation Access) or OCSP pointers, certificates 
near expiration, and trust chaining problems.

In current releases of Windows, choosing a 
certificate for client authentication can be dif-
ficult for end users. When multiple certificates 
are valid for authentication, Windows doesn’t 
make it easy for users to determine which one 
is the right one for a given usage. This leads to 
more help desk calls and increased customer 
support costs. In Windows 7, the certificate se-
lection interface has been greatly enhanced to 
make it much easier to choose the right certif-
icate for a given scenario. The list ordering has 
also been changed in order to assist in making 
smarter decisions by presenting the most like-
ly certificate for a given scenario as the default 
choice. Finally, the selection UI now differen-
tiates between certificates on smart cards and 
those stored on the file system and presents 
smart card certificates highest in the selection 
list, since they’re more likely to be used. The 
differences are illustrated in the screenshots 
shown in Figure 4. Note that Internet Explor-
er 8 will make the improved filtering (but not 
UI changes) available on downlevel operating 
systems as well.

Software + services
During the Windows 7 design process, the team hosted 
a meeting with many of the top PKI users to brainstorm 
which areas should get attention in the new release. An over-
whelming number of users indicated that it’s too hard to 
manage certificates across organisational boundaries, such 
as between two separate companies that are business part-
ners. Many also said that they see PKI as an ideal target for 
outsourcing, since it requires a specialised skill set to man-
age effectively. Windows 7 and Windows Server 2008 R2 
will deliver a new technology that satisfies both these needs, 
making it easier to provision certificates across boundaries 
and opening new business models for hosted PKI solutions. 
This technology is HTTP enrollment.

HTTP enrollment is a replacement for the traditional 
RPC/DCOM-based protocol used for autoenrollment in 
previous releases (note that the RPC approach is still avail-
able in R2). However, HTTP enrollment is more than just 
an enrollment protocol – it’s really a completely new ap-
proach to providing certificates to end entities, regardless 
of where they’re located or whether they’re a managed ma-
chine and with flexible authentication options. This new 
model eliminates many of the barriers found in tradition-
al autoenrollment across organisational boundaries and 
provides a framework for third parties to easily provide 

Figure 3 Running the new Best Practices Analyzer

Figure 2 Choosing not to store certificates in the database
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autoenrollment services without requiring additional soft-
ware on the clients.

HTTP enrollment implements two new HTTP-based pro-
tocols. The first protocol, known as Certificate Enrollment 
Policy Protocol, makes certificate templates available to us-
ers over HTTPS sessions. The end entities can come from 
machines in separate forests with no trust relationships and 
machines not even joined to a domain. Authentication uses 
Kerberos, user names/passwords, or certificates. The Enroll-
ment Policy Protocol allows users to poll for templates and 
determine when to request certificates based on new or up-
dated templates.

The Certificate Enrollment Service Protocol is an exten-
sion to WS-Trust. The protocol is used for obtaining certifi-
cates once the template information has been determined. It 
supports flexible authentication methods and uses HTTPS 
as its transport.

The example shown in Figure 5 illustrates how this new 
enrollment model works. 
•	 In Step 1, Certificate Templates are published from Ac-

tive Directory to a server running the Certificate Enroll-
ment Policy Web Service (a role service new to R2). The 
administrator publishing these templates is using the 
same MMCs and other tools with which they’re already 
familiar.

•	 In Step 2, a client has polled the Web service via HTTPS to 
determine the list of templates available to enroll against. 
The client learns the URL for the Web service via Group 
Policy, script, or manual configuration. The client could 
be a domain-joined system, a system at a business partner, 
or a user’s home system.

•	 In Step 3, the client has determined what templates he 
wants to enroll for and sends a request to the Certificate 
Enrollment Web Service to perform the actual enroll-
ment.

•	 In Step 4, the server running the Enrollment Web Service 
sends the request to a CA for processing.

•	 In Step 5, the CA has looked up data about the requestor 
from Active Directory (such as his e-mail address or DNS 
name) that will be included in the issued certificate.

•	 In Step 6, the CA returns the completed certificate to the 
Enrollment Web Service.

•	 In Step 7, the Enrollment Web Service completes the 
transaction with the client via HTTPS and sends the 
signed certificate.
Flexibility was one of the key design principles in this 

new service and it’s important to note how the design can 
be adapted to fit a diverse set of scenarios. Because the  
enrollment protocol is HTTPS, clients can easily enroll for 
certificates from anywhere, including behind corporate fire-
walls or from home ISP connections, without requiring a 
VPN. Because three different authentication methods are  
supported, clients can be joined to an organisation’s internal 
domain, an untrusted domain of an external organisation, or no  
domain at all. Finally, because the server-side components 
are implemented as Web services, they can be installed sepa-
rately from the CA and support segmented environments.

In addition to the classic scenario of enrolling end en-
tities like users and desktops for certificates, HTTP en-
rollment also enables opportunities for provisioning 
certificates from trusted root CAs. Scenarios such as user 
S/MIME certificates, publicly facing Web servers, and oth-
er systems where implicit trust of certificates is important 
could all benefit from more autonomous enrollment. For 
example, many organisations with large numbers of Web 
servers maintain certificates manually, using lists of serv-
er names and expiration dates stored in Microsoft Office 
Excel workbooks. With HTTP enrollment, trusted root CAs 
can offer a service in which they provide certificates direct-
ly to these Web servers automatically, freeing the adminis-
trator from having to manually maintain the certificates on 
them. This combination of software and services allows or-
ganisations to choose the deployment models that fit their 
needs best, without having to design around network or or-
ganisational boundaries.

Strong authentication
Windows 7 includes the first in-box support for biometric 
devices with the Windows Biometric Framework (WBF). 
Initially focused on fingerprint-based authentication for 
consumer scenarios, WBF is designed to make biomet-
rics an easier and more integrated experience for users. A 
unified driver model provides consistent user experiences 
across device types with support for Windows logon (both Figure 4 A smarter way to present certificates

End users will also benefit 
from Windows 7 PKI features 
that make it easier to use 
certificates in their daily work.
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local and domain), User Account Control (UAC), and au-
tonomous device discovery. For enterprises, WBF provides 
a Group Policy–driven method to disable the framework 
for organisations that choose not to use biometrics. Enter-
prises can also choose to allow biometrics for applications, 
but not for domain logon. Finally, the enhanced device 
management can prevent device use in addition to simply 
preventing driver installation.

In addition to the biometrics improvements, Windows 7 
also enhances user and administrator experiences for smart 
card scenarios. Smart cards are now treated as Plug and Play 
devices with Windows Update–based driver installation. The 
Plug and Play detection and installation process takes place 
before logon, meaning users who are required to log on with 
smart cards will be able to log on even in cases where the 
card has not been previously detected. Additionally, the in-
stallation does not require administrative privileges, making 
it suitable in least-privilege environments.

The smart card class mini-driver now includes NIST SP 
800-73-1 support, so Federal agencies can use their PIV (Per-
sonal Identity Verification) cards without having to use ad-
ditional middleware. The mini-driver also includes support 
for the emerging INCITS GICS (Butterfly) standard, pro-
viding a Plug and Play experience for those cards. 

Windows 7 also introduces support for biometric-based 
smart card unlocking and includes new APIs to enable se-
cure key injection. Finally, Windows 7 adds support for Ellip-
tic Curve Cryptography (ECC) smart card certificates for both 
ECC certificate enrollment and for utilising those ECC certifi-
cates for logon.

Wrapping up
Windows 7 and Windows Server 2008 R2 contain some of 
the most important new PKI technology since Windows 
2000 introduced automatic certificate requests. This new 
functionality makes PKIs easier and more efficient to man-
age, delivering a better experience for end users. 

Windows 7 and Windows Server 2008 R2 include pow-
erful new capabilities that make running a PKI more effi-
cient while greatly enhancing the autoenrollment function. 
Cross-forest enrollment can dramatically reduce the total 
number of CAs required by an organisation and make it eas-
ier to manage PKI operations during mergers, acquisitions, 
and divestitures. The new Best Practices Analyser makes it 
easy for administrators to check for common configuration 
problems before outages occur. Capabilities such as support 
for Server Core and nonpersistent requests make it easier to 
tailor CA operations to specific organisational needs. And 
HTTP enrollment opens up new methods to automatical-
ly provision certificates across organisational and network 
boundaries.

End users will also benefit from Windows 7 PKI features 
that make it easier to use certificates in their daily work. 
The improved certificate selection interface makes it easier 
for users to choose the right certificate for a given purpose 
and successfully authenticate more quickly. Smart card im-
provements like Plug and Play–based driver installation and 
native support for card standards mean less time needs to be 
spent getting cards to work on user systems. Finally, the in-
clusion of native support for biometrics will provide a more 
consistent and seamless experience for both end users and 
administrators.

Check out the Beta if you haven’t already and let us know 
what you think via the Feedback Tool or on our blog at: 
blogs.technet.com/pki. ■

Figure 5 The new enrollment model
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Microsoft Office

Today’s business 
decision-makers have a 
distinct advantage over 
their predecessors when 
it comes to business 
intelligence (BI) tools 
that they can use for 
analysis, trending, and 
presentation of data. 
A good BI strategy, 
supported by a solid 
base of BI technologies, 
can streamline business

Ben Curry and Bill English 
with the Microsoft SharePoint Teams

processes while also boosting productivity 
and profit. 

The overall BI strategy of Microsoft  
comprises a suite of server and client-
side data integration tools. Powerful  
analytical and reporting tools in SQL  
Server ® 2005 provide the backbone data  
management infrastructure, while Microsoft 
Office applications, specifically Office Excel, 
provide the flexibility for information work-
ers to remotely interact with centralised and 
secure data sources. 

This article, which is adapted from the  
Microsoft Press book Microsoft Office  
SharePoint Server 2007 Best Practices, fo-
cuses on how you can use Excel and Excel  
Services to analyse business intelligence data 
within SharePoint sites. Note that some  
features discussed here, such as data  
connection libraries, are offered only with 
SharePoint Server 2007 Enterprise licensing.

The Microsoft BI big picture 
There are many different ways to analyse  
external data and publish it to Share-

At a glance:
The Microsoft BI 
architecture
Using Excel for analyzing 
data
Publishing and updating 
SharePoint lists
Working with Excel 
Services

Business Intelligence with 
SharePoint and Excel

This article is adapted from 
the book Microsoft Office 
SharePoint Server 2007 
Best Practices (Microsoft 
Press, 2008).
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Point sites, including using Excel Services.  
Depending on your particular business  
requirements, you may choose a data  
integration method that will allow an  
administrator to more selectively create 
and deploy data reports and minimise end 

user control, or you may choose to empow-
er end users by enabling them to access data  
sources and build custom reports inside  
SharePoint. The Microsoft BI suite includes 
the flexibility to securely and selectively  
deploy data based on user credentials. 

Figure 1 Interaction 
between end user tools 
and the BI platform 

Client 
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Figure 2 Architecture of 
the integrated Microsoft 
BI solution
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The Microsoft BI strategy includes three 
main components: 

•	 The	BI	platform
•	 End-user	 tools	 and	 performance	 

management applications 
•	 The	delivery	mechanisms	

The BI platform contains the various data-
base and data warehousing components for 
data storage and schema. SQL Server 2005 

Analysis Services (SSAS) provides a semantic 
model, referred to as a unified dimensional 
model (UDM). The UDM defines business en-
tities, business logic, calculations, and metrics 
and provides a bridge between end users and 
data sources. End users can run queries direct-
ly against the UDM using BI tools, such as Ex-
cel and Office PerformancePoint Server 2007. 
Figure 1 illustrates how a user can query SQL 
Server data sources via the UDM.

Figure 2 illustrates the overall integrat-
ed Microsoft BI solution. SharePoint Serv-
er 2007 is at the top of the stack and acts as 
the hub through which information workers 
can collaboratively access and analyse data.

BI integration with SharePoint Server 2007 
Excel, Excel Services, SharePoint Report Cen-
ter, and the Business Data Catalog (BDC) are 
the default, or core, BI features within the 
Office suite of products. SQL Server 2005 
Reporting Services, Analysis Services, and 
PerformancePoint Server 2007 extend the 
core BI functionality by offering enhanced 
reporting capabilities, data warehousing, in-
depth data analysis, and real-time monitor-
ing. Figure 3 shows the overall relationship 
between the various BI applications. Note 
how pivotal SharePoint Server 2007 is as the 
negotiation point for data between server 
and client applications. 

Using Excel for analysing data
Excel integrates well with both SQL Server 
2005 and SharePoint Server 2007 and plays a 
pivotal role in providing end users with the 
tools for data analysis, data-mining construc-
tion, and the creation of PivotTables. Excel 
2007 enhances the user’s ability to access and 
analyse data from SSAS cubes using PivotTa-
bles and PivotCharts. Analysis Services data 
can also be accessed with Excel 2003 via Piv-
otTables, but this involves some additional 
configuration. 

Excel 2007 provides new features, such 
as the ability to view and work with Anal-
ysis Services KPIs and flexibility for build-
ing KPI scorecards. (Note that we refer to 
reports, dashboards, scorecards, and key per-
formance indicators – or KPIs – as the means 
for analysing, preparing, and presenting data 
within SharePoint Server 2007.) The screen 
in Figure 4 shows an Excel PivotTable. The 

Figure 3 SharePoint Server 2007 at the heart of the Microsoft BI solution 
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workbook is directly linked to an SSAS cube. 
Fields from the PivotTable Field List, shown 
to the right of the figure, can be dragged and 
dropped onto the main workspace to create 
scorecards, including KPIs. 

Excel workbooks can be stored within 
SharePoint document libraries, where they 
can be shared and versioned. Historical de-
tails can be dynamically captured and stored 
for each workbook. More importantly, Excel 
workbooks containing active connections 
to Analysis Services can be published to Ex-
cel Services and made available for viewing 
through a Web browser without the need 
for an Excel client. 

Excel add-ins 
Two Excel BI add-ins assist with remote data 
analysis and end-to-end data submission. The 
SQL Server 2005 Data Mining add-ins for 
Office 2007 include custom data mining and 
forecasting tools for Excel, such as the abil-
ity to estimate and predict based on certain 
patterns within selected data fields. Figure 5 
shows the Data Mining menu on the Excel 
2007 Ribbon. 

A data mining Visio template is also in-
cluded as part of the Data Mining add-in, and 
you can easily generate dependency network, 
cluster, and decision trees based on mining 
models from SSAS. The data mining add-in 
can be used to create data mining models on 
existing analysis server data or to perform ad-
ditional queries in Excel workbooks. Figure 
6 shows an example of a predictive model 
based on existing analysis server data. 

As a best practice, use the Performance-
Point add-in for Excel to enable users to ac-
cess assigned tasks remotely using Excel and 
submit updated worksheets to Performance-
Point Server for approval. (Figure 7 shows 
the PerformancePoint add-in for Excel ac-
tively selected in the Excel 2007 Ribbon.) 
The add-in provides equivalent function-
ality in both Excel 2007 and Excel 2003, 
with the exception that some formatting 
features specifically related to pivot styles 
will not be available in Excel 2003. Note 
that the PerformancePoint add-in for Ex-
cel requires an existing installation of either 
Excel 2003 (SP2) or Excel 2007. Further de-
tails about prerequisites can be found at 
technet.microsoft.com/library/bb838749.

Office BI integration with SharePoint lists 
Both Excel and Access continue to play a key 
role in the negotiation between client and 
server BI functionality within SharePoint 
Server 2007, and they provide the ability to 
expose data within SharePoint sites. For ex-
ample, Excel worksheets can be published as 
a SharePoint list in which the data can be ac-
cessed and updated by multiple users. 

The following are a few scenarios you 
should consider when using Access databas-
es and assessing your data analysis needs: 

•	 You	 can	 publish	 an	 Access	 database	 as	 a	
SharePoint list and perform additional 
data analysis in SharePoint. Other key ben-
efits include filtering and sorting. 

•	 Access	2007	databases	can	be	upgraded	to	
SQL Server 2005 databases using the Ac-
cess 2007 Upsizing Wizard. For instance, 
you could upsize an existing Access 

Figure 5 Excel 2007 Ribbon showing the Data Mining menu options 

Figure 6 Data-mining model decision tree based on an existing Excel 
2007 workbook analysis server connection

Figure 7 Excel 2007 Ribbon showing the PerformancePoint menu options 
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2007 database to SQL Server 2005 for a  
scalable database solution and then use  
Reporting Services to create custom reports, 
which you could then publish directly to  
SharePoint Server 2007. 

•	 You	could	use	Access	2007	as	the	front-end	
reporting mechanism for SharePoint lists. 
Access 2007 includes the ability to import a 
SharePoint list, or multiple SharePoint lists, 

into an Access 2007 database to perform  
additional reporting while maintain-
ing an active link back to the list on the  
SharePoint server. 

There are some key differences between 
working with data between Excel 2003 and 
Excel 2007, which are covered in the follow-
ing sections. 
Excel-to-SharePoint and Data Synchro-
nisation New lists within SharePoint sites 
can be created directly from existing Ex-
cel spreadsheets (for example, by selecting 
Create  | Custom Lists | Import Spreadsheet). 
SharePoint will import all columns and any 
existing data, or you can specify a range of 

cells to import, such as a range of cells, a  
table range, or a named range. Existing for-
mulas within the source Excel worksheet 
will be converted to calculated columns. 

If you are using Excel 2003, you can create 
a SharePoint list directly from within Excel by 
clicking a single cell in the Excel spreadsheet 
and selecting List | Publish List. This creates a 
new SharePoint list in Datasheet view. Note 
that when you are publishing from Excel 2003 
to a SharePoint list, only a single worksheet 
will be published – in other words, if you have 
an Excel workbook with multiple worksheets, 
not all worksheets will be published.

Linkage can be maintained between the 
original Excel 2003 file and the newly creat-
ed SharePoint list and synchronisation can be 
performed both ways. That is, you can add new 
rows to the source Excel 2003 worksheet and 
have the linked SharePoint list updated. Like-
wise, you can update the SharePoint list and 
have the source Excel worksheet updated. 

Using Excel 2007, you have two options 
for publishing data to SharePoint:

•	 You	can	publish	to	Excel	Services.	 If	Excel	
Services is installed as part of your Share-
Point Server 2007 deployment, a one-way 
sync will exist between the source Excel 
2007 file and the published server version. In 
other words, updates to the source file can 
be pushed to an existing published version 
and changes reflected within a Web page. 

•	 You	can	export	a	table	within	Excel	2007	
to a SharePoint list. Once a table has been 
exported, no linkage remains between the 
source and destination data. That is, updat-
ing the original Excel file will not then up-
date data in the SharePoint list, and data 
updated in the SharePoint list will not up-
date the original Excel 2007 file. 

The main difference between publishing 
from Excel 2003 and publishing from Excel 
2007 to a SharePoint site is that you can pub-
lish not only a single Excel worksheet but an 
entire Excel workbook if you are using Excel 
2007 with Excel Services installed. In Excel 
2007, the publishing option has been built 
into the main File menu and will publish an 
entire Excel workbook to Excel Services. 
SharePoint-to-Excel and Data Synchroni-
sation Lists within SharePoint sites can be 
exported to Excel, and you can choose to 

Be aware that certain Excel add-ins may cause an issue when you attempt 
to integrate Excel with SharePoint lists. Specifically, if you’re attempting 
to create a new SharePoint (SharePoint Server 2007 or Windows Share-
Point Services 3.0) list from either an Excel 2007 or Excel 2003 spread-
sheet and you receive the error “Method ‘post’ of object ‘IOW-SPost-
Data’ failed,” the problem could be due to one or more Excel add-ins. 

I’ve experienced a problem specifically with the Analysis ToolPack add-
in, which is included as part of Excel 2007 out-of-the-box add-in options. 
There is a client-side solution to this problem that involves editing the 
EXPTOOWS.XLA file on the client and editing the file in Excel using the 
Visual Basic code editor. For details on how to accomplish this, see my 
blog post at mindsharpblogs.com/kathy/archive/2008/03/16/4450.aspx.

—Kathy Hughes, Microsoft MVP 

Consequences of Excel Add-Ins 

You	can	create	a	SharePoint	
list from within Excel 2007 by 
selecting List | Publish List.
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maintain a link between the exported data 
and the original SharePoint list. Updates to 
the SharePoint list will be synced to the ex-
ternal Excel spreadsheet. This is a one-way 
sync – updates to the exported Excel spread-
sheet will not replicate to the original Share-
Point list. Note that using the Export To 
Excel option from the Actions menu within 
a SharePoint Server 2007 document library 
or list, either in Standard or Datasheet view, 
requires the Excel 2007 client to be present.

Using the Datasheet view, you can direct-
ly interact with and manipulate data (such as 
selecting and deleting multiple rows of data) 
within the Datasheet view in the browser. 
Datasheet views also enable you to perform 
additional data analysis, such as exporting and 
reporting on list data within Access and using 
Excel to query, print, chart, and create PivotTa-
bles, as shown in the right task pane in Figure 
8. Both Excel 2003 and Excel 2007 are support-
ed when you select the Query List with Excel 
task pane option within Datasheet view.

Keep in mind that the Datasheet view re-
quires the presence of a client-side Win-
dows SharePoint Services-compatible list 
datasheet control (such as Excel 2003, Excel 
2007, Access 2003, or Access 2007) and Ac-
tiveX control support. This differs from the 
Excel Web Access Web Part, which is used in 
conjunction with Excel Services, does not re-
quire ActiveX control and does not have cli-
ent-side dependencies.

Excel services 
Excel Services is part of SharePoint Server 
2007 Enterprise Edition. A benefit of this edi-
tion is that you can publish an Excel work-
book to a Web page and end users can view 
workbook contents without the presence of 
the Excel client. However, for users to inter-
act with Excel Services, clients require the 
Office SharePoint 2007 Enterprise Client 
Access License (CAL). 

The published workbook is effectively a 
read-only version of the source Excel work-
book. This provides a good way to share in-
formation while protecting the integrity of 
the data—a published Excel workbook, such 
as an annual or fiscal budget, is a centralised, 
single version accessed by all. Here we will 
cover the key features of Excel Services. 

Unlike creating a new SharePoint list by 

importing an Excel spreadsheet or publish-
ing an Excel 2003 worksheet, you can use Ex-
cel 2007 to publish an entire Excel workbook 
to Excel Services. Within each workbook, 
you can limit the number of worksheets to 
be published or elect to publish all.

The three main Excel Services components 
are detailed here: 

•	 The	Excel	Calculation	Services	(ECS)	com-
ponent loads the Excel workbook into a 
Web page, performs server-side calcula-
tions, and refreshes external data.

•	 The	 Excel	Web	 Access	 (EWA)	Web	 Part	
displays a workbook or interconnecting 
parts of a workbook on a Web page or 
dashboard. It uses DHTML and JavaScript 
for Web page interaction, thus avoiding 
the need to download ActiveX controls 
to the client. EWA Web Parts can be con-
figured to filter on specific values. EWA 
is unlike the Datasheet view available in 
SharePoint lists, which is dependent upon 
ActiveX controls along with the Excel or 
Access client. And EWA offers additional 
features, such as the ability to create a 
snapshot of an Excel workbook. 

•	 Excel	Web	services	(EWS)	is	a	Web	service	
API that developers can use to develop 
custom or add-on applications for Ex-
cel Services. The typical address to access 
these Web services is server_site_name/_
vti_bin/excelservice.asmx. 

Numerous configuration options are avail-
able when you deploy Excel Services. Typi-
cally, Excel Services installs EWA and EWS 
on the front-end Web server and one ECS on 
the application server. In a single-server de-
ployment, EWA, EWS, and ECS are installed 
on the same server. In multi-server deploy-
ments, the components can be installed on 
separate servers. A major consideration in de-
ploying Excel Services, and one you will want 

Figure 8 The Datasheet view
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to plan carefully, is how the authentication be-
tween servers and clients is negotiated. 

Authentication between Client and Server 
In a distributed server environment where 
SQL Server 2005 and Analysis Services are on 
a different machine than SharePoint Server 
2007 and Excel Services, and where you are 
leveraging external data connections—that 

is, an Office Data Connection (ODC) file – 
to your SSAS as the basis for your published 
Excel workbook, you need to configure Ker-
beros to impersonate the user accessing the 
database server and trust/delegation be-
tween servers. The same also applies when 
you are implementing Reporting Services 

integration where SQL Server 2005 and Re-
porting Services are on a different machine 
than SharePoint Server 2007. 

Publishing Excel Workbooks 
As a best practice, be sure to establish trust-
ed file locations and trusted data connection 
libraries, as defined in the Excel Services Set-
tings in Shared Services, before publishing 
your Excel workbooks. They form the basis for 
successfully publishing Excel workbooks, such 
as publishing an online analysis processing 
(OLAP) PivotTable, which uses an ODC file lo-
cated within a Trusted Data Connections Li-
brary. Excel 2007 includes an option within 
the main File menu to publish to Excel Servic-
es. (Note that the Excel workbook must first 
be saved to a trusted file location.) 

ECS performs calculations included with-
in the source Excel workbook on the server, 
which means that actual functions and formu-
las are not directly accessible for end users. 

The main inference in utilising Excel Servic-
es is that an Excel workbook can be published 
to a Web page, but the published version is 
not editable. Users cannot make edits or en-
ter new data and then save the changes to the 
source Excel file/workbook. Instead, users can 
perform run-time calculations via the browser 
based on parameters created in the source Ex-
cel workbook. Once a Web page containing 
EWA is refreshed or a user ends her browser 
session, any calculated changes are lost. 

Snapshots of Excel workbooks can be cap-
tured and saved as separate Excel files to the 
client machine. A snapshot includes the data 
values within the published Excel workbook 
and excludes any formulas or other business 
logic from the source workbook. End users 
with viewer permissions to the document li-
brary containing the source Excel file and lo-
cation of the published Excel file are able to 
copy the published Excel workbook to an Ex-
cel file (including data values and formulas) 
and open a snapshot of an Excel workbook. 
Figure 9 shows both the Open In Excel and 
Open Snapshot In Excel options available 
from the EWA Web Part toolbar.

Excel 2007 is required for Excel snapshots 
and Excel copies from an EWA Web Part. If 
Excel 2007 is not installed on the client ma-
chine where a snapshot or copy is being at-
tempted, the following message is displayed: 

I started working with Excel Services, in combination with Analysis Ser-
vices data, in my virtual environment. This basically meant that everything 
including client, SQL Server 2005, SharePoint Server 2007, and Excel 
Services were all configured on the one virtual machine. The Web ap-
plication was configured to use NTLM and everything worked seamlessly. 
However, enter a real-world scenario where the customer’s deployment 
consists of a multiple-server environment—for instance, where Share-
Point Server 2007 and Excel Services are hosted on one server and SQL 
Server 2005 and Analysis Services are hosted on another—and you sud-
denly realise that NTLM just won’t cut it! 

In order for Excel Services to successfully access a separate SQL server, 
you need to impersonate and delegate the user account. You can do this 
by implementing Kerberos authentication, or single sign-on (SSO). Simply 
using NTLM is not sufficient because the Web server cannot delegate 
the current user to the SQL server, also referred to as a double hop. 

A best practice when testing an Excel Services and Analysis Services 
scenario is to test within a multi-server environment so you can accurate-
ly test authentication and ensure that clients and servers can successfully 
access back-end Analysis Services cubes and data. This will better prepare 
you for real-world scenarios and deployments.

—Kathy Hughes, Microsoft MVP 

Using Analysis Services Data  
in Excel Services 

Excel 2007 workbooks with 
multiple worksheets can be 
published to Excel Services.
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“The workbook cannot be opened. Excel may 
not be installed properly (or was set to install 
on first use), the path to the document may be 
incorrect, or your session may have timed out. 
Try opening the workbook again, or clicking 
Reload on the Excel Web Access toolbar.”

Excel 2007 workbooks that contain mul-
tiple worksheets can be published to Excel 
Services. The person publishing the work-
book can choose which worksheets within 
a workbook to display at the time of saving 
and publishing to Excel Services. Portions 
of an Excel worksheet can also be published 
based on named cells, or parameters, defined 
within the source Excel workbook.

As a best practice, you should enable audit-
ing, versioning, and content approval on the 
Reports document library (or the nominated 
document library location) for published Ex-
cel workbooks to monitor edits and updates 
to the source Excel workbooks. 

Configuring Excel Web Access Web Parts 
Once an Excel 2007 workbook is published 
to Excel Services, the EWA Web Part pro-
vides the mechanism for viewing and manip-
ulating the published workbook within the 
browser. (The EWA does not have client-side 
dependencies, nor does it require an ActiveX 
control to be downloaded to the client.) 

An entire Excel workbook can be displayed 
in a single EWA. End users can navigate work-
sheets within a published workbook just as 
they would when using the Excel client. Sec-
tions of Excel workbooks can also be divid-
ed into individual EWA Web Parts on a Web 
page (also referred to as a dashboard) based 
on named parameters within the source Ex-
cel 2007 workbook. Figure 10 shows several 
EWA Web Parts on a single Web page, which 
includes filtering and Web Part connections 
between each EWA Web Part to dynamically 
refresh and display data based on the name 
of the account representative selected. 

Using filtering, Excel parameters, and Web 
Part connections between EWA Web Parts, 
you can generate powerful and intuitive 
dashboards within SharePoint Server 2007.

Unsupported features in Excel Services 
Not all Excel client-application features are 
supported in Excel Services. For example, 
attempting to publish Excel files that con-

tain code – such as Visual Basic for Applica-
tions macros, embedded pictures, or clip art 
– will result in failure to publish. Other non- 
supported client-side functionality includes, 
but is not limited to, data validation and  
external references to linked workbooks. 

It is not always apparent whether an Ex-
cel workbook is compatible with Excel 
Services until you try to publish it. How-
ever, there is an open source Excel Services 
Compatibility Checker (see blogs.msdn.com/
cumgranosalis/archive/2007/06/29/excel-services- 
compatibility-checker-addin-beta.aspx 

Figure 9 Excel export options available within the EWA Web part 
toolbar 

Figure 10  Dashboard showing multiple instances of EWA Web parts 
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for details and see blogs.msdn.com/ 
cumgranosalis/pages/ 
excel-services-compatibility-checker- 
download-page.aspx for the download). 

Options and costs 
If you currently have the standard version 
of SharePoint Server 2007 and are consider-
ing integrating Excel workbooks with Share-
Point sites as part of your overall BI solution, 
consider the following options: 
1. Upgrade to SharePoint Server 2007 Enter-

prise Edition and use Excel Services. 
2. Keep SharePoint Server 2007 Standard Edi-

tion and use the built-in document manage-
ment features within SharePoint document 
libraries to store, version, and share Excel 
workbooks in their native format. 

3. Keep SharePoint Server 2007 Standard 
Edition and create a new SharePoint list 
from an existing Excel spreadsheet. 
Option 1 incurs additional costs and de-

ployment considerations, such as changing 
to Kerberos (if you’re not already running in 
Kerberos mode) and upgrading to Excel 2007 
(if you’re currently using Excel 2003). Howev-
er, it provides a more scalable Excel solution 
without the need for the Excel client or Ac-
tiveX control. 

Option 2 means that the Excel workbook 
will be retained in its original native format 
and can be checked out and edited by autho-
rised users. However, the Excel client must be 
present on those clients responsible for updat-
ing Excel workbooks. Excel workbooks up-
loaded to a SharePoint document library can 
be secured using the security features in Ex-
cel, but there is a risk that end users will still 
be able to republish the workbook elsewhere, 
resulting in copies of the same workbooks. 

Option 3 means that, although a new list 
will be created from an Excel worksheet, there 
are implications in continuing to update the 
list from an Excel client or the portability 
of data within the list. SharePoint lists have  
limitations for data types and Excel functions, 
and it is difficult to append updates to an  
existing list from an Excel workbook. Also, 
if your organisation is currently running  
Excel 2003, users will experience compatibility  
issues when you upgrade to Excel 2007. Un-
like Excel 2003, Excel 2007 does not provide 
two-way synchronisation with SharePoint. 

If you plan to stay with the Standard Edi-
tion and you are using multiple Excel work-
books throughout your organisation (and 
custom formulas), then we recommend that 
you maintain the existing Excel workbooks 
in their native Excel format and utilise the 
document management features within 
SharePoint document libraries, such as ver-
sioning and approval, so you can monitor 
who has updated what and when. In addition, 
you should lock down access to Excel work-
books using the built-in SharePoint security 
model and give edit rights only to those us-
ers who will actually need to update existing 
workbooks and upload new workbooks. 

If you are contemplating upgrading at a  
later stage and the basis of that upgrade is 
BI – specifically, Excel features – carefully  
consider the business requirements. For  
instance, are you planning to deploy a read-
only version of Excel workbooks, or are you 
planning to have a distributed Excel author-
ing environment? If it’s the latter, consider 
purchasing PerformancePoint Server 2007. 

Remember, while Excel Services enables 
you to publish an entire Excel 2007 workbook 
as a Web page in which end users can access 
Excel data and perform run-time calculations 
(without being able to save data back to the 
source Excel workbook), the onus of updat-
ing and republishing an Excel workbook falls 
upon one or several people. PerformancePoint 
Server 2007, on the other hand, offers the abil-
ity to distribute Excel tasks to end users, pro-
viding centralised and secure control over user 
access and Excel templates. ■

For more information 
Visit the SharePoint TechCentre:  
http://technet.microsoft.com/en-gb/office/
sharepointserver/default.aspx

Ben Curry and Bill English are the 
authors of Microsoft Office SharePoint Server 
2007 Best Practices (Microsoft Press, 2008).
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This article is adapted 
from the upcoming 
book Microsoft Office 
Communications Server 
2007 R2 Resource Kit 
(Microsoft Press, 2009).

Office Communications Server

Microsoft Office 
Communications 
Server 2007 R2, or OCS 
2007 R2, introduces 
many new features, 
along with significant 
enhancements of 
existing functionality. 
Key new features and 
enhancements include 
Call Delegation, Team 
Ring, Group Chat, 
Desktop sharing, Server

Stephanie Pierce

applications, SIP trunking support, En-
hanced media, Simplified firewall configura-
tion for the Audio/Visual (A/V) Edge Server, 
Presence Enhancements, Improvements in 
Archiving, Quality of Experience (QoE) En-
hancements, and Simplified management. In 
this article, I will give an overview of some of 
the most important new features and func-
tionalities added in R2.

Call Delegation
The new Call Delegation feature in OCS 
2007 R2 enables managers to delegate phone 
call handling to one or more administrative 
assistants or other delegates. When a dele-
gate answers a call, the manager is notified 
that the call has been answered, along with 
the name of the delegate who answered. 

Working in Microsoft Office Communi-
cator 2007 R2, a manager selects a delegate 
from among the names in the manager’s con-
tact list and then selects Call-Forwarding 
Settings. The selected delegate uses the new 
Office Communicator 2007 R2 Attendant to 
handle calls for the manager. 

At a glance:
Call Delegation, Team 
Ring, Group Chat 
Desktop Sharing, 
Extending Voice and 
Conferencing
Enhancements to 
Presence, Simplified 
Management 

What’s new in  
Office Communications  
Server 2007 R2
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Depending on the particular permissions 
that the manager delegates, the assistant can 
perform the following tasks (note that these 
capabilities apply only to phone calls; the assis-
tant can’t screen instant messaging (IM) conver-
sations, IM conferences, or data-only calls): 

•	 Screen	 person-to-person	 or	 conference	
calls on behalf of the manager. These calls 
can be audio only, audio and video, or au-
dio and data 

•	 Join	the	voice	portion	of	a	conference	on	
behalf of the manager 

•	 Listen	 to	 the	manager’s	 voicemail	 (if	 the	
manager has shared her Microsoft Office 
Outlook Inbox) 

•	 Place	a	person-to-person	call	on	behalf	of	
the manager 

•	 Initiate	a	conference	call	on	the	manager’s	
behalf

•	 Transfer	calls	to	the	manager	
•	 Modify	the	manager’s	call-forwarding	set-

tings 
•	 Search	for	contacts	among	the	manager’s	

shared Outlook contact list 
•	 Use	a	shortcut	to	transfer	a	call	placed	on	

behalf of another manager, such that the 
two managers speak directly to each other 
without having to first go through an as-
sistant 

•	 Proxy	remote	user	connections	to	the	cor-
rect Standard Edition Server or Enterprise 
pool. This is necessary because remote user 
connections cannot be redirected 

The manager can also configure a number 
of options from within the Communicator 
client. She can designate a back-up assistant 
for times when the primary assistant is un-
available. She can transfer a call to configured 
delegates, which are automatically placed on 
the Communicator 2007 R2 transfer menu. 
And she can share Outlook contacts with the 
assistant. The following call delegation op-
tions are supported: 

•	 One	manager	and	one	delegate	
•	 One	manager	and	multiple	delegates	
•	 Multiple	managers	and	one	delegate	
•	 Multiple	managers	and	multiple	delegates	

Team Ring
The new Team Ring feature in OCS 2007 R2 
makes it possible to forward incoming calls 

to a defined team. As a result, when a team 
receives a forwarded call, each member’s 
phone rings, and all members can see who 
forwarded the call. When a team member an-
swers the call, the phones of all other mem-
bers stop ringing. 

The Team Ring feature is essentially a call-
forwarding option that the team leader con-
figures in Office Communicator 2007 R2. In 
the Call Forwarding Settings dialog box, the 
leader can set up a team, add members, and 
configure how calls are forwarded to oth-
er team members. Call team forwarding op-
tions include the following: 
Ring Leader, Then Ring Team A call for-
warded to a team leader first rings the lead-
er’s phone for a specified number of seconds, 
and then it rings the phones of all team mem-
bers. Each member can see who forwarded 
and accepted the call. After the call is an-
swered, all team phones stop ringing. 
Ring Leader and Team Simultaneously A 
call forwarded to a team leader simultane-
ously rings the phones of all team members. 
After the call is answered, all team phones 
stop ringing. 
Ring Team only during Working Hours A 
call forwarded to the team leader after work-
ing hours does not go to the team. 
Ring Team when Leader Status Is Set to Do 
Not Disturb If the leader’s presence is set 
to Do Not Disturb, a call forwarded to the 
leader does not ring the leader’s phone but 
automatically rings the phones of all other 
team members. After the call is answered, all 
team phones stop ringing. If the call is unan-
swered, it is forwarded to the leader’s voice-
mail. If the caller has permission to break 
through to the leader, the leader’s phone 
rings and the call is not forwarded to other 
team members. 
Ring Team when Leader Status Is Set to Off
line If the leader’s presence is set to Offline, a 
call forwarded to the leader does not ring the 
leader’s phone but automatically rings the 
phones of all other team members. After the 
call is answered, all team phones stop ring-
ing. If the call is unanswered, it is forwarded 
to the leader’s voicemail. 
Calls from Specific Callers Do Not Go to 
Team Calls from contacts whom the leader 
has designated as Personal are never forward-
ed to team members. 

When a team 
receives a 
forwarded 
call, each 
member’s 
phone 
rings, and 
all members 
can see who 
forwarded 
the call. 
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Group Chat  
OCS 2007 R2 Group Chat enables users to 
engage in persistent, ongoing IM conversa-
tions. Group Chat differs from Group IM in 
that the latter is not persistent. After a Group 
IM session has ended, its state is lost. 

With OCS 2007 R2 Group Chat, however, 
the conversation persists, along with all IM 
conversations, files, Web links, and other as-
sociated data. This persistence makes it pos-
sible to maintain complete records of each 
session. It also enables the instant exchange of 
business expertise across an organisation and 
with external partners in a way that makes it 
possible to maintain a continuing flow of in-
formation among project members. 

Group Chat requires the deployment of  
three components that are new with OCS 
2007 R2: 
OCS 2007 R2 Group Chat Server This gives 
users access to Group Chat functionality. 

OCS 2007 R2 Group Chat Administration 
Tool This tool enables an Office Communi-
cations Server administrator or delegate to 
manage chat rooms and users. An administra-
tor can create categories and group channels, 
define their scope and membership, manage 
how users can use the group channels, and 
specify which users are administrators and 
managers. 
Office Communicator 2007 R2 Group Chat 
This is a desktop client application that 
makes chat room conversations and features 
available to end users and that enables users 
to send and receive instant messages, either 
in a chat room or singly with another user 
outside the chat room. To use chat rooms, 
this component must be installed in addition 
to Office Communicator. 

Figure 1 shows all of the components of 
a topology with a single Group Chat Server 
and optional Compliance Server with a sepa-

Figure 1 Single-server 
Group Chat topology
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rate compliance database. Figure 2 shows a 
multiple-server Group Chat topology.

With OCS 2007 R2 Group Chat, end users 
can perform the following tasks: 

•	 Create	a	chat	room,	which	is	a	persistent	
topic that users can join

•	 Restrict	chat	room	access	to	selected	users	
•	 View	all	chat	rooms	in	which	the	user	is	a	

member 
•	 Join	a	chat	room	
•	 View	and	read	chat	room	messages
•	 Post	messages	to	a	chat	room
•	 Post	Web	links	to	a	chat	room	

•	 Receive	notifications	when	a	user	is	added	
to a chat room or contact list 

•	 Customise	the	chat	room	display	
•	 Log	chat	room	content	
•	 Review	chat	room	logs	
•	 Create	 an	 auditorium	 chat	 room,	 where	

only certain members can post messages
•	 Send	and	receive	instant	messages	without	

creating a chat room 
•	 Save	instant	messages	to	a	text	file	
•	 Archive	 chat	 room	 content	 and	 IM	 con-

versations
•	 Choose	 whether	 to	 use	 Communicator	

or the chat room’s client for IM conversa-

Figure 2 Multi-server 
Group Chat topology
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tions. This decision is important because  
choosing one of the clients makes IM con-
versations unavailable on the other client 

Desktop sharing  
Desktop sharing enables users to transmit 
views of their desktops to others. With the 
new Web-based client in OCS 2007 R2, users 
can initiate desktop sharing during any Web 
conference that the server hosts. The desk-
top-sharing client is based on and integrat-
ed with the 2007 R2 release of the Microsoft 
Office Communicator Web Access client. 

The new desktop sharing client can be ini-
tiated by using the 2007 R2 version of the 
Communicator Web Access client, Office 
Communicator	2007	R2,	Microsoft	Office	Live	
Meeting 2007 R2 (in meetings hosted by Office 
Communications	 Server	 instead	 of	 the	 Live	
Meeting service), and Microsoft Office Shared-
View. A desktop sharing session can also be ini-
tiated by using a Web browser to navigate to 
the desktop sharing Web site hosted by the 
Communicator Web Access server. Desktop 
sharing requires installation of the Microsoft 
Office Communicator Web Access plug-in. 

The framework for sharing desktops 
includes five principal components: 
Communicator Web Access Client 
The 2007 R2 version of the Communi-
cator Web Access client contains the 
hosting and viewing components for 
desktop sharing. The hosting compo-
nent drives the desktop sharing ses-
sion. This component sends graphical 
data to the Application Sharing Server 
or another client, such as Office Com-
municator 2007 R2, which is capable 
of understanding Remote Desktop 
Protocol (RDP). 

The viewing component displays 
the graphical data from the desktop 
sharing session to the user. Graphical 
data is obtained from the Communica-
tor Web Access server. The viewer can 
also send keyboard and mouse data to 
the host by way of the Communicator 
Web Access server and the Application 
Sharing Conferencing Server. 
Desktop-Sharing Client The desktop 
sharing client is a Web-based viewer 
that is hosted on the Communica-
tor Web Access client. When sharing 
is initiated, meeting participants are 
invited to view the sharer’s desktop. 
If they accept, the desktop sharing 
client launches in a new viewing pane 
integrated with the Communicator 
Web Access client. 

Principal components of desktop sharing framework

Participants using Office Communi-
cator 2007 R2 can launch the desktop 
sharing client directly from Office 
Communicator. Each participant’s 
desktop sharing client receives graphi-
cal data from the Communicator Web 
Access server, which in turn receives it 
from the Application Sharing Confer-
encing Server. 
Microsoft Office Communicator 
Web Access Plug-In Because the 
desktop sharing client is browser 
based, interaction with the underlying 
operating system has to be imple-
mented through a native plug-in. The 
Microsoft Office Communicator Web 
Access plug-in is available as an option 
during installation of the Communica-
tor Web Access client. 
Communicator Web Access Server 
The Communicator Web Access server 
is responsible for setting up, tearing 
down, and controlling the desktop 
sharing session for the Communicator 
Web Access client. The Communica-
tor Web Access server also sends and 
receives sharing data both to and from 
the client. The Communicator Web 
Access server handles media only for 
Communicator Web Access viewers. 
Application Sharing Conferencing 
Server The Application Sharing Server 
is responsible for managing and stream-

ing data for conferences that require 
desktop sharing. In multi-party confer-
ences, the Communicator Web Access 
client, in the role of the desktop shar-
ing host, dials the conferencing server 
directly (or, in the case of external 
users, by way of an A/V Edge Server). 
The Communicator Web Access server 
then connects to the conferencing 
server to receive desktop sharing data 
on behalf of the Web clients that are 
hosted on the Communicator Web 
Access server. 

In Office Communications Server 
2007 R2, desktop sharing components 
use RDP, which is also used by Terminal 
Services functionality in Windows 
Server 2003. Desktop sharing sessions 
that use RDP cannot support partici-
pants who are running earlier versions 
of Office Communications Server 
clients, nor can they include users of 
the Office Live Meeting service. 

However, participants who are not 
running any Office Communications 
Server clients and do not have an 
Office Communications Server ac-
count can still be invited to a desktop 
sharing session. They join that session 
by simply navigating to a meeting URL 
hosted on the Communicator Web Ac-
cess server, using a supported Internet 
browser. 
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Users	running	a	supported	client	on	a	com-
puter running Windows can initiate sharing, 
view, or take control of programs during a 
desktop	sharing	 session.	Users	participating	
in a desktop sharing session using an Apple 
Macintosh	or	a	computer	running	the	Linux	
operating system can view or take control of 
programs but cannot initiate sharing. 

By using a supported client, users can initi-
ate a desktop sharing session and invite oth-
er users, including users that are not enabled 
for	Unified	Communications	(UC).	Commu-
nicator Web Access and Office Communi-
cator users can start desktop sharing during 
an existing IM conversation or audio/video 
conference. Communicator Web Access au-
tomatically	generates	a	meeting	URL	for	new	
participants at the time the desktop sharing 
session is initiated. Members of a distribu-
tion group can be added to a desktop sharing 
session.	Users	outside	the	organisation’s	net-
work can also join a desktop sharing session 
if Communicator Web Access is configured 
for external access. 

Depending on policy, the user hosting 
a session can give control to other partici-
pants, deny control, retake control, or stop 
the session. While in a desktop sharing ses-
sion, all users can send instant messages to 
other participants. 

Anyone in the session can add audio con-
ferencing to a desktop sharing session if the 
environment has been configured with an 
A/V Conferencing Server and if the environ-
ment supports calls to the Public Switched 
Telephone Network (PSTN). When audio is 
added, Communicator Web Access initiates a 
call to the user’s telephone, and then it calls 
the telephone numbers of other users in the 
session to add them to the audio conference. 
Conference Attendant Console users can par-
ticipate in the audio conference portion of a 
desktop sharing session. 

Server applications to extend voice and 
conferencing 
OCS 2007 R2 ships with several applications 
which extend and enhance the server’s ex-
isting voice and conferencing functional-
ity. These applications run on the OCS 2007 
R2 Application Server, which is installed on 
the same computer as the Enterprise Edition 
front-end server or Standard Edition Server. 

DialIn Conferencing Feature Dial-in con-
ferencing enables anonymous users and en-
terprise users who want or need to use a 
PSTN phone to join the audio portion of an 
on-premise conference. Conferencing At-
tendant is an application that is run to en-
able this dial-in conferencing feature, and 
the Conferencing Announcement Service is 
an application that enhances this feature by 
providing announcements when users join 
or leave a conference. 
Conferencing Attendant OCS 2007 R2 Con-
ferencing Attendant is an application that 
enables users to join an A/V conference by 
dialing in using a telephone on the PSTN. 
Conferencing Attendant can be installed to 
provide audio conferencing capabilities to 
phone users without requiring the services 
of a third-party Audio Conferencing pro-
vider. Conferencing Attendant also requires 
that the 2007 R2 release of Communicator 
Web Access be installed to provide the Dial-
In Conferencing Web page, which users can 
access to manage their reservationless meet-
ing information and personal identification 
number (PIN). 

Conferencing Attendant provides user 
management of reservationless meeting in-
formation and PIN management through 
a Dial-In Conferencing Web page, support 
for multiple languages, music-on-hold, con-
ference scheduling using an Outlook add-in, 
support for both anonymous and remote us-
ers, reservationless meetings, and configu-
rable access phone numbers. 
Conferencing Announcement Service Con-
ferencing Announcement Service uses a 
tone to announce when a phone user joins 
or leaves a conference. If the conference or-
ganizer dials out to a user with a request to 
join the conference, a tone plays when the 
user joins. Conferencing Announcement 
Service also announces when a phone user 
has been muted or unmuted. If you run Con-
ferencing Attendant without also running 
Conference Announcement Service, there 
are no announcements for phone users. 

Response Group Service  
OCS 2007 R2 Response Group Service en-
ables administrators to create and configure 
one or more small response groups for the 
purpose of routing and queuing incoming 

By using a 
supported 
client, users 
can initiate 
a desktop 
sharing 
session 
and invite 
other users, 
including 
users that are 
not enabled 
for	UC.	
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phone calls to one or more designated agents. 
These response groups can be deployed in de-
partmental or workgroup environments and 
in entirely new telephony installations. 

Typical usage scenarios include an internal 
help desk, customer service desk, or general 
external call handler. Response Group Service 
can increase response group usage and reduce 
the associated overhead by pushing the tasks 
of response group maintenance down to the 
users who directly benefit from them. 

Response Group Service works with Office 
Communicator and the new Office Commu-
nications Server Attendant. Response Group 
Service also supports incoming calls from 
the local carrier network. Agents can use 
Communicator, Communicator Phone Edi-
tion, or Office Communications Server At-
tendant. Figure 3 shows the Response Group 
Service deployed on Office Communications 
Server 2007 R2 Enterprise Edition servers in 
a consolidated configuration. In this exam-
ple, calls from on-site and remote callers can 
be distributed to on-site and remote callees.

Response Group Service includes the fol-
lowing features: 
Supported Call Routing Algorithms Re-
sponse Group Service supports standard 
response group call-routing algorithms, in-
cluding serial, longest-idle, parallel, and 

round robin. Routing algorithms are config-
ured for each defined group of agents. 
Interactive Voice Response (IVR) Call nav-
igation employs IVR, which detects and 
recognises both speech and dual-tone multi-
frequency (DTMF) keypad input. Response 
Group Service IVR also supports text-to-
speech and the WAV file format. The admin-
istrator can update IVR prompts. 
Call Queuing Calls are queued pending the 
availability of an agent configured to accept 
the call.
MusicOnHold Callers are put on music-
on-hold until an agent becomes available. 
Presence-based routing Call routing takes 
agent presence status into account. The 
routing component would skip, for example, 
agents who are signed out or busy.
Response Group Templates Predefined re-
sponse group templates make it easy for 
an administrator to create a new response 
group. The administrator uses the response 
group template to define the usage experi-
ence of the call, including questions asked to 
the caller, options given to the caller, music-
on-hold options, and configuration of busi-
ness hours and holidays.
User Management	Using	a	Web-based	tool,	
administrators assign management respon-
sibility for a response group (basic or en-

Figure 3 Response Group Service deployment
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hanced hunt groups only) to any user. The 
user is thereby empowered to configure and 
manage the response group, including con-
figuring music-on-hold and defining busi-
ness hours. As a result, user management puts 
control over response groups in the hands 
of people who actually use them, while re-
lieving administrators of much of the over-
head associated with managing traditional 
response groups.
Agent Types Response Group Service sup-
ports both formal and informal agents. For-
mal agents are required to sign in or sign 
out of response groups. They might include 
someone who fills in when colleagues are on 
vacation or lunch breaks or perhaps include 
separate groups of people who take calls at 
different times of the day. Informal agents 
are not required to sign in or out of response 
groups.
Simplified Management Response Group 
Service simplifies management of response 
groups by providing a Web-based response 
group deployment and configuration tool, 
a standalone Microsoft Management Con-
sole (MMC) 3.0 snap-in (which can be opened 
from OCS 2007 R2), and support for end users 
configuring and managing response groups. 

Outside Voice Control  
Outside Voice Control provides Enterprise 
Voice functionality and call control to mo-
bile phones that are not otherwise enabled 
for Enterprise Voice. Microsoft Office Com-
municator Mobile clients can receive or 
make calls by using a single enterprise num-
ber	or	Session	Initiation	Protocol	(SIP)	Uni-
form	Resource	Identifier	(URI).

Unanswered	calls	are	directed	to	the	user’s	
single	Enterprise	Voice	mail	repository.	Users	
of devices that are running Office Communi-
cator Mobile clients can use the voice func-
tionality of that device as if it were part of the 
enterprise network, rather than the carrier 
network, by providing a callback number to 
the server. 

SIP Trunking  
OCS 2007 R2 simplifies and reduces the cost 
of deploying Enterprise Voice by enabling 
an enterprise to connect its voice network 
to a service provider offering PSTN origina-
tion, termination, and emergency services. 
This capability, known in the telecommuni-
cations industry as SIP trunking, enables en-
terprises to not deploy IP-PSTN gateways, 
with or without Mediation Servers, to en-
able PSTN connectivity. In other words, it 
offers a generic means for an IP PBX to con-
nect to a remote hosted service for the pur-
pose of originating and terminating calls to 
the PSTN network. 

Figure 4 depicts the SIP trunking topolo-
gy in OCS 2007 R2. As shown in the diagram, 
an IP virtual private network (VPN) is used 
for connectivity between the enterprise net-
work and the PSTN service provider. The 
purpose of this private network is to provide 
IP connectivity, security, and (optionally) 
Quality of Service (QoS) guarantees. 

In such an environment, it is not required 
to additionally secure the SIP signaling traf-
fic	 (with	 Transport	 Layer	 Security,	 or	 TLS)	
or the media traffic (with Secure Real-Time 
Protocol, or SRTP). Connections between 
the enterprise and the service provider there-

Figure 4 The SIP trunking 
topology 
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fore consist of plain TCP connections for 
SIP	and	plain	RTP	(over	UDP)	for	media	po-
tentially tunneled through an IP VPN. 

It’s expected that the demarcation point in 
most service providers’ networks will be a ses-
sion border controller, although this is not re-
quired.	Likewise,	whether	to	use	an	IP-PSTN	
gateway or softswitch in the service provider 
network is up to the service provider. 

In this SIP trunking topology, the Medi-
ation Server performs media and signaling 
translation, just as it does when connected to 
an enterprise IP-PSTN gateway. All SIP traffic 
and media traffic between the enterprise net-
work and the service provider network flows 
through the VPN and through the Mediation 
Server. 

The Mediation Server can discover the 
service provider proxy (the Session Border 
Controller in Figure 4) either through stat-
ic provisioning or DNS query against an 
FQDN published by the PSTN service pro-
vider. The PSTN service provider can use ei-

ther of these methods for discovering the list 
of enterprise proxies (Mediation Servers) to 
which it can connect.

The OCS 2007 R2 SIP trunking capabili-
ty enables two key scenarios. In the first sce-
nario, an enterprise user inside or outside 
the corporate firewall can make a local, long 
distance, or emergency call (specified by an 
E.164-compliant number that is terminated 
on the PSTN as a service of the correspond-
ing service provider). In the second scenario, 
any PSTN subscriber can contact an enter-
prise user inside or outside the corporate 
firewall by dialing a Direct Inward Dialing 
number associated with that enterprise user. 

Enhanced media  
Improved A/V collaboration is the center-
piece of OCS 2007 R2. Fundamental to this 
effort is an improvement in overall user ex-
perience both during phone calls and confer-
ences. Among the media enhancements that 
have been implemented to achieve this goal 
are the following: 
Improved Media Resiliency End users can 
expect to have reliable voice communica-
tions that continue working even if tran-
sient network conditions cause signaling 
failure in an Office Communications Server 
component. If a user’s attempt to establish a 
new media connection fails, such as during 
an attempt to add video to an existing voice 
connection, Office Communicator 2007 R2 
automatically tries to restore this connec-
tion in the background without further user 
involvement. (Note that if a signaling fail-
ure occurs for the duration of the call after 
it has initially been established, call control 
features such as hold, retrieve, and transfer 
will not work.)
Improved Voice Quality Overall voice qual-
ity is significantly better for OCS 2007 R2. 
Some of the more notable changes include 
suppression of typing noise during calls, im-
proved generation of “comfort noise” (re-
ducing hissing and smoothing over the 
discontinuous flow of audio packets), better 
echo detection and reduced echoing at the 
beginning of a call, better regulation of au-
dio volume among peer-to-peer callers and 
conference participants, and improved co-
dec selection for calls to the PSTN over low-
latency connections. 

Video negotiation is a process whereby an endpoint proposing to send 
video can determine the video capabilities of the receiving endpoint prior 
to sending the video stream. The purpose of video negotiation is to make 
sure that the sending endpoint can produce and send a given resolu-
tion and that the receiving endpoint can receive and render that same 
resolution. The negotiation follows an offer/answer model until common 
agreement is found. The highest-quality video capability held in common 
is used in peer-to-peer calls unless the user at the receiving end prefers a 
lower resolution or frame rate. 

An endpoint’s video capability is based on several qualities, includ-
ing central processing unit (CPU), available memory, attached devices, 
and network resources. For example, a user may have a camera that can 
send VGA video at 15 frames per second (fps) or Common Intermediate 
Format (CIF) video at 30 fps, but that cannot handle high-definition (HD) 
video. Video negotiation always resolves to CIF at 15 fps for multiparty 
video conferencing. 

The video preference of the user at the receiving endpoint also helps 
to determine the final negotiated format. For example, a user may want 
to select a smaller video window even though the negotiated video 
settings enable a higher resolution. In such cases, the receiver instructs 
the sender to adopt a lower video format. The ability to specify video 
preferences in this way prevents inefficient use of bandwidth. Office 
Communicator offers three window sizes and therefore three preference 
settings: small, large, and full screen.

Video negotiation 
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HighDefinition and VGA Video High-defi-
nition (HD) video (resolution 1270 x 720; as-
pect ratio 16:9) and VGA video (resolution 
640 x 480; aspect ratio 4:3) are supported for 
peer-to-peer calls between users running Of-
fice Communicator 2007 R2 on high-end 
computers. The resolution that each partici-
pant views in a single conversation may dif-
fer, depending on the video capabilities of 
their respective hardware. (See the “Video 
Negotiation” sidebar.) 

HD and VGA video are not supported for 
conferences. Administrators can set poli-
cies to restrict or disable HD or VGA video 
on clients, depending on computer capabil-
ity, network bandwidth, and the presence of 
a camera able to deliver the required resolu-
tion. These policies are enforced through in-
band provisioning. 

Simplified firewall configuration for the A/
V Edge Server  
OCS 2007 R2 simplifies firewall configura-
tion for the A/V Edge Server to support au-
dio and video scenarios involving remote 
users and federated users. In OCS 2007 R2, 
the perimeter network’s external firewall 
needs to be configured to enable inbound and 
outbound connections with the public Inter-
net to the A/V Edge Service on ports 3478 for 
User	Datagram	Protocol	(UDP),	443	for	Trans-
mission Control Protocol (TCP), and 50,000 -
59,999	for	both	UDP	and	TCP.	

If application sharing does not need to be 
enabled for federated scenarios, then with 
OCS 2007 R2, the perimeter firewall can 
be configured to enable only inbound con-
nections from the public Internet to the A/
V	Edge	 Server	 on	 ports	 3478	 for	UDP	 and	
443 for TCP. This reduced port range for 
inbound connections simplifies the con-
figuration changes required on the exter-
nal firewall. However, if application sharing 
needs to be enabled in federated scenarios, 
then ports 50,000-59,999 need to be opened 
for outbound TCP connections. 

In OCS 2007, the external IP address of the 
A/V Edge Server has to be publicly routable 
and not located behind a Network Address 
Translation (NAT). In Communications Serv-
er 2007 R2, if a public IP address is not avail-
able, the A/V Edge Service can be deployed 
behind a NAT as part of a single Edge Server 

topology. (It’s important to note that a pub-
licly routable IP address is required if the to-
pology contains multiple load-balanced A/V 
Edge Servers.)

Presence enhancements  
The ability to broadcast and view presence 
information is a fundamental requirement 
for effective real-time communications. 
Presence enhancements for OCS 2007 R2 
primarily address the requirements of new 
voice scenarios: 

	•	 Increasing	the	number	of	subscribers	to	a	
contact object. For instance, the maximum 
number of category subscriptions is 3,000, 
which would enable 600 subscribers with 
one device each across five categories. 

•	 Enabling	 the	Response	Group	 Service	 to	
subscribe to the presence of its agents. 

•	 Creating	Presence	policies	to	set	limits	and	
restrictions for specific people. 

•	 Implementing	 poll-based	 presence	 for	
newly created callers to the Response 
Group Service. 

•	 Enabling	an	administrator	to	publish	pres-
ence on behalf of a manager and to access 
all of the manager’s published presence 
categories. 

Archiving, CDR, and QoE enhancements  
Office Communications Server 2007 R2 de-
livers enhanced out-of-the-box monitoring 
and reporting capabilities for new features 
and scenarios while simplifying the deploy-
ment and administration of monitoring 
components. Archiving, Call Detail Records 
(CDR), and Quality of Experience (QoE) en-
hancements for Office Communications 
Server 2007 R2 include: 

•	 CDR	and	archiving	data	for	new	scenarios	
and features, including Call Delegation, 
Team Calling, and Response Group Service. 

•	 New	 CDR	 usage	 reports	 provide	 system	
usage details for conferencing, voice and 
video, and IM. 

•	 New	QoE	metrics	 for	audio	quality,	PSTN	
connections, and network connectivity. 
These new QoE metrics provide better-qual-
ity monitoring and diagnostics. Furthermore, 
QoE reports have been fully redesigned and 
enhanced with the new metrics. 

OCS 2007 R2 
perks include 
suppression 
of typing 
noise during 
calls and 
better 
regulation of 
audio volume 
among 
participants. 
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•	 A	 new	 Office	 Communications	 Server	
role, the Monitoring Server, gathers both 
CDR and QoE data. 

•	 The	OCS	2007	R2	Archiving	Server	now	
performs only IM conversation archiving-
related functions. 

Simplified management  
Office Communications Server 2007 R2  
reduces management overhead and simpli-
fies deployment and ongoing operations.  
Management improvements include: 
Simplified Topologies The recommended 
topology for Office Communications Serv-
er 2007 R2 is a consolidated configuration in 
which all server roles in a pool are collocated 
on a single computer. Response Group Ser-
vice, Conferencing Auto-Attendant, Confer-
encing Announcement Service, and Outside 
Voice Control are also collated on a single 
computer. All Edge Server roles in a perimeter 
network are collocated on a single computer. 
As a result, both deployment and operational 
overhead are reduced, thereby reducing cost 
of ownership. Scalability is achieved by add-
ing computers to the pool or perimeter net-
work and load balancing them. 
Enhanced Administrative SnapIn The  
Administrative snap-in has been updated for 
Office Communications Server 2007 R2 to  
include Application Server, Response 
Group Distributor, Conference Attendant,  
Conference Announcement Service, Call  
Control Service, and Application Sharing  
Conferencing Server. 

The new snap-in enables administrators 
to configure and manage each of these new 
components by using a familiar interface. In 
addition, these new components appear in 
the server-by-role view in the snap-in. 
Conference Directories Conference Direc-
tories are new entities that provide persistent 
identities to scheduled conferences. When a 
scheduled conference has to be moved to a 
new pool – ie, when its original pool is taken 
offline – the scheduled conference retains the 
identity that its Conference Directory provid-
ed. Conference Directories, including those 
that are as yet unassigned, are listed in the tree 
view of the administrative console. 
Automatic Updates Administrators can 
push updates to Office Communicator 2007 
R2, Communicator Phone Edition, and the 

RoundTable without relying on the refresh 
cycles of other administrators and with little 
or no involvement from users. 
Improved Certificate Wizard An improved 
Certificate Wizard enables administrators to 
create multiple certificate requests offline for 
the same computer and then send them to an 
enterprise or public certificate authority (CA). 
After certificates are imported, the Certificate 
Wizard enables the administrator to specify 
the certificate assignments to specific services. 
The Certificate Wizard also warns when Sub-
ject Alternate Names (SANs) include spaces 
and special characters, which are not allowed. 
InBand Provisioning Enhancements All  
clients (Communicator, Communicator 
Web Access, Communicator Mobile, and  
Communicator Phone Edition) are  
automatically provisioned at first sign-in, 
with the new settings introduced in Office  
Communications Server 2007 R2. 
Optional Installation of Administrative 
Tools Installation of the Office Communi-
cations Server 2007 R2 Administrative snap-
in is now optional. The Communicator Web 
Access administrative snap-in and the de-
ployment	 command-line	 tool	 LcsCmd	 are	
also no longer installed by default. 
Planning Tool The Planning Tool for Of-
fice Communications Server 2007 R2 pro-
vides prescriptive guidance for planning and 
deployment. The Planning Tool is a wizard 
that asks a series of questions about features 
of interest, information about your organisa-
tion, and anticipated capacity. 

Based on the answers you provide, the 
Planning Tool creates a recommended to-
pology for each of your organisation’s main 
sites, specifies recommended hardware, and 
prescribes the planning and deployment 
steps to implement the topologies. The 
Planning Tool takes about 10 minutes to 
complete, depending on the complexity of 
your organisation.  ■ 

For more information visit: http://technet.
microsoft.com/en-gb/office/bb267356.aspx 

Stephanie Pierce is a Senior 
Technical Writer on the Microsoft Office 
Communications Server User Assistance team 
and former Program Manager of the Unified 
Communications Group.  
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At a glance:
The benefits of 
RemoteApps
Making applications 
available to users
Evaluating a terminal 
services implementation
Ensuring a positive user 
experience

Windows Administration

Deploying applications 
with Terminal Services

You can find a lot of instruction on the Internet 
and in your local bookstore on exactly how to 
install and use Terminal Services. But what’s sorely 
lacking in many of those outlets is information on

Greg Shields

how best to get remote applications to your 
users. With minimal effort, you can quickly 
deploy a terminal server in your environment 
that hosts your set of needed applications. 
Yet doing so in a way that meets your users’ 
expectations definitely requires a little extra 
thought.

If you are a terminal server administrator, 
take a step back from your remote applica-
tions infrastructure and consider the follow-
ing: How are you deploying applications? Do 
you supply users with remote desktops or TS 
RemoteApps? Do users access their apps via 
static Remote Desktop Protocol (RDP) files, 
a Web page, or desktop shortcuts? 

In the end, how are you evaluating the ex-
perience your users undergo when they use 
terminal services applications? With the im-
provements to Terminal Services now avail-
able with Windows Server 2008, the best 
answers to these important questions might 
surprise you.

Goodbye desktops, hello RemoteApps
Windows Server 2008 takes some of the 
pain out of terminal services administra-
tion through a significantly expanded set 
of services and capabilities. That list of 
what’s new and what’s changed was dis-
cussed in the November 2008 issue of TechNet  
Magazine, where Joshua Schnoll detailed the 
new features gained through the move to 
Windows Server 2008 (technet.microsoft.
com/magazine/cc987539). Of those features, 
arguably the most significant is terminal  
server’s new ability to deploy individual  
applications to users instead of full desktops.

Called TS RemoteApps, these individu-
al apps appear to users as if the application 
were installed directly to their local desktops. 
When a user clicks to launch a RemoteApp, 
he sees only the application itself on his local 
computer. No extra Start bar or double desk-
tops intrude to make it plain you’re interact-
ing with a non-local system. Depending on 
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the implementation and the expectations of 
your users, a TS Remote App can be superi-
or to deploying an entire desktop simply be-
cause it makes these applications seem like a 
normal part of the local desktop experience. 

With Windows Server 2008, creating a 
new TS RemoteApp is a simple process us-
ing the TS RemoteApp Manager console 
found under Administrative Tools. Clicking 
the Add RemoteApp Programs link in the 
Actions pane launches the RemoteApp Wiz-
ard, which interrogates the Terminal Server’s 
Windows Management Instrumentation 
(WMI) store to identify a list of potential ap-
plications already installed on the server. An 
example of this list is shown in Figure 1.

Select from the list those applications 
you want to create as RemoteApps and click 
Next. If your desired application isn’t avail-
able, click the Browse button and locate its 
primary EXE file. This will be the EXE file 
you normally use to launch the application. 
Complete the wizard and your remote appli-
cation is ready for deployment.

If you right-click to view the properties 
of your new RemoteApp, you’ll see that a 
few options can be adjusted. Besides being 
able to modify the name, location, icon, and 
alias information, you can also enter com-
mand-line arguments. This is handy for ap-
plications that require a set of arguments at 
launch time to function correctly, but it can 
also be used in conjunction with some appli-
cations to create links to remote content.

What a lot of administrators may not im-
mediately realise is that the move to TS 
RemoteApps enables more than merely pre-
senting applications on a user’s screen. With 
a little sleight of hand, you can use Remote-
Apps to automatically launch preconfigured 
content as well.

For example, suppose that instead of de-
ploying an application to users, you want 
to deploy a specific document. Rather than 
creating a RemoteApp that links users to 
an empty Microsoft Office Word or Ac-
cess application, for example, you want 
to connect them to a specific Word docu-
ment or Access database. In such cases, you 
can do so by entering the name of that doc-
ument as an argument after the applica-
tion’s primary EXE. Thus, if you want to 
create a connection to your Access 2007-

based PTO (paid time off) database stored at  
\\fileServer\fileShare\CompanyPTO.accdb, 
simply create a new RemoteApp called “PTO 
Database” and enter the document’s location 
as a command-line argument. Now, when a 
user double-clicks to launch the PTO Data-
base application, they’ll automatically be di-
rected to Access with the correct database 
already preloaded.

As you can see, creating connections to re-
mote content is another way to expand the 
usefulness of RemoteApps. Yet with all Re-
moteApps, your users must still be present-
ed with links to the icons to get started. In 
the next sections, I’ll discuss a few ways in 
which terminal services in Windows Server 
2008 makes this happen.

Launching apps from the Web
The new TS Web Access role service allows 
the hosting of application shortcuts on a 
preconfigured Web page. This role service 
integrates with terminal servers in the envi-
ronment to provide a single location where 
users can go to find and launch their appli-
cations. Figure 2 shows how this Web page 
looks to users.

Figure 1 The RemoteApp 
Wizard enumerates 
applications installed on 
the Terminal Server

Figure 2 The TS 
Web Access Web 
page enumerates 
deployed 
RemoteApps
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To create such a page, install the TS Web 
Access role to an existing IIS server, then add 
the computer account for the TS Web Ac-
cess server to the TS Web Access Comput-
ers Global Group in the domain. Note that 
for small environments, you can install TS 
Web Access to an existing terminal server for 
a single-server solution.

Once you’ve installed a RemoteApp, en-
abling it for TS Web Access is done by right-
clicking the configured RemoteApp in the 
TS RemoteApp Manager and selecting Show 
in TS Web Access. Users with version 6.1 or 
later of the Remote Desktop Client can then 
navigate to http://serverName/ts to view a 
list of application shortcuts. Clicking any 
of the presented shortcuts automatically 
launches the RemoteApp.

TS Web Access is an easy way to present a 
friendly interface for finding and launching 

applications. It is particularly useful when 
applications or versions change regularly; 
updating the Web site involves simply hid-
ing the link to the old application or version 
in TS Web Access and then showing the new 
link once it has been installed.

This tool does have some limitations, how-
ever. First, there is no built-in mechanism to 
limit the applications a user can access. Any 
RemoteApp that has been created on the ter-
minal server and made visible in TS Web Ac-
cess will be seen by every authenticated user.

The second problem has to do with the 
way in which users commonly work with 
their applications. When you want to start 
an application such as Word, how often do 
you actually click on the shortcut to the ap-

plication? Not very often, I’ll bet. It’s more 
likely that you double-click an existing Word 
document to start the application with the 
document preloaded.

Unfortunately, TS Web Access does not 
support this method of launching applica-
tions. For those who are used to double-
clicking documents to launch the linked 
application, TS Web Access may not be an 
acceptable solution. Never fear, though, as 
another much more useful option for this 
situation is discussed next.

Launching apps from the desktop
For users who want to double-click docu-
ments to launch the application, terminal 
services now provides the ability to “install” 
the remote application’s link to the desktop. 
This process effectively wraps the Remote-
App’s RDP file into a Windows Installer 
package – an MSI file – that is later installed 
to desktops in the environment.

At the same time, the installed MSI can 
modify the file extension associations on 
the desktop to reroute a double-clicked file 
to its associated RemoteApp on the terminal 
server. Figure 3 shows how the file extension 
associations have been modified on a client 
system after a Word RemoteApp is installed. 
Now, double-clicking any of the common 
Word file extensions will launch Word via 
the Remote Desktop Connection.

To create a Windows Installer package 
out of an existing RemoteApp, first navi-
gate to the TS RemoteApp Manager. Right-
click the RemoteApp of interest and select 
Create Windows Installer Package. By de-
fault, all created Windows Installer pack-
ages are stored in the location C:\Program 
Files\Packaged Programs, but this location 
can be changed from within the Remote-
App Wizard. Also configurable within the 
wizard are the name and port for the server 
that will host the RemoteApp, as well as serv-
er authentication, certificate settings, and TS 
Gateway settings.

Settings that relate to the application’s  
location after installation to a candidate desk-
top are shown in Figure 4. As you can see, it 
is possible to create a shortcut on the desktop 
as well as to a location within the Start menu 
folder. The most important checkbox on this 
screen is at the very bottom. It’s the checkbox 

Figure 3 
File extension 
associations that 
have been altered to 
launch the Remote 
Desktop Connection
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for Take over client settings, and it re-asso-
ciates any file extension associations for the 
RemoteApp from the local desktop to the 
terminal server. This checkbox must be se-
lected if you want users to be able to double-
click documents to launch their TS-hosted 
application. Click Next and Finish to com-
plete the wizard.

As is obvious, the upside of using desk-
top installation for connecting users to  
applications is that it doesn’t require a change 
in users’ behavior. Once the applications are  
installed, users can double-click documents to 
launch applications as they’ve always done.

However, this approach comes with its 
own downside in the form of extra desktop 
administration. Each RemoteApp used in this 
way must be installed to each desktop that 
requires access. This process is made easier 
through Group Policy Software Installation 
– which will be discussed next – but it’s still 
an added management headache. Also, when  
applications change, it is likely that the  
installed RemoteApps at each desktop will 
need to be updated as well.

Once you’ve created a Windows Installer 
package, the process to install it via Group 
Policy Software Installation is not difficult 
to set up. First, create a file share that can 
be accessed by Group Policy. A good place 
for this file share in a single terminal server 
scenario might be the default C:\Program 
Files\Packaged Programs folder on your ter-
minal server. Ensure that rights have been  
appropriately assigned to the folder and the 
share so that clients will be able to access the 
share during Group Policy processing. Then, 
create a new Group Policy Object (GPO) and 
navigate to Computer Configuration | Pol-
icies  | Software Settings | Software installa-
tion. Right-click Software installation and 
choose New | Package. In the resulting dia-
log box, locate the MSI file created for the 
Remote App. When asked for the deploy-
ment method, choose Advanced.

At this point you have a choice. Because 
RemoteApps are extremely small installa-
tions that install little more than RDP files 
and icons to the C:\Program Files\Remote-
Packages folder, you may want to select the 
option to Uninstall this application when 
it falls out of scope of management. By se-
lecting this option, any time the GPO is de-

leted or if the computer is moved to a new 
OU where the GPO no longer applies, the  
RemoteApp will be automatically  
removed from the computer. Enabling this 
option makes the process of removing a  
RemoteApp very simple as computers and  
applications move in and out of your scope of  
management.

The user experience
Deploying applications through any of these 
mechanisms is great, but there’s more to  
terminal services administration than creat-
ing and deploying applications. Ensuring that 
your implementation is meeting the needs 
of your users is equally important. With any  
discussion of application delivery, it is essential 
to consider a subjective performance metric 
to capture the quality of the user experience. 
While difficult to quantify using hard metrics, 
effective terminal services deployments must 
look at the aggregate satisfaction of the users 
as a measure for defining success.

To explain, users can be a particular-
ly troublesome lot, especially when they’re 
sharing resources on the same server. With  
terminal services, multiple users gather on a 
single server to share applications installed 
on that server. The aggregation of large num-
bers of users onto small numbers of serv-
ers eases the management of applications by  
reducing the count of applications. Fewer ap-
plications to manage means less patching, a 
more controlled environment, and fewer ad-
ministrative touch points. 

This consolidation of users requires the 
terminal server administrator to play the role 
of system babysitter. The successful adminis-

Figure 4 Creating a 
Windows Installer 
package enables the re-
association of client file 
extensions
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out why that process behaved in the way it 
did is the long-term solution to the problem.

In such situations, the idea is to ensure that 
a remote application performs at least as well 
as would be expected on the local desktop. 
The sidebar, “Key Terminal Services Perfor-
mance Counters,” illuminates some PerfMon 
metrics that will get you on the right track.

RemoteApps = predictable performance
A RemoteApp is effectively a terminal services 
session where the width and height of the ses-
sion is the same as that of the application being 
launched. The remote application appears local 
because the boundary of the session never ex-
pands beyond the boundary of the app itself.

While measuring the experience of the 
user is often a subjective activity that 
involves personal interviews more than 
metrics, there are some useful  
performance counters whose  
measurement can help you determine 
terminal server performance – which 
impacts user satisfaction. You should 
consider measuring the following  
counters on your terminal servers:
Memory\Available MBytes When 
this counter shrinks to a very low 
number, it means that processes on 
the terminal server are consuming 
much of the available physical memory. 
Low numbers here aren’t necessarily 
bad, but when combined with a high 
thread count and high pages/sec, low 
numbers can mean too many users 
attempting to do too many things on 
one terminal server.
Memory\Pages/Sec This counter 
relates to the rate in which memory is 
being read from or written to disk. A 
high count here in combination with 
a low count for Available MBytes can 
mean that available memory is not 
sufficient for the load being placed on 
the server and can therefore result in a 
poor user experience.
Processor\% Processor Time This  
counter effectively shows how much 
the processor is being used by  

Key Terminal Services performance counters
productive work. You should watch this 
metric closely, especially in multi 
processor systems, as it can indicate a 
hung or spiking processor. 
System\Threads Each process being 
run by the server is made up of a  
number of threads. The Threads  
counter is an integer that is the sum 
total across all processes on the  
system. Terminal servers tend to have 
high thread and process counts due to 
the number of people simultaneously 
using system resources. When this 
count grows high, it is reasonable to  
assume that a large number of activities 
are being attempted simultaneously on 
the server. A high thread count often 
results in a high count for Context 
Switches as the server attempts to 
handle the needs of each process.
System\Context Switches/Sec A 
Context Switch occurs each time 
the processor changes the thread it is 
currently processing. There is a slight 
overhead associated with each context 
switch, so a high count here – as with 
a high thread count – can mean that 
many users are attempting to do many 
things at once.
System\Processor Queue Length 
When the processor cannot keep up 
with the load, the requests begin to 
line up. The counter for that line is 

called the Processor Queue Length. 
When this counter grows high, you 
can assume that the server’s processors 
are being overloaded with requests 
– which can also indicate an impact on 
the user’s experience.
Terminal Services\Active Sessions and 
Terminal Services\Total Sessions These 
two metrics can help to effectively 
assess resource use against the number 
of users working on your terminal 
server. The first counter measures 
users who are actively working with 
the session, while the second counter 
includes users who are idle or have 
disconnected. These two counters, in 
combination with the others, are  
useful in helping you identify the  
maximum number of users your 
server can handle before it becomes 
overloaded and the user experience 
diminishes as a result.

The actual numbers you see will 
depend on your hardware composition, 
installed applications, and count and type 
of users on the system. Providing exact 
numbers as thresholds can therefore be 
misleading. Instead, you should look for 
variations in your own numbers or times 
when your metrics are far from their 
normal operations as an initial guide to 
determine when the user experience 
may not be good.

trator manages the terminal server farm by 
watching user behaviours on the system and 
proactively enacting change. Changes arrive 
as reconfigurations and lockdowns to ensure 
that one user’s bad behaviour doesn’t impact 
the experience of other users.

As an example, effective terminal server 
administrators will configure performance 
alerts to notify them when processor utilisa-
tion has spiked to and remains at a very high 
level. Such behaviour often indicates that a 
process has spiked a processor or that a user 
has initiated an action that uses too many re-
sources on the shared system. Tracing down 
and killing the offending process is only the 
first step in resolving the incident. Finding 
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The Microsoft implementation of Remote-
Apps is quite a bit smarter than the previous 
explanation might suggest to you. A deployed 
RemoteApp is not the same as a deployed full 
desktop from the perspective of the resources 
needed to get it up and operational. To launch 
a remote desktop requires the instantiation 
of explorer.exe to operate the desktop shell, 
plus all the processes configured to start with  
explorer.exe, such as system tray applica-
tions, helper applications, or any services or  
processes that accompany a standard desktop.

In contrast, the launching of a Remote App 
does not require the full explorer.exe shell or 
all the add-ons. In fact, RemoteApps replace 
explorer.exe with two other processes named 
rdpshell.exe and rdpinit.exe. It is these two 
slimmed-down processes that operate as the  
alternative shell and shell logon application 
used to bootstrap a RemoteApp into existence. 

Figure 5 shows a simplistic example of a  
terminal server where two users have connect-
ed and launched the calculator application. 
User1 has logged in via a full desktop, while 
User2 has connected to a pre-created Remote-
App instance of calc.exe. Although you’ll note 
that User2 has a larger count of running pro-
cesses required to launch the calc RemoteApp, 
the sum total of memory use of those process-
es is less than what is required for User1’s ex-
plorer shell, as you can see in Figure 6.

This reduced RAM consumption is only 
one part of the performance discussion. 
The impact of user behaviour on processor 
use must also be considered. When a user is  
deployed with a full desktop, he is in effect being  
given the ability to run any application that is 
installed to the terminal server. 

Without proper lockdowns in place, a light-
weight user who leverages terminal services for 
writing documents in Word can, at any point, 
become a heavyweight user by launching  
another more powerful application with high-
er resource needs. This behavioural unpredict-
ability makes the planning of resources per user 
challenging. It also complicates administration 
of the terminal server, increasing the possibil-
ity that one user’s behaviour will impact the  
experience of other users.

There is perhaps no better example of 
this unpredictability than with Internet  
Explorer. Installed to every instance of  
Windows Server, this application typically 

does not require many resources to run. Yet when  
Internet Explorer is used to render a poorly 
written Web site that requires numerous plug-
ins, its resource use can increase dramatically. 
A user who inappropriately and unexpected-
ly runs Internet Explorer while in a desktop  
session can accidentally over-consume  
available resources on the terminal server,  
causing the performance of others to slow.

In contrast to full desktops, the structure 
of RemoteApps tends to grant them more 
predictability in resource use. A user who 
launches a RemoteApp can work only with 
that specific application and others spawned 
by the initial application. Thus, the user’s  
behaviour tends to be more predictable from 
a performance standpoint.

You have options
Ultimately, the goal of this article is to let 
you know about the options you have for  
deploying remote applications to your us-
ers. The new features available with terminal  
services in Windows Server 2008 provide  
multiple paths for users to connect to  
applications. Some combination of desktop-
hosted and Web-hosted plus full desktop 
versus RemoteApp will be the correct config-
uration for your individual environment.  ■

For more information visit:  
http://technet.microsoft.com/en-gb/library/
cc782975.aspx

Figure 5 Task Manager 
shows the differences 
in resource use between 
desktops and RemoteApps

Greg Shields, MVP, is a co-founder 
and IT guru with Concentrated Technology. 
His latest book, Windows Server 2008: 
What’s New/What’s Changed, is available 
through SAPIEN Press. Get to know Greg at 
www.ConcentratedTech.com.
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SharePoint security 
accounts
Pav Cherny

Inside SharePoint

When using SharePoint security accounts, 
there is a high risk of creating weak system 
configurations that can expose an entire 
SharePoint environment. To help you 
deploy and secure SharePoint server farms 
correctly, Microsoft has published extensive 
information and detailed guidelines.
The Office SharePoint Server Security 
guide (available at go.microsoft.com/
fwlink/?LinkId=84739), for example, 
comprises more than 300 pages about 
planning and implementing site and 
content hierarchies, authentication 
methods, security roles, administrator 
and service accounts, and many other se-
curity issues. TheWindows SharePoint 
Services Security Account Require-
ments worksheet (see go.microsoft.com/ 
fwlink?LinkId=92930&clcid=0x409) also 
provides essential information regard-
ing security account configurations. 
If security is important to you, you  
definitely want to make sure to follow 
this worksheet. 

Even with extensive documenta-
tion, configuring security accounts 
can be a difficult task. In fact, the de-
fault settings of single-server instal-
lations deviate from the worksheet’s 
recommendations, and certain compo-
nents, such as the E-mail Integration 
Web Service included in Windows 
SharePoint Services (WSS) 3.0, require 
elevated permissions on the server, 
which not only strays from the Mi-
crosoft security recommendations but 

is in direct conflict with security best 
practices and plain common sense. The 
SharePoint 3.0 Central Administration 
tool happily applies critical security 
account configurations without warn-
ings, the Microsoft Baseline Security 
Analyzer (MBSA) does not detect the 
resulting weaknesses, and so it remains 
a challenge to secure a SharePoint serv-
er farm—and to keep it secure. 

In this column, I put SharePoint se-
curity accounts under a microscope 
to show you how a weak configura-
tion can give an attacker full control 
over all site collections and sites. This 

is a somewhat sensitive topic. On the 
one hand, I want to help you recognise 
the security challenges that surround 
SharePoint server configurations. Af-
ter all, you must understand both the 
strengths and the weaknesses of your 
SharePoint environment if you want 
to secure it effectively. 

On the other hand, I don’t want to 
aid malicious people. For this reason, 
I am not providing any worksheets or 
custom tools with this column and I’ll 
constrain source code discussions to 
basic topics that should be familiar to 
every professional ASP.NET develop-
er. The source code snippets covered 
in this column should help you detect 
vulnerabilities, but not help anyone 
exploit them. Even with limited pro-
gramming skills, you should be able 
to use these snippets to create custom 
ASP.NET pages if you have Microsoft 
Office SharePoint Designer 2007. 

A trial version of Microsoft Of-
fice SharePoint Designer 2007 is avail-
able at go.microsoft.com/fwlink/?LinkId= 
130166. I invite you to configure a test 
lab according to your own preferences, 
secure it as best as you can, and then 
run the code snippets for verification 
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purposes. Let’s see how secure your 
SharePoint sites are!

Application pools and  
security accounts
Security accounts are at the very core 
of the SharePoint request-processing 
model. They define the security con-
text of the IIS worker processes that 
run the SharePoint Web applications. 
When you create a SharePoint Web 
application, you must specify, among 
other things, an application pool with 
associated security account credentials 
and a SharePoint database with an as-
sociated authentication method. If 
you use Windows authentication (rec-
ommended), SharePoint automatically 
grants the specified security account 
dbOwner permissions on the content 
database so that the IIS worker process 
running the SharePoint Web applica-

tion can gain access to the site collec-
tions and sites hosted in this database. 
Otherwise, you must provide explicit 
SQL Server credentials. 

In any case, SharePoint site collec-
tions and sites are virtual constructs. 
Physically, they correspond to database 

records. If you know the account name 
and password to establish a direct SQL 
Server connection to the content da-
tabase, you can gain full access to all 
its site collections and site data regard-
less of permissions and access controls 
defined at the SharePoint level. Share-
Point cannot block you because you 
are establishing a direct connection 
to the database server, as illustrated in 
Figure 1. The security account is there-
fore a prime target for an attack.

To mitigate security risks, Micro-
soft recommends that you configure 
separate applications pools (and secu-
rity accounts) for site collections with 
authenticated and anonymous con-
tent and to isolate applications that 
store passwords or where users have 
great liberty to create and administer 
sites and to collaborate on content. By 
following this configuration advice, 
the underlying idea is that an attack-
er who gains control over one applica-
tion pool will not then implicitly have 
universal access to all data hosted in 
the SharePoint farm. SharePoint site 
collections and sites in other databases 
are still out of reach, provided you use 
separate security accounts for their as-
sociated Web applications.

Microsoft first introduced the con-
cept of worker process isolation based 
on applications pools with IIS 6.0 and 
states that IIS has not suffered a sin-
gle critical security vulnerability ever 
since. This is very reassuring, so be sure 
to take advantage of application pools 
in SharePoint farms. Keep in mind, 
however, that IIS Web sites and Share-
Point Web applications are not synon-
ymous. While you can isolate IIS Web 
sites, you cannot isolate SharePoint 
Web applications from each other. 

Genuine isolation exists only if 
Web sites do not share resources, yet 
SharePoint Web applications always 
have resources in common, such as the 
farm’s configuration database. As il-
lustrated in Figure 2, gaining control 
over a SharePoint security account im-
plies the ability to access the Share-
Point configuration database. That Figure 1 Bypassing SharePoint site collections and sites to access data

SharePoint Web Application

SQL Server Environment

Security account provides
IIS Worker Process (WSS)
with access to all data

Security account provides
unauthorized person
with access to all data

IIS and
WSS �.�

Active Directory Environment

Unauthorized
Person

SQL Server
Client

SQL
Server

http://topsite/subsite_a

http://topsite/subsite_b

http://topsite

http://topsite/sites/sitecol

http://topsite/sites/sitecol/subsite_a

http://topsite/sites/sitecol/subsite_b

SharePoint
Admins and Users

If you know the 
account name and 
password, you gain 
full access to all site 
collections and site 
data, regardless of 
permissions.
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access capability should make you feel 
uncomfortable if you deployed your 
SharePoint farm without giving prop-
er thought to the protection of your 
security accounts, especially if you are 
hosting site collections and sites from 
different internal or external custom-
ers in a shared environment.

Running custom code on  
SharePoint Servers
Out of the box, SharePoint doesn’t  
disclose security account information; 
it takes malicious code to discover the 
details. As we all know, security vulner-
abilities can enable attackers to upload 
malicious code, but sometimes intru-
sion is even easier. 

In the simplest case, an attacker might 
be able to log on to a SharePoint server 
locally or via Terminal Server and copy 
malicious code into the %COMMON-
PROGRAMFILES%\Microsoft Shared\
Web Server Extensions\12\TEMPLATE\

Layouts folder. Note that SharePoint  
includes this folder as a virtualised  
subfolder in every SharePoint site.

In another scenario, a SharePoint 
administrator might unknowingly in-
troduce malicious code by deploying 
a custom SharePoint solution from 
a questionable source without prop-
er testing and code verification. Inline 
ASP.NET code embedded in master and 
content pages is also cause for concern. 
By default, SharePoint does not pro-
cess server-side scripts, but anyone with 
write-access to a SharePoint Web appli-
cation’s web.config file can change the 
rules for processing server-side scripts. 
You need only add a PageParserPath en-
try to the web.config file’s <PageParser-
Paths> section. How exactly does the 
PageParserPath entry work?

Let’s suppose a developer who is 
using SharePoint calls you and com-
plains about an error message he gets 
while developing a custom ASP.NET 

page that states “Code blocks are not 
allowed in this file.” You search the In-
ternet and find the solution in a news-
group or blog site: 

<PageParserPath VirtualPath="/*" 
CompilationMode="Always"
    AllowServerSideScript="true" 
IncludeSubFolders="true" />

Perhaps you ignore the security warn-
ings or perhaps the security implica-
tions aren’t even mentioned. No matter, 
you add this line to your web.config 
file and now everybody is happy be-
cause you solved the problem. 

Unwittingly, however, you also just 
opened an avenue to run any custom 
code in ASP.NET pages with full trust. 
If an attacker now uploads a malicious 
ASP.NET page, the SharePoint envi-
ronment is in jeopardy. As indicated 
in Figure 3, it is irrelevant where in 
a site collection hierarchy an attacker 
has the permission to upload a page 
– it can be an innocent-looking small 
team site. The attack always affects the 
Web application and possibly the en-

Figure 2 Relationship between SharePoint Web applications, configuration 
database, and content databases
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pact of an exploit on one site that al-
lows an attacker to inject code onto 
the server to attack other sites. Process 
isolation can help to achieve this goal, 
but it requires you to place the other 
sites in separate Web applications that 
run in application pools with different 
security accounts. 

You must adequately protect the ac-
count credentials, otherwise the con-
figuration effort is pointless. One easy 
way to deliver these sensitive securi-
ty credentials straight into the wrong 
hands is to grant application pool ac-
counts access to the IIS metabase, 
which is required to run the Directo-
ry Management Service—a part of the 
E-mail Integration Web service. If the 
application pool account has metab-
ase access, an attacker can revert im-
personation and then retrieve all the 
accounts and passwords in clear text, 
as illustrated in Figure 5. The entire 
server farm is lost because the attack-
er can now bypass process isolation by 
running malicious code under any of 
these security accounts and establish-
ing SQL Server connections to all con-
tent databases. 

If you’re interested in a Directory 
Management Service solution that 
doesn’t require metabase access, you 
should look up my September 2008 
column, “SharePoint Directory Inte-
gration,” at technet.microsoft.com/
magazine/cc742803.

Security accounts in the 
configuration database
If you follow the rule not to grant ap-
plication pool accounts administrative 
permissions or even so much as read ac-
cess to the IIS metabase on your Share-
Point servers, the code in Figure 5 only 
yields an Access is denied message. But 
security account information is also 
available in the configuration database 
and Mr. Hyde has access to this data-
base, as explained earlier. 

You can’t deny SharePoint security 
accounts access to the configuration 
database nor can you deny access to the 
registry key that stores the correspond-

private string GetMrHyde()
{
    string retVal = string.Empty;
    retVal = "Dr Jekyll is: " + WindowsIdentity.GetCurrent().Name + "<br>";

    WindowsImpersonationContext impCtx = WindowsIdentity.Impersonate(IntPtr.Zero);
    
    retVal += "Mr Hyde is: " + WindowsIdentity.GetCurrent().Name + "<br>";

    impCtx.Undo();
    return retVal;
}

Figure 4 SharePoint Web applications have two security contexts

tire server farm because both content 
database and configuration database 
are accessible.

About Dr. Jekyll and Mr. Hyde
So how does an attacker gain access to 
content and configuration databases 
without explicitly knowing the secu-
rity account credentials? It’s actual-
ly relatively straightforward. The IIS 
worker process that runs the Share-
Point Web application impersonates 
the SharePoint user and uses the re-
sulting thread token for access checks. 
For example, Dr. Jekyll can access all 
those SharePoint resources that his se-
curity token is permitted to access. But 
the SharePoint Web application also 
has the process token of the IIS work-
er process, which is the security token 
of the SharePoint security account. 

It is Mr. Hyde who shows up when 
you revert impersonation by calling 
the static WindowsIdentity.Imper-
sonate method, and passing in a zero 
pointer, as illustrated in Figure 4. Dr. 
Jekyll has no direct access to the data-

bases, but Mr. Hyde does. The road is 
clear for SQL Server connections and 
T-SQL queries.

Security accounts and process 
isolation
Application pools and security ac-
counts cannot help you protect site 
collections and sites placed in a Web 
application configured to run unveri-
fied code. Their purpose is to mitigate, 
by means of process isolation, the im-

One way to deliver 
security credentials 
into the wrong 
hands is to grant 
application pool 
accounts access to 
the IIS metabase.
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ing SQL Server connection string. The 
connection string might not immedi-
ately work if you use SQL Server 2005 
Express, but you can derive the correct 
data source information from the cur-
rent SharePoint site collection (SPCon-
text.Current.Site.ContentDatabase.
DatabaseConnectionString) and the 
name of the configuration database 
corresponds to the name of the local 
farm (SPFarm.Local.Name). 

Unfortunately, these little hurdles 
don’t stop an attack. Regardless of 
whether you use SQL Server or SQL 
Server Express, Mr. Hyde can retrieve 
the information displayed in Figure 6. 
Note that the password is encrypted, 
however, so the attack has not yet fully 
succeeded.

But even without decrypting pass-
words, application pools that use the 
same security account are already 
recognizable. For example, in Figure 
6, the application pools SharePoint 
Central Administration v3 and Share-
Point—80 use the Network Service ac-
count and if SharePoint—80 happens 
to be the compromised Web applica-
tion, then SharePoint Central Admin-
istration v3 is compromised as well. 
The corresponding security account 
is the Central Administration account, 
which has elevated permissions on the 
SharePoint server. 

It should not be used for standard 
Web application pools, yet the Share-
Point Products and Technologies 
Configuration Wizard applies this 
configuration in a single-server instal-
lation by default. Therefore, it’s very 
important that you review and, if nec-
essary, change the security account 
configuration in your SharePoint en-
vironment. More information on this 
topic is outlined in detail in the Mi-
crosoft Knowledge Base article “How 
to Change Service Accounts and Ser-
vice Account Passwords in SharePoint 
Server 2007 and in Windows Share-
Point Services 3.0” (see support.micro-
soft.com/kb/934838). 

Security accounts and credential 

keys
So what’s the big deal about the Cen-
tral Administration account? Most im-
portantly, unlike standard application 
pool accounts, the Central Administra-
tion account has access to the registry 
location that stores the credential key 

to decrypt the security account pass-
words. 

Figure 7 shows this parameter and 
its default security settings. As you can 
see, local Administrators, the WSS_
RESTRICTED_WPG group (which 
contains the Central Administration 

Figure 5 Retrieving security account information from the IIS metabase

private string GetMetabaseAppPoolIDs()
{
        WindowsImpersonationContext impCtx = WindowsIdentity.Impersonate(IntPtr.Zero);
        string retVal = string.Empty;
        try
        {
            string metabasePath = "IIS://localhost/w3svc/AppPools";
            DirectoryEntry appPools = new DirectoryEntry(metabasePath);
            foreach (DirectoryEntry appPool in appPools.Children)
            {
            switch (int.Parse(appPool.Properties["AppPoolIdentityType"].Value.ToString()))
            {
                case 0: // Local System
                    retVal += "<br>" + appPool.Name
                        + " (Local System)";
                    break;
                case 1: // Local Service
                    retVal += "<br>" + appPool.Name
                        + " (Local Service)";
                    break;
                case 2: // Network Service
                     retVal += "<br>" + appPool.Name
                        + " (Network Service)";
                     break;
                case 3: // Custom 
                    retVal += "<br>" + appPool.Name
                        + " (" + appPool.Properties["WAMUserName"].Value
                        + " [Pwd: " + appPool.Properties["WAMUserPass"].Value
                        + "])";
                    break;
               }
            }
         }
        catch (Exception ee)
         {
        retVal = "Metabase " + ee.Message;
         }
         
        impCtx.Undo();
}
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account), and the SYSTEM account 
have access to this key and this implies 
that your SharePoint Web applications 
should not use accounts with local ad-
ministrator permissions, the Central 
Administration account, or the SYS-
TEM account. SharePoint Web appli-
cations should not be able to access the 
credential key.

Unfortunately, however, this is no 
guarantee that a skilled attacker can-
not determine the CredentialKey or 
security account passwords, such as 
through SYSTEM token hijacking, 
password cracking, or simply by plac-
ing malicious code in master pages or 
content pages to export the creden-
tial key to an unprotected location and 
then waiting for a user with local ad-
ministrator permissions to access the 
site. As you can see, it’s important that 
you don’t allow unverified code on 
your servers.

SYSTEM token hijacking deserves 
some more detailed explanation be-
cause you can prevent this form of 
attack if you avoid using the built-in 
system accounts, such as Network Ser-
vice, for your SharePoint Web applica-
tions. In fact, Cesar Cerrudo, founder 
and CEO of Argeniss, discovered this 
vulnerability, and he demonstrated 
the exploit at the HITBSecConf2008 
Deep Knowledge Security Conference 
in Dubai, United Arab Emirates. Ce-
sar showed how an ASP.NET Web ap-
plication running under the Network 
Service account can inject a DLL into 
the Remote Procedure Call (RPC) ser-
vice and then hijack the security to-
ken of a thread in the RPC service that 
runs at SYSTEM privilege level. 

After this, an attacker then only 
needs to pass the hijacked SYSTEM se-
curity token to the WindowsIdenti-
ty.Impersonate method to gain access 
to the CredentialKey registry parame-
ter and other protected resources. Mi-
crosoft confirmed the vulnerability, so 
you should avoid using the Network 
Service account for your SharePoint 
Web applications.

Figure 6 Getting security account information from the configuration metabase

private string EnumAppPoolAccounts()
{
    string retVal = string.Empty;
    try
    {
       WindowsImpersonationContext impCtx = WindowsIdentity.Impersonate(IntPtr.Zero);

       string regConfigDB = 
          @"SOFTWARE\Microsoft\Shared Tools\Web Server Extensions\12.0\Secure\ConfigDB";
       RegistryKey keyConfigDB = Registry.LocalMachine.OpenSubKey(regConfigDB);

       string ConfigDB = (string)keyConfigDB.GetValue("dsn");

       SqlConnection sqlConn = new SqlConnection(ConfigDB);
       sqlConn.Open();

       SqlCommand sqlCmd = new SqlCommand("SELECT Name, Properties FROM Objects"
          + " WHERE ClassId = 'B8369089-08AD-4978-B1CB-C597B5E90F64'", sqlConn);
       sqlCmd.CommandType = System.Data.CommandType.Text;
       SqlDataReader sqlReader = sqlCmd.ExecuteReader();

          while (sqlReader.Read())
          {
             retVal += "<br>" + sqlReader.GetString(0);
             string appPoolXML = sqlReader.GetString(1);
             if (!string.IsNullOrEmpty(appPoolXML))
             {

                 XmlDocument xmlDoc = new XmlDocument();
                 xmlDoc.LoadXml(appPoolXML);

                 XmlElement root = xmlDoc.DocumentElement;
                 XmlNode ndType = root.SelectSingleNode("/object/fld[@name= 
                   'm_IdentityType']");
                 if (ndType != null && ndType.InnerText.ToLower() != "specificuser")
                 {
                     retVal += " (" + ndType.InnerText + ")";
                 }
                 else
                 {
                     retVal += " (" 
                         + root.SelectSingleNode("/object/sFld[@name='m_Username']").InnerText
                         + " [Pwd: " 
                         + root.SelectSingleNode("/object/fld[@name='m_Password']").InnerText
                         + "])";
                 }
             }
          }
          sqlReader.Close();
          sqlConn.Close();
          impCtx.Undo();
    }
    catch (Exception ee)
    {
          retVal = ee.Message;
    }
    return retVal;
}
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Don’t break the law
The 10 Immutable Laws of Security 
were published by the Microsoft Se-
curity Response Center a long time 
ago (go to technet.microsoft.com/ 
library/cc722487), and they still apply 
today.  Jesper M. Johansson recently 
wrote a  three-part series called “Revisit-
ing the 10 Immutable Laws of Security,” 
at technet.microsoft.com/magazine/
cc895640). You should keep these 
laws in mind when designing your  
SharePoint server farms, and you should 
also follow the SharePoint security 
guidelines and worksheets to apply reli-
able security account configurations. 

In a nutshell: use strong passwords, 
don’t grant security accounts elevat-
ed permissions on your SharePoint 
servers, change passwords frequently  
(including the farm credentials), and 
keep in mind that there is no absolute 
isolation between SharePoint Web ap-
plications that use common resources, 
just as there is no absolute comput-
er security. Moreover, don’t change 
the server code processing rules, keep  
unverified assemblies away from your 
servers, and follow the Windows  

Figure 7 Permission assignments to access the FarmAdmin registry key

SharePoint Services Security Account 
Requirements worksheet in your securi-
ty account configuration, and you might 
be able to consider your SharePoint  
environment reasonably secure. 

However, if strict separation of site 
content is a requirement for your  
organisation, I recommend that you 
host the corresponding site collections 
in separate server farms, possibly in 
separate Active Directory forests and 
SQL Server environments.  ■

For more information visit:   
http://technet.microsoft.com/en-gb/office/
sharepointserver/default.aspx
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because the data being compressed 
is random small values.

•	 If	most	of	the	data	in	the	database	is	
encrypted at the column level, then 
the compression ratio will be low, 
again because the column encryp-
tion essentially randomises the data.

•	 If	 most	 tables	 in	 the	 database	 have	
data compression enabled, then the 
compression ratio will be low; com-
pressing data that is already mostly 
compressed	usually	has	little	effect.

In	 the	 case	 when	 the	 compression	
ratio is low, the problem is not the low 
ratio	but	the	fact	that	CPU	resources	
are used to run the compression algo-
rithm	for	no	gain.	No	matter	how	well	
a	 chunk	 of	 data	 can	 be	 compressed,	
CPU	resources	are	always	used	to	run	
the compression and decompression 
algorithms. 

This means that you need to check 
how well each database compresses in 
a	backup	before	deciding	to	use	back-
up	 compression	 for	 that	 database	 all	
the time. Otherwise you may possibly 
be	wasting	CPU	resources.	This	is	the	
basis	for	what	you’ve	heard.	
To	summarise,	if	the	majority	of	the	

databases	 will	 benefit	 from	 backup	
compression, it makes sense to enable 
backup compression at the server lev-
el	and	manually	change	a	few	backup	
jobs	to	specifically	use	the	WITH	NO_
COMPRESSION	 option.	 Alterna-
tively,	if	the	majority	of	the	databases	

will	not	benefit	from	backup	compres-
sion, it makes sense to leave backup 
compression	 turned	 off	 at	 the	 server	
level	and	manually	change	a	few	back-
up	 jobs	 to	 specifically	use	 the	WITH	
COMPRESSION	option.

Q Last year we upgraded our data-
bases to have database mirroring so 
that if a failure occurs, we can failover 
to the mirror and the application con-
tinues. While we were designing the 
system, we practised doing failovers of 
the database and everything worked 
fine. Last week we had a real failure 
and the database failover occurred, 
but all of the application transactions 
stopped and the application didn’t 
connect to the failover server. In the 
future, how can I set up SQL Server 
so that it doesn’t drop the application 
connections during the failover so the 
transactions can continue?

A Let me break this down into two 
parts—how applications can cope with 
failovers	and	how	to	manage	client	re-
direction with database mirroring.
When	a	failover	occurs	using	any	of	

the high-availability technologies avail-
able	with	SQL	Server,	 the	client	con-
nection	to	the	failed	server	is	dropped	
and any in-flight transactions are lost. 
It	 is	 not	 possible	 to	 migrate	 an	 in-
flight transaction between servers (in 
a	failover	situation	or	otherwise).	De-
pending on the high availability tech-

Backup compression, client 
redirection with database 
mirroring, and more
Paul S. Randal

Q We’re going to be upgrading most 
of our servers to SQL Server 2008, and 
one of the features that I’m looking 
forward to putting into production is 
backup compression. I know that I can 
turn it on by default for all databases 
on each server, but I’ve also heard that 
I might not want to do that. I’m not 
sure why I wouldn’t want to have the 
feature enabled by default, as it seems 
like I’ve got nothing to lose. Can you 
help explain the reasoning behind 
what I’ve heard?

A The answer is my perennial  
favourite:	it	depends!	Let	me	give	some	
background to explain.

The key point to consider is the  
compression ratio that each data-
base backup will have when backup  
compression is enabled. The compres-
sion	ratio	of	anything	being	compressed	
by any algorithm is determined by the 
actual data being compressed. 
Random	 data	 (small	 integer	 values,	

for	 instance)	 will	 not	 compress	 very	
well,	 so	the	contents	of	the	tables	and	
indexes in the database will determine, 
for	the	most	part,	the	compression	ratio	
that can be achieved.
Here	 are	 some	 examples	 of	 when	

backup compression may not produce 
a	high	compression	ratio:

•	 If	 the	 database	 has	 transparent	
data encryption enabled, then the  
compression ratio will be very low 
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nology, the in-flight transaction either 
will	not	exist	at	all	on	the	failover	serv-
er or it will exist as an in-flight transac-
tion	but	will	be	rolled	back	as	part	of	
the process to bring the database on-
line	on	the	failover	server.	
With	 regard	 to	 database	mirroring,	

which continually ships transaction 
log	 records	 from	 the	 principal	 serv-
er to the mirror server, it is usually 
the latter case – any in-flight transac-
tions	are	rolled	back	as	part	of	bring-
ing the mirror database online as the 
new principal.
Therefore,	there	are	two	things	that	

an application must be able to do grace-
fully	when	 running	 on	 a	 server	with	
the	possibility	of	having	to	failover	to	
another	server:

1.	It	must	be	able	to	gracefully	handle	
the server connection being dropped 
and	 then	 try	 reconnecting	 after	 a	
small time interval.

2.	It	must	be	able	to	gracefully	handle	
a transaction being aborted and 
then	 retrying	 the	 transaction	 after	
a connection is established with the 
failover	server	(possibly	using	a	mid-
tier	transaction	manager).

The only high-availability technol-
ogy here that does not require client 

changes specifically to allow redirec-
tion	 of	 the	 client	 connection	 after	 a	
failover	 is	 failover	 clustering.	 Clients	
connect to a virtual server name and 
are transparently redirected to which-
ever physical cluster node is active.
With	 high-availability	 technologies,	

such as log shipping and replication, the 
server	name	of	the	failover	server	is	dif-
ferent,	which	means	 that	manual	 redi-

rection	of	client	connections	is	required	
after	a	failover.	This	manual	redirection	
can	be	done	in	several	ways:

•	 You	can	hardcode	the	failover	server	
name into the client so the recon-
nection attempts are made to the 
failover	server.

•	 You	can	use	Network	Load	Balanc-
ing with a 100/0—0/100 configu-
ration, which will then allow the 
connection to be switched to the 
failover	server.

•	 You	can	use	something	like	a	server	
name alias or switching entries in a 
DNS	table.

With	 database	 mirroring,	 any	 of	
these options will work. But database 
mirroring also has built-in client direc-
tion capabilities. The client connec-
tion	string	is	able	to	explicitly	specify	
the	name	of	 the	mirror	 server,	 and	 if	
the principal server cannot be contact-
ed, the mirror will then automatically 
be tried. This process is known as ex-
plicit redirection. 
If	the	client	connection	string	can-

not be changed, then implicit redirec-
tion	may	be	possible	if	the	failed	server	
is now running as the mirror server. 
Any	connections	to	it	will	be	automat-
ically redirected to the new principal – 
but	this	only	works	if	the	mirror	server	
is running.
The	 SQL	 Server	 2005	 white	 paper	

“Implementing	 Application	 Failover	
with	Database	Mirroring”	 (see	micro-
soft.com/technet/prodtechnol/sql/
best	practice/implappfailover.mspx)	
explains these options in more detail.

Q When we upgraded to SQL Server 
2005, we redesigned our large tables to 
be partitioned so that we could take 
advantage of partitioned maintenance 
and the sliding-window mechanism. 
You described this in the August 2008 
installment (“Partitioning, Consistency 
Checks, and More” at technet.microsoft.
com/magazine/cc671180). But we’ve en-
countered a problem. Occasionally, 
concurrent application queries are ex-

periencing blocking across the whole 
table when the queries aren’t even ac-
cessing the same partitions. I’ve heard 
that SQL Server 2008 fixes this prob-
lem—can you please explain how I can 
stop this blocking?

A	The	problem	you’re	seeing	is	caused	
by a mechanism called lock escalation. 
SQL	Server	 acquires	 locks	on	data	 to	
protect them while a query is reading 
or	writing	the	data.	It	can	acquire	locks	
on entire tables, data file pages, or indi-
vidual table/index rows, and every lock 
takes up a little memory.
If	a	query	causes	too	many	locks	to	

be	acquired,	SQL	Server	can	decide	to	
replace all the locks on rows or pages in 
a table with a single lock on the entire 
table (the threshold, when this takes 
place,	is	approximately	5000	locks,	but	
the exact algorithm is complicated and 
configurable).	 This	 process	 is	 called	
lock escalation. 
In	SQL	Server	2005,	if	query	A	is	op-

erating	on	a	single	partition	of	a	table	
and causes enough locks to be taken to 
trigger lock escalation, then the entire 
table becomes locked. This can prevent 
query	B	from	being	able	to	operate	on	
a	different	partition	of	the	same	table.	
Hence,	query	B	is	blocked	until	query	
A	completes	and	its	locks	are	dropped.
In	 SQL	 Server	 2008,	 the	 lock	 esca-

lation mechanism has been improved 
to allow a table to have partition-level 
lock	 escalation.	 Using	 the	 example	
above, this means that the lock esca-
lation	 caused	by	query	A	would	only	
lock	the	single	partition	query	A	is	us-
ing, rather than the entire table. 
Query	B	will	then	be	able	to	operate	

on another partition without being 
blocked.	 Query	 B	 could	 even	 trigger	
lock	 escalation	 itself,	 which	 would	
then	lock	just	the	partition	that	query	
B is operating on, rather than the en-
tire table.
This	model	of	lock	escalation	can	be	

set	using	the	following	syntax:
ALTER TABLE MyTable SET (LOCK_ESCALATION = AUTO);
GO

This	syntax	instructs	the	SQL	Server	

Database	mirroring	
has built-in 
client direction 
capabilities.
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Lock	 Manager	 to	 use	 partition-lev-
el	 lock	 escalation	 if	 the	 table	 is	 par-
titioned and regular table-level lock 
escalation	 if	 the	 table	 is	 not	 parti-
tioned.	The	default	behavior	is	to	use	
table-level	lock	escalation.	Care	should	
be taken when setting this option, as it 
could lead to deadlocks depending on 
the	behaviour	of	your	queries.	
For	example,	if	queries	A	and	B	both	

cause	 lock	 escalation	 on	 different	 
partitions	 of	 a	 table,	 but	 then	 they	
each try to access the partition the  
other	 query	 has	 locked,	 one	 of	 the	 
queries	will	 be	 aborted	 by	 the	Dead-
lock	Monitor	process.
The	 figure	 shows	 an	 example	 of	 

querying the sys.partitions system cata-
log	view	(the	first	set	of	results)	and	the	
sys.dm_os_locks	DMV	 (the	 second	 set	
of	 results)	 to	examine	 the	 locks	being	
held	 for	 queries	 against	 a	 partitioned	
table where partition-level lock escala-
tion	has	taken	place.	In	this	case,	there	
are two partition-level exclusive locks 
(the	 HOBT	 locks	 in	 the	 output),	 but	
the	 table	 locks	 (the	OBJECT	 locks	 in	
the	output)	 are	not	 exclusive,	 so	mul-
tiple queries can access partitions even 
though lock escalation has taken place. 
Notice	that	the	resource	IDs	for	these	
two partition locks match the partition 
IDs	for	 the	first	 two	partitions	of	 the	
table	in	the	output	from	sys.partitions.
Earlier	 this	 year	 I	 blogged	 about	 an	
example script showing how par-
tition-level lock escalation works 
and	 the	 potential	 for	 deadlocks	 (at	
http://sqlskills.com/BLOGS/PAUL/
post/SQL-Server-2008-Partition-
level-lock-escalation-details-
and-examples.aspx). The	 SQL	 Server	
2008	Books	Online	topic	called	“Lock-
ing	in	the	Database	Engine”	(available	
at msdn.microsoft.com/library/ms190615)	
has	 an	 in-depth	 explanation	of	 all	 as-
pects	of	locking	in	SQL	Server	2008.

Q One of our servers had some is-
sues with the disk holding the trans-
action log for a database, and the 
database became suspect. The most re-
cent full backup was from five weeks 

ago, and it was going to take too long 
to restore all the log backups, too. It 
was out of hours when the problem 
occurred, so we rebuilt the broken 
transaction log to avoid the downtime. 
Under some circumstances, this could 
cause problems. But if nothing was  
accessing the data, then I think we’re 
safe. Did we do the right thing?

A The simple answer is that the only 
time	 I	 would	 consider	 rebuilding	 a	
transaction	log	is	when	it’s	not	possible	
to	recover	from	backups.	Although	you	
are	aware	of	the	dangers	of	rebuilding	a	
transaction	 log	 (for	 those	 readers	who	
are not, see my blog post at sqlskills.
com/BLOGS/PAUL/post/Corruption-
Last-resorts-that-people-try-first.aspx),	
the	fact	that	the	database	went	suspect	
means	 that	 it	 failed	during	 recovery	 –	
either when running crash recovery or 
while rolling back a transaction. This 
means that there is the real possibility 
of	data	corruption	in	the	database.
Although	the	problem	occurred	dur-

ing your quiet period, did you con-
sider	 scheduled	 jobs	 and	 background	
tasks?	 A	 maintenance	 job	 could	 have	
been running that was rebuilding or  
reorganising a clustered index when the 
log	 became	 corrupted.	 A	 background	
task might have been running ghost 
cleanup on pages in a heap or clustered 
index.	Either	of	these,	for	example,	could	
have been making changes to clustered 
index	 structures	 that,	 if	 not	 properly	

rolled back, would result in corruption 
in the database and possible data loss.

The bottom line is that rebuilding 
a transaction log should always be the 
last resort in any disaster recovery sce-
nario	due	 to	 the	potential	 for	 causing	
more	 corruption	 and	 data	 loss.	At	 the	
very	least,	you	should	run	a	full	DBCC	
CHECKDB	on	that	database	 to	check	
whether any corruption exists.
Moving	forward,	you	should	change	

your backup strategy so that you are 
able	 to	 perform	 timely	 restores	 and	
don’t	have	to	resort	to	drastic	measures,	
such as transaction log rebuilding. The 
steps to design a backup strategy extend 
beyond	 the	 scope	 of	 this	 column,	 but	
I	plan	on	covering	this	 topic	 in	a	full-
length	feature	article	at	some	point	 in	
the	coming	year.	So	please	stay	tuned!	■

For more information visit:	 
http://technet.microsoft.com/en-gb/sqlserver/
default.aspx

Paul S. Randal is the Managing 
Director of SQLskills.com and a SQL 
Server MVP. He worked on the SQL 
Server Storage Engine team at Microsoft 
from 1999 to 2007. Paul wrote DBCC 
CHECKDB/repair for SQL Server 
2005 and was responsible for the Core 
Storage Engine during SQL Server 2008 
development. He is an expert on disaster 
recovery, high availability, and database 
maintenance. He blogs at SQLskills.
com/blogs/paul.

Examining locks on a partitioned table
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Site resiliency with SCR, recommended 
root volume size, and more
Henrik Walther

 Exchange Queue & A

Q I’m currently architecting an 
Exchange Server 2007-based messag-
ing infrastructure for a large enterprise 
requiring that the solution include site 
resiliency. So I’m considering deploying 
cluster continuous replication (CCR)-
based Mailbox servers on Windows 
Server 2008 failover clusters with the 
active node in the primary (active) 
datacenter and the passive node in the 
secondary (backup) datacenter.

The datacenters are on different sub-
nets but belong to the same Active 
Directory site, which means this is a 
supported scenario when installing  the 
CCR-based Mailbox servers on  
Win dows Server 2008. Would you rec-
ommend deploying CCR-based Mailbox 
servers in a multi-subnet environment?

A You’re correct that this scenar-
io is supported as long as you stretch 
the Active Directory site between the 
datacenters, as Exchange 2007 doesn’t 
support deploying the active and pas-
sive CCR nodes in different Active 
Directory sites. Nevertheless, it’s im-
portant to bear in mind that CCR was 
really designed for high availability 
within a datacenter, not for site resil-
iency (which is more about disaster re-
covery than high availability).

For this specific reason, the Ex-
change Product group introduced 
standby continuous replication (SCR) 
with Exchange 2007 SP1. SCR uses 
the same log-shipping and replay tech-
nology used by CCR, but SCR does 
not rely on Windows failover cluster-
ing functionality, as does CCR. This 
means that you can enable replication 
for both clustered and non-clustered 
Mailbox servers to an SCR target. That 

target can consist of a non-clustered 
Mailbox server or a standby cluster on 
which the passive Mailbox server role 
has been installed. 

This is illustrated in Figure 1, 
which is part of the Standby Con-
tinuous Replication section in the 
Exchange 2007 documentation at  
technet.microsoft.com/library/bb676502.

I don’t recommend implementing a 
geographically dispersed cluster (geo-
cluster) based on CCR, but it is, as al-
ready mentioned, fully supported by 
Microsoft. However, you need to be 

aware of the disadvantages of follow-
ing this approach.

First, you must use a stretched Ac-
tive Directory site. It seems that you 
already have this one settled, but it’s 
worth mentioning for the rest of the 
readers out there who may not know 
this. Next, you should be aware that 
because the CCR nodes are located on 
different subnets, the clustered Mail-
box server (CMS) will change its IP ad-
dress during a failover to the other site. 
This change will need to be replicated 
to all DNS servers used by Microsoft 

Figure 1 Standby continuous replication model
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Outlook® clients and – just as impor-
tant – all machines with Outlook cli-
ents connecting to the CMS must have 
their DNS cache flushed.

The Outlook clients will be discon-
nected from the respective mailboxes 
on the CMS during the period that this 
takes place. For this reason, you should 
change the DNS time-to-live (TTL) 
value for the CMS network name  
resource to five minutes (300 seconds) 
or less. For more on how this is done, 
refer to technet.microsoft.com/library/
bb676687.

You must also take into consider-
ation where you want to place the file 
share witness (FSW). The recommen-
dation is to create the FSW on a Hub 
Transport server, but in which site? 
If you locate it on a Hub Transport  
server in the primary datacenter and 
the primary datacenter is lost, will an 
automatic failover happen? No, this is 
not possible if one of the CCR nodes 
and the FSW are down at the same 
time. On the other hand, it’s likely that 
many would prefer the failover not to 
be automatic in a geo-CCR scenario. 
Be sure to read the guidance related 
to placement of the FSW in a geo-
CCR scenario at msexchangeteam.com/ 
archive/2008/04/03/448615.aspx.

Finally, you should be aware that if 
a failover to the passive node in the 
backup datacenter occurs, any back-
fill from the Transport Dumpster on 
Hub Transport servers in the primary 
datacenter will not happen since these 
servers most likely are down. The net 
result is missing e-mail.

As you can see, there are many 
things to consider before you deploy a  

geo-CCR in your environment, far 
more than if you instead choose to use 
SCR for site resiliency.

Q Our organisation consists of  
multiple physical sites spread across the 
U.S. as well as Europe, the Middle East, 
and Africa. Today all user mailboxes are 
hosted on Mailbox servers deployed  
locally at each physical site, but we 
want to consolidate those servers to 
one datacenter located in the USA. 
Given this plan, can you tell us the maxi-
mum latency for Outlook 2003/2007  
clients running in cached mode?

A It’s good to hear all your clients are 
either Outlook 2003 or 2007 and run 
in cached mode, because cached mode 
is typically your lifesaver in consolida-
tions such as the one you describe.

In the past, Microsoft recommended 
1,000 ms or less end-to-end latency to 
the home Mailbox server for Outlook 
2003 cached-mode clients. For non-
cached-mode Outlook 2003 clients, the 
recommendation was 200 ms or less.

Based on my own personal expe-
rience, 1,000 ms is a little high even 
for Outlook 2007 cached-mode cli-
ents. With more than 500 ms, Outlook 
starts to hang and generally becomes 
sluggish. My recommendation is you 
should strive for latency less than 500 
ms between the Outlook client and 
the home Mailbox server. In Figure 2, 
you can see the average response time 
for my Outlook 2007 client connected 
to a mailbox in Redmond. 

Here’s a tip: to open the Connection 
Status window shown in Figure 2, you 
can right-click the Outlook icon in the 

system tray while holding down the 
CTRL button. Alternatively, you can 
launch Outlook by clicking Start | Run 
and entering Outlook.exe /RPCDIAG.

Considering that I’m located in 
Denmark, the average response times 
are acceptable. You can see the average 
response times from the global catalog 
server are drastically higher, but since 
these are used less frequently (for ad-
dress book lookups and so forth), it 
doesn’t matter that much.

Q We have just deployed Exchange 
2007 SP1 in our organisation. The 
Active Directory topology consists of 
two sites. In the first site, we have de-
ployed a CCR-based Mailbox server 
and two servers each with the Hub 
Transport and Client Access server 
roles installed. In the second site, we 
have deployed a single copy cluster 
(SCC)-based Mailbox server and two 
servers with the Hub Transport and 
Client Access server roles just as in the 
first Active Directory site.

The majority of clients in each 
Active Directory site still run Outlook 
2003, which means a public folder 
store is required for free/busy infor-
mation and the offline address book 
(public folders will be used only for 
this purpose, not as a data repository). 
Our initial plan was to mount a public 
folder store on both the CCR- and the 
SCC-based Mailbox servers so public 
folder changes could be replicated be-
tween the Active Directory sites. But 
then we heard that Microsoft doesn’t 
recommend having  more than one 
public folder store in an Exchange or-
ganisation if one is hosted on a CCR-
based Mailbox server, because public 
folder replication and CCR replication 
don’t behave well together.

So with all of this in mind, what 
would you recommend that we do? 
We don’t want to go down a path not 
recommended by Microsoft. But at 
the same time, we don’t want Outlook 
2003 clients on each Active Directory 
site to contact the public folder store 
on the other Active Directory site.

Figure 2 Average 
response time in Outlook 
2007
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A This is a very good question. 
You’re correct that combining pub-
lic folder replication and CCR repli-
cation for a public folder store should 
be avoided (details on why you should 
avoid it can be found in my January 
2009 Exchange Queue & A column at  
technet.microsoft.com/magazine/
dd314394). Since you will use public 
folder functionality to enable legacy 
Outlook clients to perform free/busy 
lookups to download the offline ad-
dress book (OAB), I recommend you 
install the Mailbox server role on one 
of the combined Hub Transport and 
Client Access servers in the Active 
Directory site where the CCR-based 
Mailbox server resides. Then move 
the public folder store from the CCR-
based Mailbox server to this server.

Bear in mind, though, that for pub-
lic folder replication to work properly, 
you must also have a mailbox data-
base running on the server. Using the 
combined Hub Transport and Client 
Access server for free/busy lookups 
and the OAB will not put a big per-
formance burden on the box, and it is 
what most Exchange architects do in 
such a scenario.

Q We are currently planning the 
storage layout for the Mailbox serv-
ers that will be part of the Exchange 
2007 messaging environment we plan 
to transition to within the next six 
months. Since our enterprise consists 
of thousands of users, we plan to have 
48 storage groups on each Mailbox 
server, all of which will be based on 
CCR technology. 

Because of the number of storage 
groups, we will, of course, make use 
of mount points. Since we will create 
a mount point for each LUN on each 
of the CCR-based Mailbox servers, we 
are interested in hearing what the rec-
ommended minimum size is for the an-
chor drives where the mount points 
will be created.

A The Knowledge Base article “How 
to Configure Volume Mount Points on a 

Server Cluster in Windows Server 2008” 
(support.microsoft.com/kb/947021) de-
scribes how to configure volume mount 
points on a server cluster in Windows 
Server 2008. It states that if the root (host) 
volume – also known as the anchor LUN 
– is used extensively for mount points, 
it must be at least 5MB. But the recom-
mendation for root volumes is different 
when it comes to Exchange.

In Exchange 2007, as well as previous 
versions of Exchange Server, it is a best 
practice to use a root volume between 
100MBs and 500MBs. When running 
Exchange 2007 on Windows Server 
2003-based servers, you can have prob-
lems creating a new database if the 
root volume has fewer than 20MBs 
of free space. See support.microsoft.com/
kb/944554 for more information about 
this specific issue.

Q Our organisation’s messaging in-
frastructure is based on Exchange 2007 
SP1. All Exchange 2007 servers are lo-
cated in the same datacenter and are 
based on CCR clustering technology, 
so we have local redundancy. But we 
have just set up a second datacenter to 
act as the backup in case our primary 
datacenter is lost during a disaster.

For Exchange, we want to deliver 
site resiliency by deploying one Hub 
Transport, one Client Access, and one 
Mailbox server in the backup datacen-
ter. We then want to enable SCR from 
the CCR-based Mailbox servers in the 
primary datacenter to the Mailbox 
server in the backup datacenter. Before 
we start to build the Exchange 2007 
servers in the backup datacenter, we 
have a question we hope you can an-
swer. We want to know whether it’s 
supported to enable SCR between 
SCR sources consisting of CCR-based 
Mailbox servers and an SCR target con-
sisting of a standalone Mailbox server. 
And if this is the case, would you rec-
ommend that we follow this approach?

A The short answer is yes, this is ful-
ly supported. The long answer, howev-
er, is also yes, but you must remember 

that you can’t recover the CMS located 
on the SCR source server(s) using the  
/RecoverCMS switch. You can only re-
cover a CMS using the /RecoverCMS 
switch when the SCR target is a Win-
dows Server 2003/2008 failover clus-
ter on which only the passive Mailbox 
server role has been installed. 

If you deploy a standalone Mail-
box server as the SCR target, you’ll 
have to recover the databases us-
ing database portability, a procedure 
that’s more cumbersome than the Re-
coverCMS method. You can find the 
necessary step in the Exchange 2007 
documentation at technet.microsoft.com/
library/bb738132. If you have Windows 
Server 2003/2008 Enterprise edition  
installed on the SCR target, you could 
also remove the Mailbox server role 
from it, form a failover cluster, install 
the passive Mailbox server role on one 
of the failover cluster nodes, and then 
recover your CMS using the RecoverC-
MS option. 

If you have only one physical machine 
available right now but will have an  
extra machine (plus an additional  
licence for Windows Server 2003/2008  
Enterprise edition and Exchange  
Server 2007 Enterprise edition) in the 
near future, you could also start by  
forming a Windows Server 2003/2008 
failover cluster consisting of a single 
node, and then install the passive Mail-
box server role on this node. When you 
have that extra machine ready, you could 
install Windows Server 2003/2008 on it 
and configure the network settings and 
the like and then finally add it to the 
Windows failover cluster.  ■

For more visit:  
http://technet.microsoft.com/en-gb/ 
exchange/default.aspx 

Henrik Walther is a Microsoft 
Certified Master: Exchange 2007 and 
Exchange MVP with more than 15 
years of experience in the IT business. 
He works as a Technology Architect for 
Trifork Infrastructure Consulting and as a 
Technical Writer for Biblioso Corporation.
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VMC to Hyper-V Import Tool
Matthijs ten Seldam

Utility Spotlight

With the release of Hyper-VTM in  
Windows Server 2008 and the recent 
release of Hyper-V Server 2008, people 
are starting to use Hyper-V for their 
test, development, and production en-
vironments. Creating virtual machines 
(VMs) with Hyper-V is very easy, and 
installing operating systems and appli-
cations in a virtual machine is as trans-
parent as in the physical world. Many 
people, however, have existing VMs 
that were used with Virtual PC 2007 
or Virtual Server 2005 R2 SP1.

Fortunately, these older VMs can 
be used with Hyper-V as well. But be-
fore that can occur, you must perform 
certain manual steps. At the very least, 
you need to attach the virtual hard 
disk (.vhd) files to the hard disk drives 
in Hyper-V. This requires creating a 
VM using the Hyper-V wizard, open-
ing up the settings for the newly cre-
ated VM, and then configuring the 
drives (probably IDE) with the virtual 
hard disk files. 

Within Hyper-V, you must uninstall 
the Virtual Machine Additions and in-
stall the Hyper-V Integration Services. 
When this is done, you have migrated 
the original VM to a Hyper-V VM.

But there are many other settings 
you may want from the original VM, 
such as those related to memory, CPU 
resource control, DVD image, floppy 
image, and SCSI controllers. Those set-
tings are not stored in the VHD file 
but in the Virtual Machine Config 
(VMC) file. 

If you want to include those settings 
in your new VM, you must open the 
VMC file in Notepad for reference and 
make the adjustments in Hyper-V ac-
cordingly – by hand. When you have 
several VMs, this process takes quite a 
bit of time.

The fact that Hyper-V lacks VMC im-
port functionality drove me to develop 
a VMC to Hyper-V import tool. This 
tool imports the settings from a VMC 
file and displays all equivalent settings 
in its UI. From there, you can tweak the 
settings, update the virtual drive image 
paths, choose whether to create syn-
thetic or legacy network adapters, and 
more. Once you are done, you can cre-
ate the Hyper-V VM from the original 
VMC configuration with one click.

VMC to Hyper-V Import Tool 
So what is the VMC to Hyper-V Im-
port Tool, VMC2HV for short, and for 
what was it intended? As noted, VM-
C2HV imports the configuration from 
a VMC file so that you don’t have to 
configure each Hyper-V VM manually. 

Both Virtual PC and Virtual Server use 
VMC files to store the hardware and 
other properties of a VM. VMC2HV 
reads the VMC file and maps all rele-
vant properties to those for a Hyper-V 
VM. For those properties that did not 
exist in earlier VMs, VMC2HV pro-
vides additional options. Those prop-
erties that no longer exist are ignored. 

The scope of VMC2HV
The tool was initially developed sim-
ply to import Virtual Server VMC files. 
Virtual Server is a server product, and 
so is Hyper-V. But I received requests 
to add support for Virtual PC as well 
because many of the product-evalua-
tion VMs are created with Virtual PC. 
So I did some additional testing with 
Virtual PC 2007 VMC files. The testing 

VMC2HV lets you adjust almost any setting before creating the VM in Hyper-V
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was not too extensive, but I did modify 
the code in several places to accommo-
date the differences between Virtual 
PC and Virtual Server. 

I did not specifically test Virtual PC 
2004 VMC files. I imported several and 
that worked, but I didn’t actually test 
those VMC files since the product was 
superseded long ago. The same is essen-
tially true for Virtual Server 2005 R2 
SP1. I only tested VMC files under the 
latest release of Virtual Server 2005.

Out of scope
The tool imports a VM configuration. 
This means it imports the hardware set-
tings of the VM, but it does not modify 
the contents of the virtual hard disk(s). 
As noted, you must manually remove 
the Virtual Machine Additions and in-
stall the Integration Services. If you 
want automatic removal of Additions 
and installation of Integration Servic-
es, use System Center Virtual Machine 
Manager (SCVMM) 2008. 

What about SCVMM?
VMC2HV was not developed to re-
place SCVMM functionality. SCVMM 
is the product you should use to im-
port, create, and manage virtual ma-
chines in an enterprise environment.

SCVMM can import VMC files and 
provides additional management func-
tionality. VMC2HV does the same but 
is intended for people who do not (yet) 
have SCVMM, such as those that are 
using Hyper-V on laptops or on only a 
couple of servers. Using SCVMM sim-
ply for importing VMC files is proba-
bly overkill. 

What VMC2HV does
So what does VMC2HV have to of-
fer? The following is a summary of the 
tool’s capabilities: 

•	 Import	of	both	Virtual	Server	2005	
and Virtual PC 2007 VMC files 

•	 Creation	of	a	VM	on	local	Hyper-V	
host 

•	 Creation	of	a	VM	on	remote	Hyper-
V host 

•	 Validation	 of	 virtual	 disk	 and	 ISO	
files in local scenario 

•	 Editing	of	virtual	drive	image	paths	
(vhd, vfd, iso) 

•	 Swapping	of	the	first	SCSI	disk	with	
the first IDE disk 

•	 Specifying	of	static	MAC	addresses	
•	 Specification	of	either	legacy	(emu-

lated) or enhanced network adapter 
•	 Specifying	of	the	number	of	virtual	

processors and resource controls 
•	 Specification	 of	 management	 set-

tings 
•	 Specification	of	COM	ports	
•	 Specification	of	device	boot	order	
•	 Specification	 of	 alternate	 virtual	

machine path 
•	 Built-in	help	in	a	CHM	file	
•	 Support	for	both	x86	and	x64	Win-

dows Vista and Windows Server 
2008

As you can see from the screenshot, 
VMC2HV not only imports the VM 
configuration, it also lets you adjust al-
most any setting before creating the 
VM in Hyper-V. Several shortcut keys 
have been included to help speed the 
process if all you want to do is import 
and create several VMC files. 

Requirements
You can import VMC files from any file 
location, and you can then create the 
VM either locally or remotely. In the 
remote scenario, both the client where 
VMC2HV runs and the remote Hyper-
V host must be in the same domain. Or 

alternatively, both client and remote 
Hyper-V host can exist in a workgroup, 
but you need to use mirrored adminis-
trator accounts (the same administra-
tor using the same password). Other 
configurations simply do not work. 

The tool prevents the importing of 
VMC files that contain either saved 
state information or Undo disks. VMs 
must be in Shut Down state, and Undo 
disks must be committed or discarded.

Chances are you’re going to want 
to migrate your older VMs to Hyper-
V, and if you don’t yet have SCVMM, 
moving all the settings you need can 
be a chore. VMC2HV makes the pro-
cess much easier.

Future version
A new version of VMC2HV is under 
development, and it will incorporate 
several changes and improvements. 
Perhaps the most notable change is 
the use of a tabbed interface. This new 
interface was necessary to be able to 
provide more efficient access to addi-
tional properties that would otherwise 
require a larger window. 

The new release will support all Hy-
per-V VM properties, including a num-
ber of new management properties 
such as Snapshot file location and In-
tegration Services. Integration Services 
includes options for Operating system 
shut down and Time synchronisation. 

Networking will support the selec-
tion of existing Hyper-V Virtual Net-
works, making it possible to attach 
network adapters to virtual networks 
prior to creating the VM. Finally, the 
new release will support Hyper-V v2 – 
part of Windows Server 2008 R2.  ■

For more information visit: http:// 
technet.microsoft.com/en-gb/ 
virtualization/default.aspx

Matthijs ten Seldam is Partner 
Technology Specialist at Microsoft for 
infrastructure products. He is focused 
in the areas of security, deployment, 
and automation. He is a subject-matter 
expert in the area of virtualisation.

VMC2HV imports 
the virtual machine 
configuration and 
lets you adjust 
almost any setting 
before creating the 
VM in Hyper-V.
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Learning to Excel

Hey, Scripting Guy!

Having spent the last 
month living and working in 
Australia, this Scripting Guy 

is constantly amazed by the creativity 
and overall robustness of my Aussie 
colleagues. A few nights ago, a friend 
here took the Scripting Wife and me 
out to dinner. He said the restaurant 
was a short walk from our hotel. 

Forty minutes later, we arrived at a 
beautiful restaurant overlooking Syd-
ney Harbor, with the Sydney Opera 
House glistening like a seashell washed 
up on a multicolored beach. The Har-
bour Bridge – the longest single-span 
bridge in the world – imposes order by 
holding the two peninsulas together 
like a massive clamp restraining two 
warped boards. 

Back home, 40 minutes of walking is 
not a short stroll to dinner. It’s a dai-
ly workout preceded by 15 minutes of 
warm-ups and stretching. 

One reason this Scripting Guy is en-
joying this trip down under is for the 
different perspective my colleagues 

here have. They seem to have a unique 
way of looking at things, which often 
challenges my preconceived notions 
of how things should be done. 

In scripting, it’s all too easy to get 
into a rut as you stay the course with 
tried-and-true methodologies. Many 
times, using the same approach to ob-
tain the same results is exactly what 
you want. 

From a monitoring perspective, 
for instance, by using Windows  
PowerShellTM you can easily obtain a nice 
snapshot of process utilisation on your 
local computer. You use the Get-Process 
cmdlet and are greeted with nice, order-
ly output, as shown in Figure 1. 

The results of the Get-Process cmd-
let are useful in many circumstances. 
They show the number of open han-

dles, a couple of different views of 
memory consumption, and a snapshot 
of CPU utilization. And when Win-
dows PowerShell 2.0 comes along, you 
will even be able to use Get-Process 
with a –computername parameter to 
retrieve this overview from a remote 
computer. With all this goodness, why 
in the world would anyone ever both-
er investigating anything else? 

The problem is there is a whole lot 
of detail hidden in the long columns 
of data. All that data tends to mask 
the more important details. And while 
it’s great that in the future Windows 
Power Shell 2.0 will support the –com-
putername parameter, right now that 
does absolutely nothing for a net-
work administrator. Therefore, we’ll 
just have to use Windows Manage-
ment Instrumentation (WMI) and the 
Win32_Process WMI class to do our 
monitoring of remote systems and 
present the information in a way that’s 
truly useful. If you thought the output 
from Get-Process was bountiful, get a 
load of the output from Win32_Pro-
cess, shown in Figure 2.

So what’s a poor ol’ network ad-
ministrator to do when all he wants is 
an easy-to-read report of the amount 
of memory being consumed? This is 
where you need to think outside the 
box, get out of your shell, and begin to 
Excel at automation. More than likely, 
you have Microsoft Office Excel in-
stalled on your computer. If you are 
like us, you are not an expert, but it 

How can I graphically display 
process information?

THE MICROSOFT SCRIPTING GUYS ANSWER

Figure 1 Looking at 
local processes using 
Get-Process
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is part of the Microsoft Office system 
and you might as well make use of it. 

How hard is it to automate Excel? 
It is actually rather easy because Mi-
crosoft has created an automation 
model specifically for working with 
Excel. The program ID is Excel.Appli-
cation, and it is a COM object. When 
you create an instance of the Excel.Ap-
plication object, by default Excel will 
start and run, but it will not be visible. 
However, you can use the visible prop-
erty to make Excel visible. 

Here’s how to create the Excel.Ap-
plication object, query the status of 
the visible property, and then set the 
visible property to true:

PS C:\> $excel = New-Object -ComObject Excel
  .Application
PS C:\> $excel.Visible
False
PS C:\> $excel.Visible = $true

When you’ve done that, you are 
greeted with a rather odd view of Ex-
cel, which looks like just a shell of the 
Excel application (see Figure 3). There 
are no workbooks, no spreadsheets—
nothing but naked Excel.

We need to add a workbook to the 
application. To do this, we use the add 
method from the workbook object. 
The workbook object is accessed from 
the main Excel.Application object, as 
you can see here where we store the 
workbook object in a variable named 
$workbook:

$workbook = $excel.Workbooks.add()

Now we need to connect to a spe-
cific spreadsheet. By default, when 
a workbook is added to Excel, three 
spreadsheets are added to the work-
book. These spreadsheets can be ad-
dressed by number. In this line of code, 
we connect to the first spreadsheet 
and store the returned spreadsheet ob-
ject in a variable named $sheet:

$sheet = $workbook.worksheets.Item(1)

Now we can write data to that 
spreadsheet. Information in Excel 
spreadsheets is stored in cells. Because 
cells live in spreadsheets, you use the 
spreadsheet object that is stored in 
the $sheet variable to gain access to a 

specific cell. You do so by using num-
bers that refer to rows and columns in 
the spreadsheet. One thing that is a bit 
confusing is that in Excel spreadsheets, 
rows are numbers and columns are let-
ters. When using the automation mod-
el, however, both rows and columns 
are numbers. The first number is the 
row and the second number is the col-
umn. You can write to the cell by sim-
ply making a value assignment to that 
specific cell: 

$sheet.cells.item(1,1) = "Test"

After adding a workbook to our Ex-
cel.Application object and data to a 
cell in the spreadsheet, our Excel work-
book looks like the one in Figure 4.

With all of this in mind, let’s put to-
gether something useful. Let’s get a 
collection of process information from 
WMI, write the name and memory 
consumption of each process to an Ex-

cel spreadsheet, and then create a chart 
to highlight the memory used. That’s 
just what WriteProcessInformation-
ToExcel.ps1 does. You will find the 
whole script on the TechNet Magazine 
Web site.

Figure 2 Using WMI to view processes

Figure 3  Naked 
Excel—no 
workbooks or 
spreadsheets

Figure 4 Adding a value to a cell
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We begin the script by using the Get-
WmiObject cmdlet to retrieve a collec-
tion of information about processes. 
We use the Win32_Process WMI class 
to obtain this information, and we store 
it in the $processes variable:

$processes = Get-WmiObject -class Win32_
Process

Now we create an instance of the 
Excel.Application object and store it in 
the variable $excel, then make the ap-
plication visible and add a workbook. 
You would normally perform these steps 
for any Excel automation you decided to 
do. Here are the lines of code:

$excel  
   = new-object -comobject excel.application
$excel.visible = $true
$workbook = $excel.workbooks.add()

One of our annoyances with Excel is 
the way that a workbook always creates 
three spreadsheets. We consider this to 
be wasteful because we can barely use 
a single spreadsheet, much less three. 
Luckily, with automation, we can sim-
ply delete the extra spreadsheets using 
the worksheets collection to connect 
to the third spreadsheet and calling the 
delete method. The same can be done 
to delete the second spreadsheet:

$workbook.workSheets.item(3).delete()
$workbook.WorkSheets.item(2).delete()

Next, we rename the remaining 
spreadsheet. This is important be-
cause if you ever decide to use ActiveX 
data objects (ADO) to query the Ex-
cel spreadsheet, you use the spread-
sheet name in the connection string. 
Therefore, to make the code readable 
and intuitive, the spreadsheet should 
have a logical name. To rename the 
spreadsheet, simply assign a new value 

for the name property of the specific 
spreadsheet. Here, we rename the first 
spreadsheet to “Processes”:

$workbook.WorkSheets.item(1).Name =
  "Processes"

Now we need to connect to the re-
named spreadsheet. Use the Item meth-
od from the worksheets object and 
give it the name of the spreadsheet:

$sheet = $workbook.WorkSheets
  .Item("Processes")

The first row of the spreadsheet will 
contain header information. We will 
draw a border and make the property 
names bold. As a result, the data will 
begin in row two, so we assign the val-
ue of 2 to the counter variable $x: 

$x = 2

Next, four lines of code create four 
enumeration types. Enumeration types 
are used to tell Excel which values are 
allowed for specific types of options. 
As an example, xlLineStyle enumera-
tion is used to determine the kind of 
line to draw: double, dashed, and so on. 
These enumeration values are docu-
mented at msdn.microsoft.com/library/
bb259478. 

To make the code easier to read, we 
create shortcut aliases for each of the 
four enumeration types we will be us-
ing. Essentially, we’re casting a string 
that represents the name of the enu-
meration to a [type]. This technique is 
actually a pretty cool trick:

$lineStyle =  
  "microsoft.office.interop.excel. 
       xlLineStyle" -as [type]
$colorIndex =  
  "microsoft.office.interop.excel. 
      xlColorIndex" -as [type]
$borderWeight = 
  "microsoft.office.interop.excel. 
      xlBorderWeight" -as [type]
$chartType = 
  "microsoft.office.interop.excel 
     .xlChartType" -as [type]

Now we need to format the first row. 
We make the font bold, define the line 
as xlDashDot, allow the color to be au-
tomatically specified, and set the bor-
der weight to medium thickness:

For($b = 1 ; $b -le 2 ; $b++)
{
 $sheet.cells.item(1,$b).font.bold = $true
 $sheet.cells.item(1,$b).borders.LineStyle= 
    $lineStyle::xlDashDot

 $sheet.cells.item(1,$b).borders.ColorIndex= 
    $colorIndex::xlColorIndexAutomatic
 $sheet.cells.item(1,$b).borders.weight
   = $borderWeight::xlMedium
}

When that’s done, we assign values 
to the first row by selecting the cell 
with the item method and giving the 
coordinates of the row and column. 
Next, we do a straight value assign-
ment to write the column headers: 

$sheet.cells.item(1,1) = "Name of Process"
$sheet.cells.item(1,2) = "Working Set Size"

Now we need to put the process 
information stored in the $process-
es variable that was created as a result 
of our WMI query into the appropri-
ate cells. We use the foreach statement 
to walk through the collection of pro-
cess information. We define the vari-
able $process to be our enumerator 
(placeholder) for the collection, and 
we choose the name and the working-
SetSize properties to write to the first 
and second column respectively. 

Here is where the $x variable comes 
into play. We begin with the second 
row, and as we walk through the col-
lection of processes, we increment the 
value of the $x variable so that it always 
points to the current row in the col-
lection. This is how we are able to sort 
through all the data stored in the $pro-
cesses collection of process information: 

Foreach($process in $processes)
{
 $sheet.cells.item($x, 1) = $process.name
 $sheet.cells.item($x,2) =  
    $process.workingSetSize
 $x++
} #end foreach

After we have filled out the Excel 
spreadsheet, we want to adjust the 
size of the columns so that the cells 
are the same size as the data that is 
stored there. To do this, we could cre-
ate a range by specifying the column 
coordinates to use; we can, however, 
simply use the usedRange property 
from the spreadsheet. When we have 
created our range object, we choose 
the EntireColumn property and use 
the AutoFit method to resize the col-
umns. Because this method always re-
turns data, we pipe the results to the 

Enumeration types 
tell Excel which 
values are allowed 
for specific options. 
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Out-Null cmdlet. This keeps from clut-
tering up the console with useless in-
formation. Here’s the code we use:

$range = $sheet.usedRange
$range.EntireColumn.AutoFit() | out-null

At this point, we could stop and we 
would have a nice spreadsheet with 
the name and memory working set of 
all our processes. But let’s go ahead and 
create a chart. It’s easy. We use the add 
method of the charts object from the 
workbook. Because this method also 
returns information we do not want 
to see, we pipeline the results to the 
Out-Null cmdlet, as shown here:

$workbook.charts.add() | out-null  

The above command adds a line 
chart. If you want to define a different 
type of chart, you need to use one of 
the chart type enumeration values. To 
do this, you can make use of one of the 
microsoft.office.interop.excel.xlChart-
Type enumeration values, such as the 
xl3DPieExploded type. The xl3DPie-
Exploded type creates, not surprising-
ly, a three-dimensional pie chart that is 
exploded. We assign this enumeration 
type to the ActiveChart object’s chart-
Type property. Then we assign the data 
source for the chart to be the range we 
defined in the $range variable. The re-
sult is that you see the line chart flash 
briefly, and then the 3D pie chart ex-
plodes on the screen. Here’s the code:

$workbook.ActiveChart.chartType =
  $chartType::xl3DPieExploded
$workbook.ActiveChart.SetSourceData($range)

As long as we are playing around, 
let’s rotate the pie chart. We can do 
this by using the rotation property of 
the ActiveChart object. We use a for 
statement to increment the count to 
360 by 15. 360 is the number of degrees 
in a circle; the chart will rotate a com-
plete circle 15 degrees at a time. It ac-
tually looks pretty cool. Here is the 
code to perform this feat:

For($i = 1 ; $i -le 360 ; $i +=15)
{
 $workbook.ActiveChart.rotation = $i
}

The last thing we need to do is to 
save the spreadsheet. To do this, we 

use the Test-Path cmdlet to see if the 
spreadsheet already exists. If it does, 
we delete the old one by using the Re-
move-Item cmdlet, and then we save 
the current workbook to the location 
stored in the $strPath variable. We 
use the ActiveWorkbook object from 
the Excel.Application object and the 
SaveAs method to save the workbook. 
If there is not already a copy of the 
spreadsheet saved, we use the SaveAs 
method from the ActiveWorkbook ob-
ject and save it directly:

IF(Test-Path $strPath)
  { 
   Remove-Item $strPath
   $Excel.ActiveWorkbook.SaveAs($strPath)
  }
ELSE
  {
   $Excel.ActiveWorkbook.SaveAs($strPath)
  }

Ed Wilson is a Senior Consultant 
at Microsoft and a well-known script-
ing expert. He is a Microsoft Certified 
Trainer who delivers a popular Windows 
PowerShell workshop to Microsoft 
Premier customers worldwide. He has 
written eight books, including several on 
Windows scripting, and has contributed 
to almost a dozen other books. Ed holds 
more than 20 industry certifications. 
Craig Liebendorfer is a word-
smith and longtime Microsoft Web edi-
tor. Craig still can’t believe there’s a job 
that pays him to work with words every 
day. One of his favorite things is irrever-
ent humor, so he should fit right in here. 
He considers his greatest accomplishment 
in life to be his magnificent daughter.

Figure 5 The 
Processes 
exploded pie 
chart

Figure 6 The finished spreadsheet

When the script runs, you are present-
ed with a chart just like the one shown 
in Figure 5.

The spreadsheet itself is on the Pro-
cesses tab. Figure 6 shows the column 
headers, the dot/dash line style we se-
lected for the border, and the bold col-
umn heads. The process names and the 
working set size properties are the two 
columns of data we have displayed.

As you can see, with the Excel.Ap-
plication automation model, you have 
the tools you need to let you process 
data from your servers in a manner 
that can take advantage of the analysis 
and charting tools from this rich and 
powerful application.  ■



to implement solutions that adhere to 
this principle. In fact, the study found 
that 10% to 30% of servers in the 
data center consume energy without  
serving a function.

Microsoft System Center, cou-
pled with virtualisation software, can 
help you avoid unnecessary energy  
consumption and reduce IT costs 
through physical server consolidation.

Why consolidation matters
Say there is a business group that re-
quires a new application or service. 
Until recently, many IT professionals 
would simply install a new physical 
server to handle the task without first 
checking to see if the application could 
run on an existing box. Why? Because 
the IT professional learned through 
experience that it was far easier and 

cheaper to procure a new physical 
server than to reprovision an existing 
server to handle multiple functions.

But today, energy costs for operat-
ing a server are often higher than the  
acquisition costs of the physi-
cal hardware, and so this reason-
ing no longer holds true. Now the IT  
professional requires solutions that 
consolidate physical services in order 

The best way to save energy is to avoid 
unnecessary energy consumption. While this 
principle of Green IT may seem obvious, a recent 
study by the Uptime Institute suggests that many 
IT departments fail 

Sustainable computing

Frank Koch and Michael Walsh

At a glance:
Microsoft System Center 
Operations Manager
Planning an optimal 
consolidation strategy
System Center Virtual 
Machine Manager 2008
Performance and resource 
optimisation

How to plan your server-
consolidation strategy 
with System Center
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to improve efficiency, reduce wasted  
energy, and cut costs. And this is 
where Microsoft System Center 
comes into play – it offers a variety of 
tools for implementing consolidation 
strategies for both homogeneous and  
heterogeneous workloads.

Homogeneous consolidation
Nowadays, consolidation of a homo-
geneous workload is very easy. Hard-
ware can handle much greater load and 
user access than in the past. With 64-
bit, multi-core processor technologies; 
Gigabit network cards; and vastly more 
RAM and disk space than in the past, 
a single server can often handle a load 
that once required several servers. This 
is true especially for file, print, Web, 
and terminal servers.

However, as with many technology 
solutions, the solution itself creates a 
new problem: the new higher load can 
exponentially increase the risks for 
system failure. Therefore, you need 
a complex system-monitoring solu-
tion capable of providing much deep-
er information than a simple system 
ping. Microsoft System Center Op-
erations Manager (OpsMgr) provides 
a robust system-monitoring solution, 
supporting Windows and Windows 
applications as well as cross-platform 
monitoring.

It allows you to work with abstract 
IT services (such as messaging) instead 
of single systems (such as one dedicat-
ed Exchange Server). This enables you 
to take full advantage of consolida-
tion efforts.

In addition, OpsMgr provides both 
service and performance monitoring. 
This lets you check if the network is 
saturated, whether the disk subsystem 
cannot handle the load, if the memory 
is getting low, whether the processor 
is overloaded, and so on. All this data 
is transferred into a data warehouse 
for long-term archiving to allow base-
line creation and comparison of sys-
tem load over time.

IT departments, therefore, can im-

plement easier and safer consolida-
tions of homogeneous workloads 
with the assistance of Microsoft  
System Center.

Heterogeneous consolidation
The consolidation of heterogeneous 
workloads is far more complex. The  
dependencies between applications are 
harder to predict, which is why peo-
ple have often been afraid to attempt  
heterogeneous consolidation.

Advancements in virtualisation 

software, though, have provided a 
technological solution that makes 
heterogeneous consolidation simpler 
– enabling multiple server instances to 
run on the same hardware simultane-
ously without affecting one another. 
Such software enables IT profession-
als to easily consolidate several ma-
chines running at a low utilisation 
rate between 5% and 25% into a sin-
gle physical box, increasing the over-
all utilisation of the box by as much as 
80% or higher. Given that several inde-
pendent studies show that most serv-
ers today are running at a utilisation 
rate of less than 20%, this presents an 
opportunity to dramatically reduce 
the number of physical servers need-
ed per organisation.

However, virtualisation software 
alone does not provide a comprehensive 
heterogeneous consolidation solution. 
This is because virtualisation software 
only solves one of the two obstacles to 
homogeneous consolidation – the ease 
of implementation. The safe execution 
of homogeneous consolidation via vir-
tualisation is equally important. Other-
wise, consolidation will simply lead to 

Performance 
monitoring with 
System Center can 
help you visualise 
and analyse 
each server’s 
performance  
over time

Figure 1 Converting a physical machine into a virtual machine
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more systems-maintenance issues and 
will negatively impact the availability of 
servers and the integrity of data. There-
fore, you need a powerful systems-man-
agement solution.

Fig 1: Consolidating with System 
Center
The first step is to find out which servers 
can and should be virtualised. Ideal can-
didates will have complementary low 
utilisation levels. So you need to plan 
your implementation strategy based 
upon server performance over time.

Performance monitoring with Mi-
crosoft System Center can help you 
visualise and analyse each server’s per-
formance over time, collecting data 
with unique performance counters per 
system or system group. With this data, 
you can easily generate predefined re-
ports for virtualisation candidates based 
on common criteria, such as disk, pro-
cessor, and memory usage. This offers 
insight into which physical servers pos-

sess low utilisation rates based upon 
patterns of use and activity. This is the 
key data you’ll need for planning an op-
timal consolidation strategy.

Fig 2: Customising host ratings for 
a virtual machine The next step is to 
convert the servers into virtual ma-
chines and aggregate several of them 

on the same physical box.
The conversion of servers is simpli-

fied with the use of Microsoft System 
Center Virtual Machine Manager 2008 
(VMM). To convert a physical machine 
into a virtual machine with VMM, all 
an IT Professional has to do is start a 
wizard and pick the right physical box. 
VMM will check the machine for any 
potential issues that might occur dur-
ing the process and then convert the 
machine on the fly while the system 
is running, as shown in Figure 1. (This 
feature is available for current versions 
of Windows Server.) The machine is 
then available in the standardised Vir-
tual Hard Disk (VHD) format and can 
be placed on any virtualisation hosts, 
such as Hyper-V or Microsoft Virtual 
Server 2005 R2 machines.

While the physical to virtual con-
version is nothing spectacular these 
days, the actual placement of the 
virtual system on the ideal host is a 
unique feature of VMM. The PRO 
(Performance and Resource Optimisa-
tion) feature is utilised here. By com-
bining the knowledge of VMM with 
OpsMgr, the ideal host for virtual ma-
chine combination is selected, and the 
decision is dynamically reviewed in 
case the load scenarios are changing. 
(You can customise how ratings are as-

signed, as shown in Figure 2.)
PRO analysis will select the appro-

priate combination of guest systems to 
avoid processor, disk, or memory over-
load of the host systems. This helps to 
avoid the concern that heterogeneous 
consolidation will result in the combina-
tion of several memory-intensive applica-
tions on the same host or guests, causing 
heavy disk I/O or processor needs.

Conclusion
With OpsMgr and VMM, Microsoft 
System Center can help you achieve a 
combination of complementary utili-
sation rates that will add up to an op-
timal load on components – without 
risking one bottleneck bringing every-
thing down. OpsMgr provides service 
and performance monitoring of physi-
cal boxes as well as your virtual servers, 
regardless of whether they are running 
Windows Server or another supported 
OS, including VMware ESX.

Meanwhile, VMM makes manage-
ment of large virtualisation farms 
(with hundreds of hosts that may even 
be distributed over several locations) 
as straightforward as managing a sin-
gle box. And again, this includes non-
Microsoft virtualisation technologies, 
such as VMware ESX.

In the end, you can consolidate 
server farms down to the minimum 
(ideal) number of physical hosts your 
environment needs. And this will re-
duce the amount of energy being con-
sumed by your infrastructure.           ■

Find out more… on System Center at:  
www.microsoft.com/systemcenter 
or on Microsoft Sustainable  
Computing at: www.microsoft.com/ 
environment   

Frank Koch is an Infrastructure 
Architect Evangelist at Microsoft. He 
lives in Germany.  
Michael Walsh is the Senior 
Environmental Communications Manager 
at Microsoft. Email: micwalsh@microsoft.
com or walshtechnet@live.com.

You can consolidate 
server farms  
down to the 
minimum (ideal) 
number of 
physical hosts your 
environment needs 

Sustainable computing

Figure 2 Customising host ratings for 
a virtual machine



IT’s Surprises
Romi Mahajan

Field notes

Long before the age of IT, Ar-
istotle said that the “secret of hu-
mour is surprise.” Anyone who 

enjoys humour knows this to be true 
just as anyone familiar with good IT 
would have to fundamentally change 
the formulation with regard to IT, as 
“the secret of IT is no surprises.” But 
would one really have to change it, or 
is IT actually like humour in that both 
gain their sustenance from the element 
of surprise? I’ll address that subject in a 
moment, after some observations from 
a recent discussion I had.

At the IT Connections 2008 confer-
ence, I was a panelist on the topic of 
“What Keeps CIOs Up at Night?” The 
entire hour was filled with thoughtful 
and brisk discussion, but most interest-
ing was that the “usual subjects” (such 
as aligning IT with business or common 
scorecards) were dispensed with during 
the first 15 minutes. Instead, we began 
discussing basic IT pain points such as 

security, privacy, and the possibilities of 
CIOs waking up in the morning to find 
the names of their companies all across 
the front pages, victims of breaches. The 
conclusion was that the CIO would 
love to avoid the public eye.

We also discussed the quotidian is-
sues CIOs face – staff reductions, IT 
automating itself out of existence, 
dealing with bean-counting CFOs, 
providing support for users who ex-
pect that all will be taken care of for 
them etc. The underlying theme, how-
ever, was about the importance of con-
necting IT to the business. And while 
there were some people in the room 
who felt they did it well, most felt de-
jected. “People don’t understand our 
importance,” lamented one person in 
the audience. Another mentioned how 
executives in her company want her to 
automate all IT, indicating to her that 
they significantly underestimate the 
complexity of what her team does.

Someone from a 100-person com-
pany mentioned that in these difficult 
economic times, his company is laying 
off 10% of its workforce. The panelists 
sighed in empathy, but these sighs gave 
way to facial contortions when he add-
ed that his IT staff had to be pared by 
one-third. “From three to two,” he said.

“They don’t get what we do,” boomed 
a voice from the back.

We three panelists came to the same 
conclusion at once – all of the prob-
lems we were discussing (from proving 
business value to bridging the culture 
gap between IT folks and other em-
ployees) is in large part reducible to a 
home truth, namely that good IT is in-
visible. Good IT happens when users 
don’t even know IT exists.

We had begun this discussion extol-
ling the virtues of avoiding the pub-
lic eye, and here we were lamenting 
the fact that so few people actually see 
what we do. Maybe our certainty about 
good IT being invisible is, as are so many 
home truths, actually not true at all.

The importance of good IT is unmis-
takable; therefore, the need to sustain 
and nurture IT, too, is unmistakable. 
We have to overcome the invisibility 
of IT and surprise people who gain so 
much from IT, all the while not under-
standing it. In the box to the left are 
just a few examples of things you can 
do to make your presence known.

So discussing IT in the Aristotelian 
formulation this column started with 
might be a good idea. The secret of 
good IT is, indeed, surprise. ■

Romi Mahajan is Chief Marketing 
Officer of Ascentium Corporation. Before 
joining Ascentium, he spent 7+ years 
at Microsoft where his last role was 
as Director of Technical Audience and 
Platform Marketing. 
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I recommend an immediate guerilla marketing plan to make IT much more 
visible. Here are some tactics I suggest:

 Send out a monthly update to your workgroup (if you are in a large 
company) or your entire company (if your enterprise is 500 people or fewer) 
about the things your team does on a monthly basis. Offer real numbers. 
The IT manager in my company recently sent out a very powerful e-mail 
message itemising the number of distribution lists delivering vital targeted 
information to interested people, the number of messages per month that 
attempt to infiltrate unsuspecting inboxes under false pretenses, the number 
of MBs it takes to back up all files so that there’s no bloodshed when a 
server crashes, and so on.

 Instead of waiting for inbound calls to your help desk, have each help desk 
member make one outbound call to a user each day, just asking if all is well 
or if the person needs any help.

 Present what you do at monthly staff meetings.
 Create the IT Narrative: tell a story of what you do and have all IT personnel 
discuss their roles in terms of that narrative.

Strutting IT’s stuff
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