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Introduction 
Microsoft® SQL Server™ Integration Services (SSIS) has gone through a complete 
redesign and rewrite from Data Transformation Services (DTS) in SQL Server 2000.  As 
part of that process, many of the product design and administration paradigms were 
rethought.  SSIS is now no longer a stand-alone designer; SSIS adopts Microsoft Visual 
Studio® as its development environment, but continues to leverage the standard 
management tool for SQL Server 2005.  The new development environment is called the 
Business Intelligence (BI) Development Studio, while the administration environment is 
aptly named SQL Server Management Studio. The separation of the two environments 
allows developers and database administrators (DBAs) to focus on specific tasks of 
development or administration. 

Both environments are capable of executing packages, but the BI Development Studio 
can only execute on the developer console, while the Management Studio executes 
those packages on the server that have been imported.  BI Development Studio 
solutions contain one or more projects, while projects contain data sources, data source 
views, SSIS packages, and other miscellaneous files.  For example, a new project can 
contain the SSIS package you’re developing and also any packages that you may be 
calling out to.  It also might contain all of your supporting files such as data definition 
language (DDL) and data manipulation language (DML) files for databases you’re 
working with.  When it comes time to deploy to a production environment, you’ve got all 
the necessary files in one location.   

BI Development Studio doesn’t require a direct connection to the SQL Server RDBMS to 
design packages, nor does it require a connection to save your work.  BI Development 
Studio saves projects into project folders, just like Visual Studio does.  BI Development 
Studio can also have direct integration to Visual SourceSafe (and other source control 
systems) from the design environment.  As changes are made to projects, they can be 
immediately checked into VSS.   

Management Studio, unlike BI Development Studio, is aimed primarily at DBAs and is 
used to manage SQL, Analysis Services, and Reporting Services servers.  It supports the 
executing and scheduling of SSIS packages, but not the editing or designing of them.  
However, it does allow users to use the SSIS framework to import and export data and 
to perform routine maintenance tasks. 

Wizards for SSIS 
Microsoft has updated the Import/Export Wizard from SQL Server 2000 that was used to 
help DBA and developers automate the repetitive tasks of moving and copying data from 
one location to another.   

Import/Export Wizard 
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The simplest and most commonly used wizard in DTS 2000 was the Import/Export 
Wizard.  It allowed DBAs, developers, and novice users to move data from a source of 
any type to a target of any type, very quickly, with no code and very little hassle.  It 
also provided a starting point for learning how to build and design DTS packages.  The 
Import/Export Wizard makes an encore appearance in SQL Server 2005 with some 
improvements including: 

• Improved flat-file control for both source and destination. 

• Real-time preview of data. 

• Optimization of processing when a large number of tables and views is desired. 

• Creation of a new database directly from the wizard. 

Figure 1 shows the opening screen of the wizard while the next several figures show 
subsequent steps in the wizard. 

 

Figure 1 

Along with the new features, the user interface has been updated and should save time 
for those who frequently use the wizard.  

One of the more pleasant improvements includes the capability of creating the target 
database directly from the wizard.  In DTS 2000, the user would have to stop the 
Import/Export process, return to Enterprise Manager, and create the database.  Now, 
the administrator can create and configure a new database using the dialog box shown 
in Figure 2. 
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Figure 2 

When the package is being built, saved, or executed, the status dialog box that is 
displayed is significantly different than the one in DTS 2000.  Figure 3 shows the 
progress dialog box. 
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Figure 3 

After the package is saved to the SQL Server or to a file, you can open the package. 
Figure 4 shows the control flow part of the Import/Export Wizard package. 

 

Figure 4 
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In contrast to a package created with the Import/Export Wizard in DTS 2000, all of the 
CREATE TABLE DDL is included in the first ExecuteSQL task, the Preparation SQL task.  
The data movement actually happens in the Pipeline task after the tables are created. 

After opening the Data Flow task, the data flow components are visible.  In Figure 5, 
three tables are being exported, and as a result, three sources and three destinations 
are created (one set for each table). 

 

Figure 5 

Just like in SQL Server 2000, the Import/Export Wizard is a great way to get a first look 
at what the new SSIS is really doing under the covers. 

The Business Intelligence Development Studio 
In the Business Intelligence Development Studio, you develop SSIS packages in an 
Integration Services project within a solution. The solution is a container that enables 
you to simultaneously work with multiple Visual Studio projects using a set of tools for 
developing enterprise-level, tightly integrated BI solutions, including SSIS solutions.   
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Visual Studio 2005 
BI Development Studio is built around Visual Studio 2005, which helps you design, build, 
test, deploy, and extend SSIS packages in an integrated development environment.  BI 
Development Studio also supports using the .NET Framework with the other Microsoft 
development tools (Microsoft Visual Basic®. NET, C#, C++, J#).  Because of its 
integration with Visual Studio 2005, BI Development Studio comes with integrated 
development features including a robust debugger, integrated source code control for 
multi-developer environments, and integrated help.  The BI Development Studio is 
targeted at developers so they can use the same programming model, development 
tools, and skills to build packages and custom tasks that they’ve used in the past to 
build applications. 

Several benefits of working in this project-based mode include the fact that you are no 
longer tied to a server that is running SQL Server to do development, and that you have 
automatic and integrated access to source control for all of the files in your solution or 
project.   

When you open the BI Development Studio for the first time and create a new 
Integration Services project, you see a simple view of the environment.  You won’t see 
any tasks or objects or packages, because you’ve only created an empty solution.  You’ll 
notice that there are several windows already open: the Toolbox, the Solution Explorer, 
Properties, and possibly the Output window and a Search Results window.  All of these 
windows can be undocked from their current location, redocked elsewhere, moved or 
closed, or set to auto-hide to free up space on the screen and boost productivity.  If you 
ever close a window that you want to reopen, select View on the main menu and then 
select from one of menu options to reopen.  You can also reopen the Solution Explorer, 
Properties window, Toolbox, or several other windows directly from the toolbar.  Just 
click on one of the icons from this group (Figure 6). 

 

Figure 6 

Figure 7 is similar to what you will see when you open BI Development Studio for the 
first time. 
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Figure 7 

Notice the default organization of the Development Studio with support windows 
surrounding the main work area in the center.  Much of this can be customized and is 
discussed in the upcoming sections. 

The Solution Explorer Window 

To start working in the BI Development Studio, you must first open or create a new 
project or solution.  If you begin by creating an Integration Services project, a default 
solution is created to contain the new SSIS project.  You can also begin by creating a 
blank solution and adding several projects to it, such as a SSIS project along with an 
Analysis Services project, a Reporting Services project, or even a Visual Basic. NET 
project.  This solution/project association allows the developer to group different units of 
work together for deployment and testing purposes. 

Figure 8 shows what organizational possibilities exist inside the BI Development Studio.  
The example groups three ETL projects (Source 1 to Stage, Source 2 to Stage, Staging 
to EDW) and one Analysis Services project together.  Because the environment is 
integrated into Visual Studio, many developers can be working on all parts of the 
solution simultaneously. 
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Figure 8 

However, you should only see the example shown in Figure 9 if you right-click the SSIS 
Packages folder and select New SSIS Package. 

 

Figure 9 

The file with the .dtsx extension is the core package that all of your information will be 
saved in.  The solutions and projects that contain .dtsx files are only there for grouping 
and organizational benefits.  You can open a .dtsx file just by creating a SSIS project 
and adding an existing .dtsx file to the project. 
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The Toolbox 

As you look around the BI Development Studio, you will also notice another window 
called the Toolbox, probably along the left side of the window.  The Toolbox is organized 
into many tabs, depending on the type of project you’re working on. It contains many 
tabs that don’t apply to SSIS projects.  The two tabs that apply to SSIS are the Control 
Flow Items and the Data Flow Items tabs.  We’ll cover the tasks and objects that appear 
in the Toolbox later in this paper.  Depending on your screen resolution, you’ll also 
notice two scroll arrows next to the tab names.  If you don’t have enough room for all of 
the tasks to be displayed, the scroll arrows will be enabled and you can navigate up and 
down the list of items (see Figure 10). 

 

Figure 10 

As you use the Toolbox, you may want to customize your view by removing tasks or 
tabs from the default view. Right-clicking a particular task will display a shortcut menu 
that you can use to customize your view by adding or removing tabs and adding, 
renaming, or removing items.  You can also change the order in which the items or tabs 
appear by dragging them from the source to the destination. 

The Properties Window 

By default, the Properties window is displayed in the lower-right corner of the BI 
Development Studio.  This window will appear as you begin to use Visual Studio to 
create packages in the BI Development Studio and click on the drawing surface, tasks, 
or objects.  The Properties window is context sensitive, so you will notice that the 
window changes depending on the item you’ve clicked on.   
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If you want to test this out, click on the main designer window. The Properties window 
will display the property page for the package as shown in Figure 11. 

 

Figure 11 

Other Windows 

In design time, the BI Development Studio has several other windows that you can 
choose to dock, undock, show, hide, or auto-hide.  They include the following windows:  

• The Task List window shows narrative tasks that a developer can create for 
descriptive purposes or as a follow-up for later development. 

• The Error List window shows errors and warnings that have been detected in the 
package. Double-clicking on an entry in this window will open the editor of the object 
causing the error. 

• The Output window shows the results from most build or execute activities that occur 
in the BI Development Studio.  For example, the Output window will show any errors 
that occur during building or deploying, or that occur during run time.   

• Two Search windows (for Help) and one Results window allow for searching SQL 
Server Books Online and for showing the results of searches. 

When you test your packages, you will want to execute them inside of the BI 
Development Studio.  This will shift the mode into run-time mode. During this time no 
editing is allowed until the package has completed execution.  During run time, several 
other windows appear as follows: 

• The Call Stack window shows the names of functions or tasks on the stack. 

• The Breakpoints window shows all of the breakpoints set in the current project. 

• The Command window is used to execute commands or aliases directly in the BI 
Development Studio. 
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• The Immediate window is used to debug and evaluate expressions, execute 
statements, and print variable values. 

• The Autos window displays variables used in the current statement and the previous 
statement.  

• The Locals window shows all of the local variables in the current scope. 

• The Watch windows allows you to add specific variables to the window that can be 
viewed as package execution takes place.  You can also directly modify read/write 
variables in this window. 

Pan and Scroll Control  

If the packages you’re designing become spread out over the Designer surface and 
require scrolling, you will see a small cross-arrow appear in the lower-right corner of the 
design surface (see Figure 12).   

 

Figure 12 

If you click on the cross-arrow, a popup window will appear that shows a smaller 
representation of the entire package and a dotted line representing the current viewable 
area (see Figure 13). 

 

Figure 13 
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UI Customization 

One of the best features of BI Development Studio is the capability of its user interface 
to be almost completely customizable to the individual users’ wishes.  All of the windows 
we’ve discussed can be undocked and moved around.  They also can be docked in many 
different screen locations and be combined with other windows to display as tabs.  They 
can be set to auto-hide so that when you’re done using them, they scroll out of sight 
until you need them again. 

The SSIS Package Designer 
The SSIS Package Designer is built into the BI Development Studio and is the main 
surface for package development.  The Designer contains a set of graphical tools that 
make data movement, workflow, and complex data transformations available with 
minimal or no coding.  The Designer has several windows that are used for control flow, 
data flow, connection creation, and variable creation. 

Unlike DTS 2000 where control flow and data flow were intermingled, Control flow and 
Data flow editors in SSIS are completely separate.  The separation of control flow and 
data flow provides you with greater ease and control when developing complex SSIS 
packages. This separation provides a more intuitive user interface, better control of 
package execution, increased visibility of data transformation, and enhanced 
extensibility of SSIS by simplifying the process of developing and implementing custom 
tasks and transformations. In addition to simplifying complex SSIS packages, you can 
create simple import and export data flows without worrying about control flow. 

The separation of these two editors also means that you have different sets of tasks for 
each.  The only way that the two flow editors work together is through a Data Flow task 
container.  All data movement and transformation occurs inside of one or more of these 
data flow tasks. 

Control Flow 

The Control Flow designer is similar to DTS 2000 in that it contains tasks and 
precedence constraints, but it also introduces some new container objects that you 
should be aware of.  These containers, For Loop, Foreach Loop, Sequence, and the data 
flow task, all contain other components that perform work of some kind.  The workflow 
of a package is built using the Control Flow designer.  The designer is a drawing surface 
that lets you graphically define how tasks interact with each other and the order in 
which they get executed.   

Once you add a task to the Control Flow designer, the designer automatically adds an 
arrow, or precedence constraint, to the task that allows you to connect it to another 
task.  This is illustrated in Figure 14. 

 

Figure 14 
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When you click once anywhere on the arrow or line, the Package Designer will change it 
to a dotted line.  You can then drag it to another task and click again with the mouse 
over the successor task.  The Designer will link the two tasks so that the task with the 
arrow leading into it will execute when its predecessor successfully completes as shown 
in Figure 15.   

 

Figure 15 

If you want the successor task to execute only if the predecessor fails, you can double-
click on the line that connects the two tasks to bring up the Precedence Constraint dialog 
box.  In this dialog box, you can change the execution result several values, but if you 
change it to OnFailure and click OK, the line will change to red.  Figure 16 shows the 
Precedence Constraint Editor dialog box with the configuration options. 

 

Figure 16 

If you wish for the successor task to execute regardless of the predecessor’s result, you 
can change the constraint to OnCompletion, which will change its color to blue. 

Having only two tasks in your package means that you can only have one constraint 
between the two tasks.  If your package requires additional tasks, you can add several 
constraints between many of the tasks to support as much complexity as your package 
needs. Figure 17 shows a slightly more complex workflow and how SSIS can enable 
more control over execution. 
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Figure 17 

New in SQL Server 2005 is the option of a logical AND or OR when a task has multiple 
constraints.  In DTS 2000, a task with multiple constraints would only execute if all 
constraints evaluated to True.  This, of course, was a problem when a task had two or 
more error constraints that preceded it because both tasks had to fail before the 
subsequent task would execute.  In SQL Server 2005, if you double-click on the 
constraint itself, a dialog box will open that allows you to configure whether it’s a 
Success, Failure, or Completion constraint, but also whether multiple constraints are 
‘AND’ed or ‘OR’ed together.  A logical ‘AND’ means that all conditions have to be met for 
the subsequent tasks to execute.  A logical ‘OR’ allows subsequent tasks to execute if 
one or more conditions are met.  If a constraint is a logical AND, the line is solid.  If it is 
set to OR, the line is dotted.  Figure 18 shows the configuration for a failure constraint, 
but would allow subsequent tasks to execute.  

 

Figure 18 

This capability in SSIS makes the logical flow shown in Figure 19 possible.  In this 
example, any package task that fails execution will prompt the Error Handler task to 
execute.  This will enable a design where groups of tasks can be handled by a single 
“error handler” task.  Figure 19 shows an example of this. 
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Figure 19 

Logical Task Grouping 

One other usability feature that the Control Flow designer has is task grouping.  If you 
wish to collapse several tasks into one graphically, you can select all the tasks you wish 
to add, right-click to open the shortcut men, and click Group.  This will create a logical 
container around the selected tasks.  Once created, the group can be collapsed into a 
single task, which may simplify complex packages.  Unlike the container objects, this 
grouping has no effect on execution, logging, variable scope, or anything else.  It is only 
for graphical representation purposes. 

In Figure 20, a SSIS package must clean out a table and a file system directory before 
beginning to load data.  However, we want to logically group these tasks into a container 
called Cleanup. 

 

 

Figure 20 

Select the first task, Truncate Source 1 Staging Tables, and then select the second task. 
You can either hold down the Ctrl key and click each task or you can drag around the 
tasks to select them.  Then, right-click either task to display the shortcut menu and click 
Group as shown in Figure 21. 
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Figure 21 

SSIS will create the logical group box called Groupbox around the two tasks.  You can 
click on the name to change it to Clean Up as shown in Figure 22.  Then click on the two 
chevrons to the right of the name to collapse the group.  You can then size it to fit better 
within your package. 

 

Figure 22 

Annotations 

If, after grouping tasks together, your package is still too complex to be intuitive or if 
you wish to document the packages behavior, you can add textual annotations directly 
to the package layout.  Right-click where you want to put a text box and click Add 
Annotation.  The designer will create a text box that you can type directly into and 
resize as necessary.  You can also change the font, size, and color by selecting the 
annotation box, right-clicking and choosing Set Text Annotation Font.  Note that you 
can also add annotation to the Data Flow designer, which we’ll discuss in just a bit. 
Figure 23 shows an example text annotation. 

 

Figure 23 
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Connection Managers 

A tab at the bottom of the Control Flow design window contains a list of data 
connections that both control flow and data flow tasks can use.  These connections can 
be referenced as either source or target in any of the data flow operations, and can 
connect to relational or Analysis Services databases, flat files, or other data sources. 

When you create a new package, there are no connections defined.  You can create 
connections by right clicking in the Connections area and choosing the appropriate data 
connection type as shown in Figure 24.  There are several connection types to choose 
from. These are discussed later in this paper.  Once the connection is created, it can be 
renamed to more aptly fit your naming conventions or to better describe what is 
contained in the connection. 

 

Figure 24 

Variables 

One of the optional design-time windows can display a list of variables.  Variables are 
used throughout the package to pass values between tasks, and to dynamically control 
how the package executes at run time.  The Variables window (Figure 25) shows the 
variable name, its scope and data type and value. 

 

Figure 25 

The main difference between global variables in DTS 2000 and variables in SSIS is that 
in SSIS each variable now has scope.  Scope allows variables to be associated with 
packages and objects in a more defined and controlled manner. 

Each package, task, event handler, and the For Loop, For Each Loop, and Sequence 
containers all can have variables that are within their respective scope.  This means that 
an Execute SQL task and a For Loop container can both define a variable with the same 
name that only the respective object can reference.   

Variables are covered in greater detail in more detail in subsequent sections. 
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Data Flow 

The Data Flow designer manages all of the data movement and transformations between 
a source and target.  In order to include data flow within your package, you must 
manually add a Data Flow task to the Control Flow designer or let SSIS do it for you 
when you open the Data Flow designer window.  Inside this Data Flow task is where 
your data movement and transformations are encapsulated.  Although the Data Flow 
task is a logical container of data movement and transformation steps, if one of these 
movement or transformation steps fail, the entire Data Flow task fails (depending, of 
course, if the data flows are configured to Fail Component).  Figure 26 shows a sample 
parallel data flow.  

 

Figure 26 

A package can have more than one data flow task. Within each data flow task there may 
in fact be several “flows” between sources and destinations. Each of these source-
destination flows within a data flow task is called a graph. A graph may have multiple 
stages of transformation. A graph usually has both a source adapter that supplies data, 
and a target adapter that consumes data.  Between the adapters is where the 
transformations would be created.  If the data is being changed between the source and 
destination, it’s being done inside a transformation.  If data is only being moved 
between the source and destination adapters, the process uses a path, which is similar 
to a precedence constraint in the Control Flow designer. 

You can view the column properties in a path by double-clicking on the arrow between 
the adapters and then clicking Metadata in the left pane as shown in Figure 27. 
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Figure 27 

These control and data flow container objects are discussed in more detail in subsequent 
sections. 

Executing a Package 

Up to this point, we’ve only discussed designing packages.  If wish to execute a 
package, you can click on the play icon on the toolbar, or press F5, or click Start and 
then Debug on the menu.  This puts the design environment into execution mode, 
opens several new windows, enables several new menu and toolbar items, and begins to 
execute the package.  When the package completes running, BI Development Studio 
doesn’t immediately go back to design mode, but rather stays in execution mode to 
allow developers to inspect any run-time variables or to view any execution output.  This 
also means that you can’t make any changes to the objects within the package, but you 
can modify variables and object read/write properties. 

To get back to design mode, you can click the Stop icon on the debugging toolbar, or 
press Shift+F5, or select Debug and then Stop Debugging on the menu. 
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Architecture 
During the evolution of SQL Server 2000 Data Transformation Services into SQL 
Server 2005 Integration Services, the architecture was overhauled to accommodate a 
more robust, enterprise-ready extraction, transformation, and loading (ETL) 
environment. Figure 28 shows the architecture for SSIS in a quick visual way. 

 

Figure 28 
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The Data Source Elements 
The primary reason that individuals use SSIS is for lifting data from a data source, 
transforming it, and loading it into another location. Data sources are the connections 
that can be used for the source or destination. 

Data Source 

Data sources contain the information that SSIS will need to connect to an OLE DB-
compliant system like SQL Server, Oracle, DB2, or Microsoft Access to name just a few. 
You can also create a connection to less traditional data sources like Analysis Services, 
XML-based sources, or the Microsoft Directory Services. Your data sources can be shared 
by multiple packages in your Business Intelligence Development Studio project or be 
used once in a single package. Creating a connection can easily be done through the 
Connection Manager dialog box shown in Figure 29. In this dialog box, you can create a 
connection to nearly any type of data source. The dialog box shown in the figure is for a 
SQL Server OLE DB data source. Other connections may vary in their look and feel. 

 

Figure 29 

Once you create the connection in your Business Intelligence Development Studio 
project, it doesn’t mean you’re actually connecting to the data source. This is all done 
disconnected until you actually go to utilize the connection in the package. The nice 
thing about this is that you can develop the majority of your SSIS package while you are 
in the airport, far from the actual connection to your database, and then later deploy the 
package and all of its connections to the server running SQL Server. 
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Data Source View 
A data source view (DSV) is a logical view of your data source or data sources. Simply 
put, it is a collection of database objects (tables, views, and stored procedures) that are 
logically grouped together and can be shared across your project. Data source views can 
be reused in Analysis Services and Report Builder.  

Data source views closely resemble SQL Server relational views and can present a 
business logical view to your data model. Where these are especially useful is with 
complex schemas such as are found in some large Enterprise Resource Planning (ERP) 
software packages like SAP, Seibel, or Peoplesoft. In order for these software vendors to 
develop an application that is flexible to work across any corporation, they had to have a 
vast data model with perhaps thousands of objects. Sometimes these ERP models have 
columns with very complex column names like A54210. This creates an environment 
where you must become an expert at the entire data model and spend valuable time 
translating the columns into business names, which gives you less time to spend doing 
your primary job.  

In this Enterprise Resource Planning tool (ERP) example, data source views (DSV) 
provide a way to segment those thousands of objects into logical groupings like 
Accounting, Human Resources, and Inventory. Most importantly, it gives you an 
opportunity to assign friendly names to each column so you can translate the column 
from a confusing name like A54210 once and make it available to other tools across 
your enterprise environment in the future. This speeds up your time to market and 
alleviates the needs for data source specialists to translate the column names.  

There are a few key things to remember with data source views. Like data sources, 
DSVs allow you to define the connection logic once and reuse it across SSIS packages. 
Unlike connections though, DSVs are disconnected from the source connection and are 
not refreshed as the source structure changes. For example, if you change the Employee 
table in a connection to Resources, the DSV will not pick up the change.  

Where this type of caching is a huge benefit is in development. DSVs allow you to utilize 
cached metadata in development, even if you’re in an airport where your computer is 
disconnected. It also speeds up package development. Since your DSV is most likely a 
subset of the actual data source, SSIS connection dialog boxes will load much faster. A 
DSV looks like the example in Figure 30 that shows a subset of the AdventureWorks 
database. In the figure you can see that in the Employee table I have added a friendly 
name to the VacationHours column to add a space between words. This will help with 
data usability later down the road when I allow business users to use the package or we 
expose the data to Analysis Services. 
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Figure 30 

If I develop a SSIS package that utilizes the DSV, it will still continue to function even if 
the DSV no longer exists in production. This is because the SQL representation for the 
DSV is bound to the transformation.  

Connections 
Connections in SQL Server Integration Services have evolved significantly from the days 
of DTS. Instead of localizing a connection to a single DTS package, you can now make 
the connection shared across multiple packages inside the project. The advantage to this 
in the real world is that you can deploy a set of packages that are needed by an 
application to production and only have to change connections in a single spot to point 
to the production data. In SQL Server 2000, you had to go to each package and perform 
that task and risk missing a connection and causing a problem in your deployment.  

Even though you can create connections that are external to the package, it is not 
required. You still have the ability to create a connection inside your SSIS package if you 
foresee yourself only using the connection once and don’t want to clutter your project.  
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The Control Flow Elements 
Control flow is the SSIS component that coordinates the execution and the conditional 
flow of the SSIS package. The control flow contains tasks, which handle a unit of work 
like sending a file through FTP and constraints, which link the various tasks together in a 
logical order. 

Tasks 
Just as in SQL Server 2000, the task is the cornerstone of your SSIS package. A SSIS 
task is an object in your Toolbox that handles a unit of work. For example, there are 
tasks that handle copying a file and other tasks that handle data flow.  

Shared Architecture 

Each task in SSIS contains a standard set of properties. The SSIS environment can be 
extended to handle any custom tasks written by vendors or by you as long as the task 
contains these properties. Some of the essential shared properties that each task has 
are: 

• Disable – If set to true, then the task is disabled and will not execute. 

• DelayValidation – If set to true, SSIS will not validate any of the properties set 
in the task until run time. This is useful if you are operating in a disconnected 
mode and you want to enter a value that cannot be validated until the package is 
deployed. The default value for this property is False. 

• Description – The description of what the instance of the task does. The default 
name for this is <task name>. This does not have to be unique and should 
accurately describe what the task does for people that may be monitoring the 
package in your operations group. 

• ExecValueVariable – Contains the name of the custom variable that will store 
the output of the task’s execution. The default value of this property is <none>, 
which means that the execution output is not stored. 

• Fail Package on Failure – If set to true, the entire package will fail if the 
individual task fails. By default this property is set to false. 

• Fail Parent on Failure – If set to true, the task’s parent will fail if the individual 
task reports an error. The task’s parent can be a package or container. You’ll 
read more about containers later. 

• ID – A unique ID that is associated with an instance of a task. The ID is in GUID 
format and looks like this: {R438HJI-7DN3-I8EF-NFUF-JF83AFFJ83A} 

• IsolationLevel – Specifies the isolation level of the transaction if transactions 
are enabled in the TransactionMode property. The values are: Chaos, 
ReadCommitted, ReadUncommitted, RepeatableRead, Serializable, Unspecified. 
The default value of this property is Serializable. 

• LoggingMode – Specifies the type of logging that will be performed for this task. 
The values are: UseParentSetting, Enabled, and Disabled. The default value of 
this property is UseParentSetting, which tells the task to use the logging 
mechanism for the package or container. 
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• Name – The name associated to the task. The default name is <task name>. As 
a SSIS designer, you probably want to change this name to make it more 
readable to at run time. This name must be unique inside your package. 

• TransactionOption – Specifies the transaction attribute for the task. The values 
are: NotSupported, Supported, and Required. The default value of this property 
is Supported, which utilizes transactions in your task. 

Now that you know the common properties that can be seen when selecting a task, let’s 
look at some of the common tasks that you can use in SSIS. It’s also important to note 
that Maintenance Plan tasks also appear in the same toolbar but are collapsed by 
default. 

Bulk Insert Task 

The Bulk Insert task (Figure 31) is almost identical to the SQL Server 2000 DTS task of 
the same name. This task is the fastest way to bulk load data into SQL Server from a 
flat file when you do not want to transform the data. One difference between this task 
and its SQL Server 2000 predecessor is that the SSIS task uses a common source 
connection. In SSIS you cannot generate format files from this task as you could in the 
corresponding DTS task. You will now have to do this from the BCP console application. 

 

Figure 31 

Data Flow Task 

Those who are familiar with SQL Server 2000 DTS won’t recognize the Data Flow task in 
SSIS. This is a very specialized task in SSIS and is treated differently than the other 
tasks. We’ll cover this in detail in this paper. The largest improvement in SSIS 
architecture is that you don’t have to create staging tables to perform common tasks 
such as aggregating data.  
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Data Mining Query Task 

The Data Mining Query task is an evolution of its SQL Server 2000 predecessor. As in 
the SQL Server 2000 DTS task, the Data Mining Query task allows you to run predictive 
queries against your Analysis Services data mining models. Unlike DTS, in SSIS you can 
save the result set to a SSIS parameter and the task can have a parameter as an input 
variable. You will probably want to use this task to output the results of a query to a 
table that will be used later in the controller flow.  

Execute Package Task 

The Execute Package task (Figure 32) allows you to execute a package from within the 
parent package. There are a few nice enhancements to the SSIS version of this task. 
One of these is that you now have a new ExecuteOutofProcess property that, if set to 
true, will execute the package in its own process and memory space. The default value 
of this property is true. This requires more memory but the task will perform better. 
Another key difference in this release of the task is that this task no longer pushes 
parameters to the child package. Instead, the child package will reach into the parent 
package and pull the configuration values. 

 

Figure 32 

Execute Process Task 

The Execute Process task (Figure 33), like its SQL Server 2000 equivalent, executes a 
batch file or executable in the package. This task has been enhanced dramatically to 
offer more flexibility. For example, you can now specify input variables that will be 
passed into the process or output variables that will contain the output of the execution. 
There is also an error output variable that will contain any errors encountered during 
execution of the process. This allows you handle errors with greater flexibility than in 
previous releases of SQL Server.  
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Figure 33 

Execute SQL Task 

The Execute SQL task (Figure 34) can execute relational queries, DDL, or DML against a 
connection (not just SQL Server connections). In SSIS you can store the query in a flat 
file or as a variable in addition to directly inputting the query. This is useful when you 
want to create an install process from outside DDL files, or if you want to create what 
amounts to a reusable function library of SQL files outside the SSIS process. As in past 
releases of SQL Server, you can pass variables in and out with ease from the query. The 
entire results of the query can also be stored in a variable. 

 

Figure 34 

File System Task 
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This new SSIS task (Figure 35) allows you to control the file system in what would have 
required a large amount of scripting in DTS. In most ETL processes, you receive an 
extract file from a different host and you process it and then archive the files off to a 
different directory. Before the process runs again, you must purge the directory that 
contains the extract files.  

The File System task can help you with any type of file operation as mentioned in an 
earlier ETL example. The task can handle directory operations like creating, renaming, or 
deleting a directory. It can also manage file operations like moving, copying, or deleting 
files. All of these would have taken elaborate scripting to accomplish in SQL 
Server 2000.  

 

Figure 35 

File Transfer Protocol Task 

The File Transfer Protocol task allows you to perform file operations using FTP. This task 
is a descendant from SQL Server 2000 but with many new features added. The 
complaint in the previous version of the SQL Server File Transfer Protocol task was that 
you could only receive files using FTP. In the SQL Server 2005 version of the task, you 
can send, receive, and create directories locally and remotely all through FTP.  The task 
can also register FTP connections using the FTP Connection Manager Editor much like 
any other connection in SSIS (see Figure 36). A key enhancement is that you can 
perform actions in FTP passive mode. Because this was missing in SQL Server 2000, you 
had to use FTP.exe from an Execute Process task as a workaround.  
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Figure 36 

The task can now set the remote and source directories to variables inside SSIS as 
shown in Figure 36.   

 

Figure 37 

Message Queue Task 

The Message Queue task has been improved significantly from its SQL Server 2000 
equivalent. Like its predecessor, the task can send a data file or string message to a 
Microsoft Message Queue. In addition, you can now send a SSIS variable to the queue in 
SSIS.  You can now encrypt the data that is sent to the queue and you can use 
certificates for authentication. 
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A powerful application of the Message Queue task (Figure 38) is when you use it to send 
messages from package to package to parallelize your package operations. For example, 
each SSIS package can handle a segment of the work and then check in with the driving 
package once its subset of the work is complete. Another good application for message 
queues is in a distributed environment where each of the regional offices processes their 
data and sends their extract to the corporate server for processing via message queues. 
The corporate SSIS package would in this case be listening for all the regional offices to 
check in before it began to aggregate the data. 

 

Figure 38 

Script Task 

One of the primary reasons to migrate to SSIS from SQL Server 2000 in many ETL 
developer’s eyes will be the Script task (known as the ActiveX Script task in SQL 
Server 2000 DTS). The new Script task has a rich design interface (seen in Figure 39) in 
Visual Studio including IntelliSense and the color coding of your script.  
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Figure 39 

Send Mail Task 

The Send Mail task (Figure 40) allows you to send an e-mail message to a user or 
distribution list. Unlike the task in SQL Server 2000, it uses SMTP rather than MAPI. This 
means you will not have to install Microsoft Outlook® on the server running SQL Server 
to run this task. The e-mail message can be typed using an interface that looks like 
Notepad. The message body can be an input file or a variable from DTS. 
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Figure 40 

SQL Server Analysis Services Execute DDL Task 

The new SQL Server Analysis Services Execute DDL task allows you to execute DDL to 
create, modify, delete, or process Analysis Server objects. You can execute DDL code 
that is stored inside the task itself, as a variable, or in a file outside the scope of the 
package.  

SQL Server Analysis Services Processing Task 

The SQL Server Analysis Services Processing task is a descendant of the Analysis 
Services Processing task in SQL Server 2000 but with much more functionality. The task 
processes Analysis Services cubes and dimensions but now has added layers of 
parallelism, allowing you to process many objects at the same time. You can also now 
specify how to handle errors in your keys. It is important to note that this task is not 
backwards compatible against SQL Server 2000 cubes and dimensions.  

Web Service Task 

The Web Service task is a new task in SSIS to execute a Web service method. Once you 
execute the method, you can write the results from the Web service to a file or to a 
variable. This would be useful for trading information with third-party applications. For 
example, you can execute a Web service method to retrieve a list of updated products at 
Amazon. Then, write those products to a file and input them into your database to make 
them live. 

The Web Service task connects to the Web service by using the HTTP Connection 
Manager. The HTTP Connection Manager lets you connect to a Web site using proxy or 
even authenticate to it. In Web Service task, you can point to an internal or external 
website. You can also point to a local Web Service Description Language (WSDL) file, 
which will list the methods that can be called. If you point to an external Web site, you 
must copy the WSDL file locally.  
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The Web service you connect to may or may not require input parameters. Input 
parameters are passed to the task by using variables. For example, you may send the 
Web service a category of books to Amazon and Amazon would then return a list of new 
titles that are ready to be displayed. This is configured using the Input tab in the task. 
The outputting results are configured in the Output tab. This would be where you 
configure the task to output to either a variable or a file. If you output to a file, you 
would use the File Connection Manager. 

WMI Data Reader Task 

Windows Management Instrumentation (WMI) is one of the best-kept secrets in 
Windows. WMI allows you to manage Microsoft Windows® servers and workstations 
through a scripting interface. The WMI Data Reader task (Figure 41) allows you to 
interface with this environment by writing WMI Query Language (WQL) queries against 
the server or workstation. For example, you could use this to look at the application 
event log. The output of this query can be written to a file or variable for later 
consumption.  

 

Figure 41 

WMI Event Watcher Task 

The WMI Event Watcher task (Figure 42) empowers SSIS to wait for and respond to 
certain WMI events that occur in the operating system. For example, you can set the 
task to respond to a given error when it is written to the application event log. Another 
excellent use for this task would be to have SSIS to perform a function after a series of 
files are written to a directory. This is very common in ETL procedures. As in the WMI 
Data Reader task, you can query WMI using the WQL query language. The WQL query 
can be read from a file or variable or it can be directly input into the task. 
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Figure 42 

XML Task 

The XML task is a new comprehensive task that can perform many different functions 
with your XML files. It allows SSIS to dynamically modify, merge, or create XML files at 
run time. Some of the uses this task can accomplish are: 

• Take a series of XML files and merge them into a single file. 

• Prepare an XML file for a report by applying a XSLT style sheet to it. 

• Select pieces of an XML file using XPATH. 

• Compare two XML files and write the differences to a XML DiffGram.  

• Validate the XML files against a document type definition (DTD).  

This very large task’s dialog box changes based on the OperationType that you select. 
Figure 43 shows you how the XML Task Editor would look when using the task to 
validate the XML. You would then output the results of the validation to a variable. 
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Figure 43  

There are other tasks that SQL Server uses for SQL Server Maintenance Plans and those 
can be accessed by expanding the Maintenance Plan Tasks pane.  

Precedence Constraints 
Precedence constraints direct the workflow of your SSIS package based on given 
conditions. Precedence constraints have been enhanced dramatically in SQL Server 2005 
Integration Services to allow for looping.  

Constraint Value 

As in SQL Server 2000 DTS, precedence constraints can fall into one of three conditions: 

• Complete. A complete constraint means that the next task will not execute until 
the preceding task executes, whether the task succeeded or failed. 

• Success. A successful constraint means that the next task will not execute until 
the preceding task executes with the status of successful. If the preceding task 
executes with the status of failure, then further tasks in the branch will not 
execute. 

• Failure. A failure constraint means that the net task will only execute if the 
preceding task executes with the status of failure. This constraint is typically used 
for failure e-mails. 

Conditional Expressions 

The largest enhancement made to precedence constraints is the ability to add 
conditional expressions to chain your tasks together or even loop them until defined 
conditions are met. I’ll give plenty of examples of how you can use this feature later in 
this section. 
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Evaluation Operators 

Evaluation operators give the programmer the ability to create a true workflow in a 
package to conditionally direct the flow of tasks. Once you create a precedence 
constraint, you can set the EvalOp property to any one of the following settings to 
determine if the precedence constraint criteria have been met: 

• Constraint. This default setting will only evaluate the constraint. 

• Expression. Will evaluate only the expression. 

• ExpressionAndConstraint. Will evaluate both the expression and the constraint 
before moving to the next task. 

• ExpressionOrConstraint. Will determine if either the expression or the 
constraint have been successfully met before moving to the next task. 

Logical Evaluation 

The last setting that needs mentioning is the LogicalAnd property for precedence 
constraints. This property controls whether multiple tasks must execute with the 
specified conditions met before the next task will proceed. The default value of this 
property is true, which ensures that multiple constraints will work together as a single 
AND condition in SQL terms. 

Containers 

Containers are a core component of the Controller Flow architecture and SSIS object 
model. They help you logically group tasks together into units of work or create complex 
conditions. There are four types of containers: task host, sequence, for loop, and 
foreach loop containers. These allow you to: 

• Set grouping on your precedence constraints to where a group of tasks must 
complete successfully or fail before the next task executes. 

• Loop through a series of tasks until a given condition is met. 

• Loop through a series of tasks for each item in a collection. 

Task Host Containers 

The task host container is the default container that single tasks fall into. If you don’t 
specify a container for a task, it will be placed in a task host container. The SSIS 
architecture extends variables and event handlers to the task through the task host 
container. 

Sequence Containers 

Sequence constraints handle the flow of a subset of a package and can help you logically 
divide a package into smaller manageable pieces. Some nice applications that you can 
use sequence containers for are: 

• Disable a functional area of a package. 

• Narrow the scope of variables to a container instead of the package. 

• Help with manageability by setting the properties of the container versus each 
individual task in the container.  
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Sequence containers show up like any other task in your Controller Flow. Once you 
drag-and-drop the Sequence container from your Toolbox, you drag the tasks into the 
container. Figure 44 gives you an example of two containers. The left container is a 
Sequence container where two tasks must execute successfully before the For Each Loop 
container will be executed. We’ll cover more about that container type in a moment. 

 

Figure 44 

For Loop Container 

The For Loop container loops through a container of tasks until a given condition is met. 
For example, in Figure 45, the Send Mail task is executed four times. While this example 
may seem impractical, it illustrates the power of the For Loop container. This container 
can also have other containers inside of it to create nested loops.  

 

Figure 45 

There are three main elements to the task that can be seen in Figure 46. The first is the 
IntExpression parameter, which is where you initialize the parameter to its first value. 
The EvalExpression is the condition that will cause the SSIS runtime engine to break 
out of the For Loop container. Finally, AssignExpression is an optional property that 
iterates the parameter that you earlier initialized in the InitExpression property. 
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Figure 46 

A more practical use of the container is to loop through a WMI Event Watcher task or a 
Message Queue task watching for an event. In the Message Queue task example, you 
could wait for a series of packages from different servers to check in before you move 
on to the next series of tasks in the branch. Here, you would loop through the Message 
Queue task using the For Loop container, waiting for the Message Queue task to write to 
the SSIS variable stating the success of the other packages. After that, an On Success 
precedence constraint would direct the package to the next branch of the SSIS package. 

Foreach Loop Container 

The most exciting new container is the Foreach Loop container. This container might 
save traditional DTS developers the most amount of time. The Foreach Loop container 
allows the SSIS developer to loop through a collection of files, rows in a Microsoft 
ActiveX® Data Objects (ADO) recordset, or variables and perform a series of tasks in 
the container.  

An example use of the Foreach Loop container is a situation found often in ETL 
processes. This is where you write a package to loop through a directory of files and you 
execute a child package once per extract file found. In SQL Server 2000 DTS, this would 
take a hefty amount of coding in an ActiveX Script task. In SSIS, you need only create 
the container and set the Enumerator option to For Each File Enumerator as shown in 
Figure 47. You then point the Enumerator Configuration section to the folder you’d like 
to loop through and the type of file. Once the enumerator finds a file, it can map that file 
name to a connection or a variable in SSIS that can be used to dynamically drive the 
package inside the loop.  
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Figure 47 

The information displayed in the Collection tab changes based on what you set the 
Enumerator property to. Some enumerator types are: 

• For Each File Enumerator loops through a collection of files on which an action 
will be performed. 

• For Each ADO Enumerator loops through a collection of records in an ADO 
recordset. The recordset is stored as a variable in SSIS. 

• For Each From Variable Enumerator loops through a SSIS variable. 

• For Each NodeList Enumerator loops through an XML file and requires XPATH 
information. 

• For Each SMO Enumerator loops through a list of SQL Server objects at almost 
any level. 

As you loop through the collection, the container will assign the value from the collection 
to a task or connection inside the container as shown in Figure 48. You can also map the 
value to a variable. 

 

Figure 48 
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Variables 
Since the inception of DTS in SQL Server 7.0, global variables (now just simply called 
variables) have been an important element used to dynamically configure a package so 
that nothing has to be hard-coded. In SSIS, this functionality has been extended 
immensely to handle more robust variable processing and scope. 

In SQL Server 2000 there was only one type of variable, global variables. These scope of 
these variables is the entire package. Now in SSIS, the scope of variables can be the 
package, container, or system. This helps packages share variables better with other 
packages. It also helps keep the variable in scope for its unit of work. Because of this 
native flexibility, creating a single ETL process for your product is more simple to do and 
requires very little coding in the Script task.  

Since variables now have a given scope, you should fully qualify variables. Variables are 
qualified with their variable type and then name. For example, a system variable would 
be called System::VariableName while a user variable would be called 
User::VariableName.  

Changing Properties Dynamically 

You may have noticed the absence of the SQL Server 2000 Dynamic Properties task. 
That task has now been dropped because the properties of each task or constraint can 
be configured to dynamically change based on a variable. This is useful when you wish 
to execute a task to connect to a data source that is unknown until run time. You can 
see an example of that type of function in Figure 49, where the XML task’s connection is 
set to use the variable XPathResult. 

 

Figure 49 

You can use variables with precedence constraints to drive the workflow of the package 
conditionally based on certain criteria being met. To do this, you double-click on the 
precedence constraint and change the properties of the constraint as shown in Figure 
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50. You would first set the Evaluation Operation (the EvalOp property) to include the 
expression in its evaluation. You can evaluate the expression or you can specify that the 
preceding task must succeed and the criteria in your expressions must be met before 
continuing. Lastly, specify the expression that you’d like to evaluate. Variables are 
specified using the @ symbol.  

 

Figure 50 

In my example, you can see I’m testing to see if the @NumberWidgets variable is less 
than 10. If it is, I have received bad XML from the vendor and I will send out a message 
to that effect. If I have more than 10 products, then the data is valid and I can write the 
XSLT file out. When it executes, you can see that if the XML is valid, only the single 
XSLT to Text File task executes. The Send Mail task is ignored in the following package 
execution. 

 

Figure 51 

Another feature worth mentioning is the ability to set variables to read-only. By setting a 
variable to read-only, you essentially make the variable a constant. This allows the 
variable to be changed by the developer at the package design time but not during 
package run time. 
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Property Expressions 

Property expressions allow you to dynamically set variables at run time. These 
expressions, which are built into the expression language, allow you to easy change the 
properties for tasks, connections, log providers, and ForEach enumerators. Previously, 
you would have to use the Dynamic Properties task to change properties at run time but 
property expressions are much, much more powerful. You can use them to change the 
properties of objects at certain events like: 

• Tasks  

• Before Saving  

• After Loading  

• Before initialization  

• Before Validation  

• Before Execution 

• Connection Managers  

• Before Saving  

• After Loading  

• Before initialization  

• Before returning from AcquireConnection calls 

• Log Providers  

• Before Saving  

• After Loading  

• Before Initialization 

• ForEach Enumerators  

• Before Saving  

• After Loading  

• Before Initialization  

• Before returning from GetEnumerator calls 

For example, if you receive a file from the mainframe daily and you’d like to move it to a 
Processed directory and timestamp the file, you can use property expressions in 
conjunction with the File System task to dynamically set the target file name. 

The Data Flow Elements 
Just as the Controller Flow handles the main workflow of the package, the data flow 
handles the transformation of data. Almost anything that manipulates data falls into the 
data flow category. To spawn the data flow, you add a data flow task to your Controller 
Flow. 
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The biggest enhancement to the data flow engine is that most data operations can be 
done in memory. For example, you can take a flat file source of detail order data, 
aggregate it, sort it, and output it to another flat file without first going into SQL Server 
as previously required. 

Sources 
A source is where you specify the location of your source data in the data pump. 
Sources will generally point to Connection Manager in SSIS. By pointing to the 
Connection Manager, you can reuse connections throughout your package, because you 
need only change the connection in one place. In SQL Server 2000, the source or 
destination was the actual connection itself.  

OLE DB Source 

The OLE DB Source is the data item that you’ll probably be using most in your Toolbox. 
As in SQL Server 2000 DTS, an OLE DB connection can go to nearly any relational data 
source such as SQL Server, Access, Oracle, or DB2 to name just a few. In SQL 
Server 2005, when you add an OLE DB Source, you will be prompted to supply the 
connection to use. You will have the option to point to a Data Source View as if it were a 
regular database. You can see that in Figure 52 where the mouse pointer points to the 
Transactions DSV instead of the Adventure Works main shared connection that contains 
all the unmodified objects. 
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Figure 52 

Once you have the data source selected (Figure 53), you can go to the Columns tab and 
select a subset of the columns you’d like to pass to the next data item in the chain by 
checking the columns you’d like to be available to the data flow as shown below. You 
can optionally rename the way the columns will be presented to the data flow by 
modifying the Output Column entry.  

 

Figure 53 

Flat File Source 

The Flat File source provides a data source for connections that are not relational. Flat 
File sources are typically comma- or tab-delimited files although they can also be fixed 
width. You specify a Flat File source the same way you specify an OLE DB one. Once you 
add it to your data flow pane, you point it to a Connection Manager connection that is a 
flat file. After that, you go to the Columns tab to specify what columns you want to be 
presented to the data flow. All the specifications for the flat file, such as the delimiter 
type, were previously set in the Flat File Connection Manager.  
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Raw File Source 

The Raw File source is a specialized type of flat file that is optimized for quick usage 
from SSIS. A Raw File source is created by a Raw File destination earlier. Columns 
cannot be added to a Raw File source but unused columns can be removed from the 
source as in the other sources. Because the Raw File source requires little translation, it 
can load data much faster than the Flat File source. The price of this is that you have 
little flexibility. 

XML Source 

The XML source allows you to make an XML file or data item a source inside your data 
pump. Once the data item has been added, you can hard code the XML file into the XML  
location property (Figure 54) or you can specify that the location will be specified from 
a variable. You can also specify that the XML data itself is stored in a variable. This 
source is very useful when used in conjunction with the Web Service task or the XML 
task. Once you point the data item to an XML file, you must generate an XML Schema 
(XSD) file by clicking Generate XSD or point to an existing XSD file. The rest of the 
source resembles the other sources where you can filter the columns you don’t want to 
see down the chain. 

 

Figure 54 
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DataReader Source 

The DataReader source is an ADO.NET connection much like you see in the .NET 
Framework when you use the DataReader interface in your application code to connect 
to a database. The DataReader source allows you to connect to a managed connection 
manager source and pass it to an SQL query. The results of that query can be used later 
in the data flow. The main consideration to keep in mind when using this source is that 
you’ll have to enter the SQL query manually and you won’t have the query building tools 
that the other sources give you. 

Destinations 
Inside the data flow, destinations accept the data from the data sources. The flexible 
architecture can send the data to nearly any OLE DB-compliant data source or to a flat 
file. There are a few more minor destinations that fall out of the scope of this 
introductory paper. Almost every destination shares the same properties in the primary 
two screens. Typically, in the Connection Manager tab of the destination, you’ll set the 
source to a connection that has already been established in the Connection Manager. 
Next, you’ll map the data that has been worked on in the data flow to the destination in 
the Mappings column as shown in Figure 55. 

 

Figure 55 
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SQL Server Destination 

The SQL Server destination is a destination item that is optimized for SQL Server. It 
gains its speed advantages by using the bulk insert features that are built in to SQL 
Server. On the Advanced tab in the destination, you can configure the same features 
that you have available to you in the bulk insert feature such as executing triggers or 
locking the table. Figure 56 shows you the options that are turned on by default. It’s 
very important to note that this destination can only be used if the package is running 
on the same machine as SQL Server, because it uses an in-memory interface. 

 

Figure 56 

Raw File Destination 

The Raw File destination (also called the Append destination) writes data in raw format 
to a file. Since this is in native format, the export is the fastest way to export data to a 
file. This task can be used to write data into a temporary format that can later be picked 
up and transformed by another package’s Raw File source. 
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OLE DB Destination 

This is the OLE DB “catch-all” for data. The OLE DB destination can be used to send data 
to almost any relational data source. It’s configured in much the same way as the other 
destinations. A nice addition to this destination is the ability to redirect failed rows to a 
different table or fail the component altogether as shown in Figure 57. To redirect the 
rows, you add another destination that is connected to this destination so that it can 
receive the problem rows. 

 

Figure 57 

Recordset Destination 

The Recordset destination is a very flexible destination that allows you to stream data to 
a recordset that’s stored in the SSIS in-memory. When your package runs, SSIS 
populates a variable with your streamed data.  This can later be looped through in a 
Foreach Loop task. 

DataReader Destination 

The DataReader destination (no relation to the DataReader source) is a powerful 
destination that exposes the output of a pipeline to be read by ADO.NET applications 
such as Reporting Services or custom applications that you may be developing by using 
the DataReader interface. To help yourself later with usability, make sure that the name 
of your destination is something that’s easy to recognize later in your program. In Figure 
58 you can see the name of my destination is OutputAfterAggregation.  
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Figure 58 

If you’d like to use this data now in Reporting Services, you’d have to ensure that it has 
the SSIS type of connection available to it. In Reporting Services, ensure that the SSIS 
extension is in the <DATA> section of the RSReportDesigner.config file. The Beta 3 
installation of SQL Server 2005 will perform this task for you. In the Report Designer, 
you’ll see a new connection type called SSIS. Select this data source, then type the fully 
qualified name of the package like this: 

 

-f C:\SamplePackages\RSSFeedFromPartner.dtsx 

 

In the Query box for the connection, specify the DataReader destination that you’d like 
to retrieve data from. Each time the report needs data, the DTS package will be 
executed and you would see DataReader destination data wherever it is exposed in the 
pipeline. To do this as you can imagine, you must have a Data Flow task in the package.  

This would be especially useful for displaying non-SQL Server data in Reporting Services 
or in your application after the data was transformed. For example, this function would 
be useful to display a RSS feed in a clean tabular format in Reporting Services. Users 
could then subscribe to the RSS feed in Reporting Services and have their data pushed 
to them using subscriptions. 
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Data Transformations 
SSIS includes a number of new objects that transform data in various ways including 
cleansing, converting, distributing, and merging data as well as transformations that 
accelerate development of common business intelligence tasks.  

Extend or Modify Data 

The following transformations all extend data, either by adding or cleansing, or by 
directly modifying data during the transformation process. 

Aggregate 

The Aggregate transformation takes a data set as input and applies sum, average, 
count, distinct count, maximum, or minimum functions across the data set.  It can group 
by one or more columns.  The transformation can be used to summarize large sets of 
data without having to first write the data to a relational store, or put additional load on 
the source system to perform these tasks.  The example in Figure 59 performs several 
aggregation functions (Sum, Average, Max, Min) on the AdventureWorks Data 
Warehouse on the Employee Dimension table and groups by Department: 

 

Figure 59 
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The data viewer in the following figure shows the result of the Aggregate transformation 
on the data that’s inserted into the destination: 

 

Figure 60 

Audit 

This transformation enables access to environment and package data in the data flow.  
To configure the transformation, add columns to the destination that can store the 
attributes you wish to audit.  Audit data attributes that can be inserted into the data flow 
include: 

• ExecutionInstanceGUID 

• PackageID 

• PackageName 

• VersionID 

• ExecutionStartTime 

• MachineName 

• UserName 

• TaskName 

• TaskID 

This is really useful for auditing purposes to determine who ran a given package and 
when. For example, for compliance purposes you may need to add columns to your 
billing table to determine how the record was added into the table. 
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Character Map 

The Character Map transformation can apply string transformations to columns, either as 
new columns or in-place changes.  Character Map transformations include: 

• Lowercase – converts characters to lower case. 

• Uppercase – converts characters to upper case. 

• Byte reversal – reverses byte order. 

• Hiragana – maps Katakana characters to Hiragana. 

• Katakana – maps Hiragana characters to Katakana. 

• Half width – maps double-byte characters to single-byte characters. 

• Full width – maps single-byte characters to double-byte characters. 

• Linguistic casing – applies linguistic rules of casing instead of the system rules. 

• Simplified Chinese – maps characters to Traditional Chinese. 

• Traditional Chinese – maps characters to Simplified Chinese. 

Copy Map 

The Copy Map transformation allows duplicate copies of columns to be sent to the 
destination.  A typical use for the Copy Map transformation would be to keep an original 
copy of the column while adding transformations to the copied column. 

Data Conversion 

The Data Conversion column can convert the data in a source column to a different data 
type in the destination.   

Derived Column 

The Derived Column transformation enables in-line transformations using SSIS 
expressions to transform the data.  For example, you can apply the CEILING function to 
a numeric column in the transformation and send the output to a new column.  You can 
also create conditional if statements within the expression. 

Fuzzy Grouping 

The Fuzzy Grouping transformation enables data cleansing activities during the 
transformation by identifying similarities between data rows.  The output of the 
transformation includes three additional columns for a unique identifier for each row, the 
group identified and the relative score of probability of the match (0 to 1).  Based on 
your defined threshold of probability within the task, you can have a high level of 
confidence in the accuracy of the matches.  For example, if the configured confidence 
level is 80%, anything above that probability would likely be a match. Anything below 
may require manual acceptance of the matches.  A typical use of this transformation 
would be to group company names together when the source is likely free-form text 
(i.e., Microsoft = Micro soft = MicroSoft, etc…). 

Note that this transformation requires a connection to a SQL Server 2005 database to 
create temporary staging tables for the grouping algorithms to operate. 

Fuzzy Lookup 
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The Fuzzy Lookup transformation enables data cleansing activities including 
standardizing data, correcting data, and providing missing values.  The input data is 
compared to an existing set of reference data using algorithms that can find similarities 
between non-exact data.   

A typical use of this transformation would be to follow a standard Lookup transformation 
for records that do not find a match.  This transformation differs from the Lookup 
transformation in its use of fuzzy matching, rather than equi-join matching.   

Lookup 

The Lookup transformation uses equi-join matching to lookup against a reference set of 
data.  The Lookup transformation has been greatly improved over the DTS 2000 
capabilities and can be fine-tuned by modifying caching and memory restrictions.  Also, 
lookups can be added to the data stream as new columns to preserve the original 
natural key values. 

A typical use of this transformation would be to perform surrogate key lookups in a 
dimension load of a data warehouse.   

Pivot 

The Pivot transformation takes a normalized data set and transforms it into a 
denormalized version by pivoting the input data on a column value.  The function is 
similar to functionality in Microsoft Excel, but can be applied to data in the pipeline. 

Sort 

The Sort transformation sorts input data before it’s sent to the destination.  It can sort 
on multiple columns in ascending or descending order as well as perform the sort based 
on several comparison flags including case sensitivity, single/double byte data, and 
punctuation. 

Unpivot 

The Unpivot transformation performs the inverse of the pivot transformation. 

Distribute, Merge or Extract Sample Data 

The following transformations distribute, merge or extract data. 

Conditional Split 

The Conditional Split transformation can route data to different outputs based on 
whether programmatic conditions are met.  If no conditions are met, data is 
automatically routed to the destination specified for the default condition.  The BI 
Development Studio will annotate each case with the case ordinal as well as the default 
output.  Each condition must have unique destinations. 

Multicast 

The Multicast transformation can distribute copies of the same data flow to multiple 
destinations.  The copy is a logical copy, but a typical use would be to multicast a data 
set to an aggregate transformation while the detail data goes through normal 
transformations.  Note that the Multicast transformation does not support an error 
output as no actual transformation is being performed. 
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Merge 

The Merge transformation combines two sorted data sets into a single output, based on 
values in their key columns.  This transformation requires that the inputs are both 
sorted and that the merged columns have matching data types.  Data types with 
different lengths are acceptable as long as the corresponding column in the second input 
is less or equal in length.  A typical use for the Merge transformation would be to take 
data that’s been through a standard lookup transformation and a fuzzy lookup 
transformation and merged back into a single data flow. 

Merge Join 

The Merge Join transformation is similar to the Merge transformation, but it allows an 
output that is generated by joining two sorted datasets using a FULL, LEFT or INNER 
join.  The requirements for the Merge Join transformation are the same as those of the 
Merge transformation in that both require sorted data and matching metadata. 

Union All 

The Union All transformation combines multiple inputs into a single output.  It differs 
from the Merge and Merge Join transformations because it doesn’t require sorted input.  
However, the output is not sorted.  The first input is the reference input that all 
subsequent inputs must match using the following criteria: 

• Data type 

• Code page 

• Precision 

• Scale 

• Length 

• Comparison flags 

Columns in a secondary input that aren’t mapped to reference columns are set to NULL 
in the output. 

Business Intelligence Transforms 

Data Mining Query 

The Data Mining Query transformation performs prediction queries against data mining 
models. It contains a query builder for creating Data Mining Extensions (DMX) queries 
that are built on mining models, the transformation input data, prediction functions, and 
custom expressions.  

If the models are built on the same data mining structure, one transformation can 
execute multiple prediction queries. 

The Data Mining Query transformation requires a connection to the Analysis Services 
database that contains the mining structure and mining models. 
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Slowly Changing Dimension 

The Slowly Changing Dimension transformation, or SCD Transform, is the most 
sophisticated of the transforms included in SSIS.  It automates and standardizes the 
common, yet complex problem of how to address changing attributes in dimensions in a 
data warehouse.  Thankfully, it is configured as a wizard to guide a developer through 
the steps of configuring the transformation. 

The first step of the SCD Wizard configures the destination for the dimension data and 
the business key.  Columns are automatically mapped by name and data type initially, 
but the user can map them manually.  However, data types must be compatible. Figure 
61 shows one of the first dialog boxes in the wizard where Input Columns are mapped. 

 

Figure 61  
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The next step takes you into the tedious task of choosing which dimension columns are 
Fixed, Type I, or Type II changing dimensions.  In this section of the wizard, you choose 
how the ETL will react when it encounters a change in the source as compared to the 
destination.  For example, if you had a employee dimension that had three columns, 
Birth Date, Home Phone Number and Department, the business may choose to track 
changes on the three columns differently: 

• The business wouldn’t expect the Birth Date to change (and if it did, raise an 
error).  

• The business may expect changes in Home Phone Number, but the business 
doesn’t care about keeping the historical changes in Home Phone Number. 

• The business expects the Department to change and is interested in keeping 
historical changes. 

The SCD Transformation supports this exact scenario and more by allowing the designer 
to choose the appropriate business rules for each attribute, as shown in Figure 62. 

 

 

Figure 62 

The new few steps in the wizard configure options about what happens if a change in a 
fixed attribute occurs, what happens to the rest of the record when a changing attribute 
is detected, and how to track historical attribute changes using current/expired flags or 
start/end date stamps. 
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The last step is to address the configuration of Inferred Members.  Inferred Members are 
loaded into a dimension table when associate fact records appear, but no other 
information about the dimension member is known.  A common example of this behavior 
is in a retail scenario when a data warehouse receives a transaction about a product that 
is sold, but has no record of the product in its master product dimension.  The SCD 
Transformation loads the dimension anyway (with the key value from the fact table). If 
or when the supporting dimension data arrives, it will update the existing inferred 
member record.  Figure 63 shows the Inferred Dimension Members dialog box in the 
SCD wizard. 

 

Figure 63 

The last step in the wizard allows for review of the output or outputs (up to six outputs 
are allowed!) that will be created.  The SCD Wizard will create a new OLE DB Destination 
for each output along with several other transformations to enable SCD support.  The 
output will look similar to that shown in Figure 64, with each output automatically 
annotated. 
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Figure 64 

Note that while you can restart the SCD Wizard, any changes to the screen will overwrite 
the layout of the tasks on the drawing surface. 

Miscellaneous Transformations 

File Extractor 

The File Extractor transformation can take TEXT, NTEXT, or IMAGE data directly from a 
flow and insert it into a file.  Each row in the source can be output to a different file.  
Destination files can be created on the fly and data can be appended or truncated to the 
files. 

File Inserter 

The File Inserter transformation is similar to the file extractor except that the file 
inserter can open and read data from files for each row in a dataset.  Destination data 
types for the file data must be TEXT, NTEXT, or IMAGE types. 

OLE DB Command 

The OLE DB Command transformation can execute SQL statements for each row in a 
data set.  The SQL statements can contain parameters.  A typical use of this 
transformation would be to replace Transact-SQL cursor functionality when performing 
unique Transact-SQL operations over a recordset. 

58 



 

Row Count Transformation 

The Row Count transformation counts rows as they pass through and stores the count in 
a variable that can be used for data and process verification.  It can also be used as a 
way to update a conditional split transformation or to loop containers programmatically. 

Script Component 

The script component enables data to be manipulated via script in the data flow.  It has 
characteristics similar to a Script task used in control flow.  One typical use for a script 
component in a data flow would be to apply multiple script-based transformations on 
each row, rather than by using multiple task-based transformations.  Another typical use 
would be to apply similar business transformations from an existing piece of code.  An 
alternative approach would be to create a custom transformation. 

Term Extraction 

The Term Extraction transformation can extract similar terms from text columns and 
write the output to a separate destination.  For example, the Term Extraction 
transformation can look for keywords or nouns in text while ignoring articles and verbs.  
The resulting output would contain a distinct list of words that could be used to 
determine content. 

Term Lookup 

The Term Lookup transformation matches terms in an input dataset against a reference 
data set and counts the number of occurrences in the input set.  It can normalize words 
that include plurals and possessives.  An example would be to compare incoming 
comments fields with a list of key words, so that comments containing the key words 
could be routed appropriately. 

The Event Handling Elements 
Within the SSIS architecture, there is an expanded concept of events and event 
handlers.  In prior releases, package-level events could be accessed through the 
programmatic execution of the package in Visual Basic or Microsoft Visual C++® 
environments.   In SSIS, the package events are exposed in the user interface with each 
event having the possibility of its own event handler design surface for implementing 
compound work flows. In fact, events for every executable container task within the 
package’s run-time environment are exposed. The event handlers, provided within the 
SSIS runtime are listed below: 
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Events Description 

OnError This event is raised when an error occurs. 

OnExecStatusChanged This event is raised when an object’s execution status 
has changed from True to False or vice versa. 

OnInformation This event is raised when an object has information to 
report.  

OnPostExecute This event is raised immediately after an object 
completes execution. 

OnPostValidate This event is raised immediately after an object is 
validated in design mode. 

OnPreExecute This event is raised just before an object starts 
executing. 

OnPreValidate This event is raised when its validation process begins. 

OnProgress This event is raised when measurable progress has 
been made towards completion. 

OnQueryCancel This event is raised by an object to determine whether 
it should stop running.  

OnTaskFailed This event is raised if a task fails. 

OnVariableValueChanged This event is raised if the variables 
RaiseChangeEvent property is true and the value 
changes. 

OnWarning This event is raised by an object if a warning condition 
occurs. 

 

 

With the multitude of event handlers, the event architecture provides for the 
development of simpler, generalized handler solutions, such as package- or container-
wide error handling and reporting.   (Event handlers are described in detail in SQL 
Server 2005 Books Online.) Additionally, the breadth of the event model, within the 
architecture, allows deeper solutions to low-level event handling.  These low-level 
solutions can be built on a control flow task or data flow task level to support fine-
grained ETL controls. 
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The Error Handling Elements 
Error handing in SSIS is significantly more robust than in DTS 2000.  SSIS can manage 
errors in many different ways using several new features.  It can elegantly handle or 
ignore errors based on the type of error or based on when or where the error occurs.  
SSIS allows a developer to deal effectively with both procedural and data errors. 

Procedural Errors 

As in DTS 2000, SSIS supports the OnFailure precedence constraint so that if a task 
fails, you can graphically route execution flow to an alternate task to handle the error.  
You can also ignore errors that occur by changing the constraint’s execution result to 
OnCompletion.  In DTS 2000, this meant that the package would report failure to its 
calling application (i.e., SQL Agent) even though the failure may have been minor and 
recoverable.   

SSIS allows the designer more flexibility by supporting a new property called 
ForceExecutionResult.  This property can be set to None, Success, Failure, or 
Completion.  By setting this property to Success or Completion, you can force SSIS to 
always return success after executing the task, regardless of what happened. 

SSIS also can trap OnError and OnTaskFailed events for any control flow item including 
the data flow task.  By using event handlers, you can simplify your project design and 
also take advantage of event-level variables. You can write one error handler in the 
package’s OnError or OrTaskFailed, depending on your needs.    

Data Errors 

SSIS allows data errors or data inconsistencies to be dealt with directly in the Data Flow 
designer.  Data errors can occur for a number of reasons including inconsistent source 
data or programming errors.  However, SSIS can pass, fail, or redirect problem data 
without triggering package errors; SSIS can fix and reprocess inline, or save to disk and 
handle later, all from within the Data Flow designer. 

For example, if you insert a row that violates a primary or foreign key constraint, the 
row can be pushed to an error table for later processing.  Figure 65 shows an example of 
this. 
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Figure 65 

Error handling can be enabled for a transformation by creating an additional destination 
(OLE DB, Flat File, or Raw File) for the error rows to flow to.  When you click on the 
target for the transformation, a red arrow appears that resembles an OnFailure 
precedence constraint.  Drag this arrow to the new destination and the Error 
Dispositions dialog box will appear as shown in Figure 66. 

 

Figure 66 

Here, two different types of data errors can be handled automatically; fatal errors (such 
as PK violations) and errors of truncation.  These errors can be passed, failed, or 
redirected to an alternate target.  In the example above, we’re passing any fatal errors 
that occur to Col1, Col2, or Col3 to the Error data source, but allowing truncations to 
pass successfully.  The table below describes the disposition options. 

 
 

Option Description 

Fail Component The entire data flow task fails on any hard 
error. 

Ignore Failure The data flow task succeeds regardless of 
whether an error occurs or not. 

Redirect Row The offending data row is redirected to 
the data error destination. 
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If you decide to dispose of your errors by pushing them to a new destination (rather 
than by ignoring or failing the package), you need to set the mappings for the errors.  
Double-click on the Error destination connection, choose the table you wish to copy the 
error data to, and then choose the Mapping tab (Figure 67).  You’ll notice that there are 
two additional columns in the list of available input columns:  ErrorCode and 
ErrorColumn.  These will contain error information for the particular row that failed 
transformation and can be pushed to the error table. 

 

Figure 67 

One last step is to disable the Fast Load property in the transformation destination.  If 
this is enabled, SSIS will attempt to batch insert the rows and row-level errors will be 
unavailable.  This obviously has some performance penalties, but the trade off may be 
worth it if the intent is to redirect all data errors. 

The Logging and Auditing Elements 
SSIS logging has been dramatically changed to support much finer grained logging 
capabilities.  SSIS supports package-level and task-level logging as before, but now a 
designer can define different logging options for each task and for the package.  The 
new logging also supports creating log entries for each of the task’s or package’s events.  
This means that you can choose to log information each time a task throws an error, a 
warning, or when a variable’s value changes.   
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You can enable logging for your package by right-clicking on the control flow designer 
and choosing Logging or by choosing Logging on the DTS menu.  By default, logging is 
not enabled, so you’ll have to add at least one provider at the package level to start 
configuration.  In the example in Figure 68, there are three providers enabled for the 
package:   

 

Figure 68 

Once enabled, you can choose a specific task to log and then configure the logging 
details.  On the Details tab, you’ll notice a button labeled Advanced.  If you click on 
this, you’ll see the full suite of events and attributes that can be logged as shown in 
Figure 69. 
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Figure 69 

The events that can be logged at the task level are the same events that already have 
event handlers.  However, you’ll notice a few extra events:   

• OnPipelinePostEndOfRowset 

• OnPipelinePostPrimeOutput 

• OnPipelinePreEndOfRowset 

• OnPipelinePrePrimeOutput 

• OnPipelineRowsSent 

• Diagnostic 

The OnPipeline events are only valid for events raised during data flow tasks.  The 
Diagnostic event can log current environment and diagnostic information. 

For each of these events, DTS supports any or all of the five logging methods, or 
providers:  Text File, SQL Profiler, SQL Server, Windows Event Log, and XML File.   
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Once you’ve decided which tasks and events to log, you can choose which attributes to 
capture in the log.  These attributes are: 

• Computer 

• Operator 

• SourceName 

• SourceID 

• ExecutionID 

• MessageText 

• DataBytes 

In other words, there are literally thousands of different combinations that you can 
configure within your package.  Once you’ve configured logging options that you like, 
you can save them and load them to or from an external file.  This allows for different 
logging configurations for development, QA, and production if their needs are different. 

Lastly, SSIS supports the creation of custom logging providers in which you can develop 
your own provider to support your exact needs.  For more information, see SQL Server 
Books Online. 

Development and Testing 

Debugging 
Once you’ve created your SSIS packages and resolved build errors, you can begin to 
address any logic or data errors that may be lurking.  You can do this directly in the BI 
Development Studio using the debugging capabilities of Visual Studio.  These features 
allow you to set breakpoints on tasks or events, check or change variables, examine the 
call stack, debug across multiple projects and languages (including SQL stored 
procedures), and get a look at your packages from the inside out. 

Debugging tools support step-by-step debugging, breakpoints, and script debugging. 
You can view and/or modify the data (pre- or post-transformation) while the 
transformation is executing.  You can also view sample data from data sources and 
insert data values. 

Breakpoints 

The development environment supports breakpoints on any task’s events.  To set a new 
breakpoint, right-click the task to break on and select Edit Breakpoints.  You can 
configure the breakpoint to break on the first occurrence or after a specified number of 
executions.  In the example in Figure 70, execution only breaks when the hit count for 
the OnPreExecute event equals two. 
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Figure 70 

Tutorial: Creating Your First SSIS Package 
Now that you have a good background in SSIS, you’re ready to create your first 
package. In this tutorial, I’ll transform data from a flat file containing about 90,000 
records and aggregate the records, group them and sort them before inserting them into 
a new text file. In SQL Server 2000 DTS, this would have required complex scripting or 
else you would have to insert data into a staging table to perform this task. In SQL 
Server 2005, you never have to enter a staging table or know the first thing about 
coding. This decreases your ETL development time dramatically. 

To begin the tutorial, open the Business Intelligence Development Studio. On the File 
menu, click New, and then Project. 

For the purpose of this demonstration, type the name of FirstPackage as shown in the 
following figure.  
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Figure 71 

When you click OK, a base project is created as you can see in Figure 72.  

 

Figure 72 

Package.dtsx should be open at this point as part of the project creation. If it is not, in 
Solution Explorer, double-click on the package to open it. 

I’ll start by adding the connections that will be used later.  
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To add the first flat file as a connection, right-click the Connections tab on the bottom 
of your screen and select New Flat File Connection. This opens the Flat File 
Connection Manager Editor (Figure 73). 

In the General tab of this editor, you can configure most of the settings for the flat file. 
For the Connection Manager Name, select Input File. The file name should point to the 
location and file name where you placed the SampleFile.txt. 

Next, make sure that you have a text qualifier of double-quotes (“) and that you check 
the Column names in first data row option.  The text qualifier option tells the SSIS 
engine that data is encapsulated inside double quotation marks. Encapsulating data 
inside text qualifiers helps you use a delimiter, such as a comma, inside your text. 

 

Figure 73 

Go to the Columns tab (Figure 74) on the left in the same dialog box to ensure that you 
see the first few rows of data and the columns. Next, go to the Advanced tab (Figure 
74). By selecting each column, you can see which data type SSIS is using for that 
column in the flat file. Select the column TransactionDate under data type select “date 
[DT_DATE]”. The Quantity column should also be set to “four-byte signed integer 
[DT_I4]”. 

A really cool feature here is that you can click Suggest Type to have DTS sample the 
data and predict what you need. When it suggests the data type, it will predict for all the 
columns and not just the one you have selected. Always proof its selection before 
clicking OK. 
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Figure 74 

After you click OK, you’ll see the connection transposed to the bottom Connections 
tab. Create one additional connection to the SummarybyProductID.txt file. On that 
connection, accept the default properties with the exception of the text qualifier, which 
is double-quotes. Name this connection Output File. 

In the far-left pane, you should be able to see the Toolbox tab. Drag the data flow task 
control from the Toolbox to the Control Flow tab. 

Note   You can pin the Toolbox to your design environment by clicking the push pin. 

Right-click the newly created task and select Rename. Type “Transform Flat File” as the 
new task name. (You can also click on the task and modify the Name property in the 
Properties pane on the right). 

Right-click the Data Flow task you just renamed and select Edit. This displays the Data 
Flow tab. 

On the Data Flow tab, drag the Flat File Source data flow item from your Toolbox to the 
design pane. You can optionally rename the data flow item by right-clicking the item and 
selecting Rename. I renamed mine to “Sample File.”  

Right-click the Sample File data flow item and select Edit. Under the Connection option 
in the left pane, make sure that Sample File is selected for your connection. Next, go to 
the Columns section and uncheck most of the columns, leaving only ProductID, 
TransactionDate, Quantity, and ActualCost checked. These columns will be what is 
available downstream to the rest of the SSPI package (Figure 75). 
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Figure 75 

We now need to create a new column that will be available downstream. It will take the 
total items order (Quantity column) times the cost of the product (ActualCost column). 
To do this, drag the Derived Column task over to the design pane under the Sample File 
connection. Right-click the Derived Column item and select Rename. Rename it “Total 
Cost.” Click the Sample File connection and you’ll see a red and green arrow pointing 
down. The green arrow defines what will occur next if that step is successful. The red 
arrow defines what task will occur if that step fails. Click the green arrow and drag it 
onto the Total Cost task.  

With the two items are connected, right-click the Total Cost item and select Edit. This 
displays the Derived Column Editor. 

Drill into the Columns tree on the right and drag the Quantity and ActualCost columns 
into the Expression column as shown in Figure 76. Make the Expression Column 
Quantity*ActualCost. If you receive a data type error, then you may want to revisit the 
first part of this tutorial where we defined the data types of each column for this 
connection. 

Change the name of the Derived column to TotalCost and the data type to Currency as 
shown in Figure 76. After you’ve done this, click OK. This creates an extra column that 
can be seen by the destination transformation in future tasks and will sum up those two 
columns. 
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Figure 76 

With the new derived column defined, you’re ready to aggregate the data at a product-
level. Drag the Aggregate task from the Toolbox to the design pane. Connect the Total 
Cost task to the new task by connecting the green line. Let’s rename this task “Group by 
Product.”  

Go to the Aggregate Editor by right-clicking Group by Product and selecting Edit. You 
define how you want your data aggregated from the connection in memory in the 
Aggregate Editor.  It’s important to note here that so far we have not committed the 
first record to any data source. Everything is being done without touching the ground in 
memory.  

In the Aggregate Editor (shown in Figure 77), check the ProductID, TransactionDate, 
Quantity, and TotalCost columns. This will partially fill in the Input Column area. 

Then, specify the type of operation that you’d like to do for each of the columns. We 
want to group on ProductID so you need to ensure that Group By is selected. For 
Quantity select Sum and for TotalCost select Sum. Finally, select Maximum for the 
TransactionDate Input Column. I also changed the Output Aliases for two of the 
columns to give a unique name to the new data. Essentially, what I’m doing here is 
grouping all the data by ProductID, determining the maximum date from the 
TransactionDate column, and summing up all the quantity and cost. 
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Click OK to save your work. Notice that the TotalCost column is available to you here. 
So as you add derived columns, they show up in later tasks. 

 

Figure 77 

With the data now aggregated by ProductID, you’re ready to order the data for easy 
reading in a report. Drag the Sort task (Figure 78) from the Toolbox and rename it 
“Order by ProductID.” Make sure it’s connected to the Group by Product task by 
connecting the green arrow from the Group by Product item. Edit this task as we did the 
other items. Check ProductID and make sure it is in ascending order. Click OK to exit. 

 

Figure 78 

Lastly, we need to output all this work to another flat file. Drag the Flat File Destination 
(it’s not in alphabetical order) over from the Toolbox.  Connect it to the Order by 
ProductID item by dragging the green arrow from that item.  

Click Edit to modify the properties of the Flat File Destination.  

Click New to create a new flat file connection  
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Name this connection Output File (see Figure 79 for other information).  

Notice that in the Preview section you can see all the output columns from the earlier 
items.  

Click OK. In the Mappings section, make sure that the transformation looks fine. Click 
OK. 

You are done. To execute the package, press F5 or on the Debug menu click Start. 
You’ll see the record counts increasing.  Figure 79 shows an example of my output. 

 

Figure 79 

 

You can also go to the Progress tab (Figure 80) to see the details of the SSIS 
execution. 
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Figure 80 
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